
SCHOLARSHIP 
STATISTICS

Chapter 1

 Time series data

Covers AS 91580 (Statistics 3.8)

 Investigating time series data
A time series is a set of values of a variable which are measured as time passes. These raw values are 
usually recorded at regular time intervals.

An example of a time series graph is shown 
below, in which quarterly spending on 
consumables in New Zealand (in $million) by 
electronic card transactions is recorded from 
2002 to 2017. The trend line on the graph 
shows the smoothed values for the time series.

Data source: Statistics New Zealand Infoshare
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When investigating a time series, it is important to relate your statistical analysis to the practical context
of the data, using correct units. As much as possible, you need to evaluate the reliability of the data
source and data collection methods, noting any interesting or unusual features of the data and seeking 
explanations for these. Potential sources of bias should be considered. 

You should also consider variability within the data, how much there is, and whether the variability is 
constant or changing (this impacts on the reliability of predictions).

Time series data have four components:

• Trend component – the long-term tendency to increase, decrease or stay steady as time passes. These 
are the smoothed values of the time series. The trend may have unusual features – was it affected by 
outliers? Can it be split into parts so that a piecewise model may have been more useful? Consider 
whether the trend is likely to continue, based on the context.

• Cyclical component – longer-term variations in time-series data that repeat over time, such as a wave-
shaped curve, showing alternating periods of expansion and contraction. Cyclical components are diffi cult 
to analyse (e.g. waves may have differing periods) and at this level are described along with the trend.
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 Questions: Time series data

 Question One
a. Data was obtained from Tatauranga Aotearoa (Stats NZ) on the retail sales of electronics and 

accommodation per quarter, for the years 2010 to 2020. Sales were measured in millions of dollars.

 Figure 1 displays the raw data for the retail sales of electronics and accommodation per quarter for the 
years 2010 to 2020, with a smoothed trend curve shown in blue. Figure 1 also displays the seasonal 
differences, with their average (mean) shown in red.

Figure 1: Retail sales of electronics and accommodation, 2010–2020
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 i.  Write two short paragraphs comparing the features of the data for the retail sales of electronics and 
accommodation over the period 2010 to 2020.

 Year 2021
Ans. p. 123
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Comparing reports
There may be related reports available for comparison. You should compare the graphs visually, looking 
for differences in the amount of scatter, and compare correlation coeffi cients (both of which affect the 
reliability of predictions).

• If two reports involve the same variables, you may be able to see if the relationship has weakened, 
strengthened or stayed the same over time.

• If two different explanatory variables are used for the same response variable, you may be able to 
determine which explanatory variable has the closer relationship with the response variable.

Further investigations
There may be different relationships between the two variables for different categories within the data set. For 
example, there may be a stronger/weaker relationship between height and weight for males than for females. 

Various features of iNZight allow bivariate data for two or more categories within the data set to be 
highlighted on one graph, or displayed separately, each with its own trend line and correlation coeffi cient. 
The strengths of the relationships can then be compared between the categories.

Example:

Summary of BMI versus Weight, 
for Gender = female:

Linear trend: BMI = 7.63 + 0.2835 * Weight
Linear correlation: 0.92

Summary of BMI versus Weight, 
for Gender = male:

Linear trend: BMI = 9.977 + 0.2136 * Weight
Linear correlation: 0.93
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Relevance and usefulness of the investigation
A random sample of suffi cient size from a well-defi ned population will probably allow for generalisations 
from the relationship observed in the sample to a wider context.

However, if a sample of bivariate data has special characteristics, the fi ndings will probably only apply to 
a population with those characteristics, and there may be limited opportunities to generalise fi ndings to a 
wider population – thus limiting the usefulness of the investigation.

Writing a report
A full report would be based on the Problem-Plan-Data-Analysis-Conclusion (PPDAC) cycle, and may 
include a discussion of:

• analysis and interpretation of data and graphs
• informed contextual knowledge
• sources and consequences of uncertainty
• applying appropriate models
• stating and evaluating assumptions of models used
• explaining concepts and processes
• offering competing explanations and important follow-up questions
• evaluating claims in statistically based reports.

Bivariate measurement data 27
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 Questions: Bivariate measurement data

 Question One
Data about Apple and Samsung branded mobile phones listed for sale was obtained from one United States 
electronics retailer’s website.

For each phone listing, its brand, screen size (in inches), and weight (in grams) were recorded.

The relationship between the weight of a mobile phone and its screen size was then explored. The fi gure 
below shows one of the plots produced, with the output showing the linear models fi tted for each brand of 
mobile phone and the linear correlation values.

Weight by screen size subset by brand
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a. Describe the relationship between weight and screen size, for these mobile phone listings.

 Year 2021
Ans. p. 125
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SCHOLARSHIP 
STATISTICS

Chapter 3

 Statistical inference

Covers AS 91582 (Statistics 3.10)

Using statistical methods to make a formal inference
In order to investigate the parameters of a population, such as its mean or median, a random sample is 
taken from the population.

An unbiased sampling method (e.g. simple random, systematic, stratifi ed or cluster sampling) is used for 
selecting a suitably sized random sample, so that each group in the population is equally likely to be selected.

The distribution of the random sample can be displayed using dot plots and box-and-whisker plots. The 
features of the sample distribution (e.g. shape, clusters, gaps, outliers, symmetry, skew) should be noted 
and evaluated. A well-chosen sample is likely to have a distribution with similar characteristics to that of the 
population from which it was selected, so that inferences about the population can be made. 

Using the random sample, sample statistics can be calculated, such as the sample mean and sample
standard deviation. These statistics can be used to make point estimates of the corresponding population 
parameters, e.g. a sample mean x̄ is a point estimate of the population mean µ. A sample standard 
deviation is a point estimate of a population standard deviation, σ.

However, each new random sample will almost certainly contain different members of the population, so 
sample statistics (i.e. the point estimates of population parameters) will differ from sample to sample. The 
larger the sample size, the less variability there will be in the point estimates produced – small sample sizes 
can lead to very unreliable point estimates of population parameters.

Note: The standard deviation (SD) is a measure of spread which indicates the degree to which data values 
differ from their mean (if many values are close to the mean, then the standard deviation is small, and 
if many values are far from the mean, then the standard deviation is large). It is calculated by taking the 
square root of the average of the squared deviations of values from their mean.

 Confi dence intervals
Due to sampling variability, it is more useful to give a range of values, called a confi dence interval, within 
which the population parameter is likely to lie.

If the random sampling process (with suffi ciently large sample size) were repeated many times, and 
a confi dence interval for the population parameter constructed for each sample, then most of these 
confi dence intervals would be expected to contain the population parameter. However, there is no way of 
knowing for sure if an individual confi dence interval contains the population parameter – there is a small 
chance it does not.

Note: According to the  Central Limit Theorem, if a population has mean µ and standard deviation σ, then 
for samples of size n (where n > 30 for samples from non-normal distributions) sample means will be normally 
distributed with mean µ and standard deviation 

σ

n
. Theoretical confi dence intervals (see page 76 in 

Chapter 5) are constructed using this theory, so the larger the size of a sample, the smaller the standard 
deviation of sample means, and the narrower the resulting confi dence interval (in order to halve the 
width of a confi dence interval, the sample size needs to be four times as large). The margin of error for a 
confi dence interval is equal to half the width of the confi dence interval.
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 Questions: Statistical inference

 Question One
Data about all Apple, Samsung, and Oppo branded mobile phones listed for sale was obtained from one 
New Zealand electronics retailer’s website.

For each phone listing, its brand, current price (in $NZ), and colour were recorded. Only phones that were 
black, blue, red, or white were used for exploratory data analysis.

Figures 1, 2, and 3 show three of the plots produced from the data.

Figure 1: Price by brand
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Figure 2: Colour by brand
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 Questions: Statistical reports

 Question One
TataurangaKiTeKura Aotearoa (CensusAtSchool New Zealand) has conducted an online survey of Year 3 to 
Year 13 students every two years since 2005.

Three of the variables for which data has been collected across all surveys include:

• year level (e.g. Year 3, Year 4, etc.)

• region (e.g. Wellington, Canterbury, etc.)

• mobile phone ownership (Yes, No).

Random samples of 1 000 students from each of the biennial surveys from 2005 to 2019 were obtained 
and combined to create a new data set. Five rows from this data set are shown in Table 1.

Table 1

census_year year_level school_level Region Island mobile_phone

cas2019 Year 9 Secondary Auckland Region
Te Ika-a-Māui
(North Island)

yes

cas2019 Year 10 Secondary Canterbury Region
Te Waipounamu
(South Island)

no

cas2015 Year 9 Secondary Northland Region
Te Ika-a-Māui
(North Island)

yes

cas2009 Year 7
Primary or 

Intermediate
Auckland Region

Te Ika-a-Māui
(North Island)

yes

cas2019 Year 7
Primary or 

Intermediate
Canterbury Region

Te Waipounamu
(South Island)

yes

a. Identify TWO new variables that have been created for the data set shown in Table 1 using the three 
variables listed in the bullet points above, and describe how they were created.

 Year 2021 
Ans. p.131
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The intersection, union and complement of sets are shown shaded below. S is the sample space.

B C   S

  

B C   S

  

B C   S

  B ∩ C B ∪ C B’

The following results hold true for combinations of events:

P(B ∪ C) = P(B) + P(C) – P(B ∩ C)   P(B’) = 1 – P(B)

Events B and C are said to be complementary if B ∪ C = S and B ∩ C = Ø. In this case B is called the 
complement of C (this means that B = C’).

Mutually exclusive and independent events
B and C are mutually exclusive (or disjoint) if they cannot occur together (i.e. B ∩ C = Ø). If B and C are 
mutually exclusive then:

P(B ∩ C) = 0 and P(B ∪ C) = P(B) + P(C)

Two events are independent if the occurrence of one event is not affected by the occurrence of the other 
event. If events B and C are independent, then:

P(B ∩ C) = P(B)P(C)

Conditional probability
A conditional probability is calculated using a reduced sample space, as other events have already 
occurred. The following formula gives the probability of an event B occurring given that an event C has 
already occurred:

P(B|C) = 
P(B C)

P(C)
∩

P(B|C) is also read as ‘the probability of B given C’, or the ‘probability of B if C has occurred’.

By rearranging this formula, a general formula for P(B ∩ C) can be found.

P(B ∩ C) = P(B)P(C|B) or P(B ∩ C) = P(C)P(B|C)

Note:  If B and C are independent then P(C|B) = P(C) and P(B|C) = P(B) so the formula becomes 
P(B ∩ C) = P(B)P(C), as defi ned previously for independent events.

Example
Q.  The Venn diagram shows event A (shaded) intersecting with each of the disjoint events B and 

C. Use the fact that A = (A ∩ B) ∪ (A ∩ C) to show that 

  P(A) = P(A|B)P(B) + P(A|C)P(C)

  

A

B C

A. P(A|B) = P(A B)
P(B)
∩ ⇒ P(A ∩ B) = P(A|B)P(B)  rearranging

 Similarly P(A ∩ C) = P(A|C)P(C)

94 Scholarship Statistics: Chapter 6
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  Question Six
The following statistics were obtained from a study of obesity in the New Zealand Health Survey 2012 
covering the population aged 15 years and over:

• 38.6% of those in the 65–74 age group were classifi ed as obese.

• 31.3% of the population aged 15 years and over were classifi ed as obese.

• An estimated 1 115 000 of the population aged 15 years and over were classifi ed as obese.

• 14.0% of the population aged 15 years and over were in the 65–74 age group.

Using this information, answer the following in relation to the population aged 15 years and over.

a. Find the probability that a randomly chosen obese person is in the 65–74 age group.

b. How many times is it more likely that a person in the 65–74 age group is obese, a person not in that 
age group? 

 Year 2014 
Ans. p. 135
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  The expected value per player’s turn is:

   E(X)  = 1 × 0.3858 + 2 × 0.1157 + 3 × 0.0154 + 4 × 0.0008 E(X) = ΣxP(X = x)

   = 0.667  (3 s.f.)

  Or by formula E(X) = 4 × 1
6

   using E(X) = np

      = 2
3

  If 120 games are played, the total number of pieces of chocolate expected to be eaten 

  is 120 × 2
3
 = 80

4.  Let Xi be the number of pieces of chocolate eaten at the i th roll of the four dice. 
T = X1 + X2 + ... + X10 is the total amount of chocolate eaten after 10 rolls of the four dice. 
Using the Binomial variance formula (npq), for each i, Var(Xi) = 4 × 1

6
 × 5

6
 = 5

9
  The rolls are independent so Var(T)  = Var(X1) + Var(X2) + ... + Var(X10)

      = 10 × 5
9

      = 50
9

     So SD(T)  = 50
9

 = 2.357

5.  In the new game, the mean number of pieces of chocolate per turn would remain the 
same but there would be much greater spread in values.

   P(no sixes in a turn of 4 rolls) = 5
6

4

 = 0.4823, so it follows that, on average in the 

  new game, the expected result for nearly half the children is no chocolate.

  In the old game, the likelihood of this result (no chocolate in the game) was low since 

  P(0 sixes in 10 turns of 4 rolls) = 0.482310 = 0.0007

  Considering expected value and standard deviations:

  If X = the number of 6s per roll of the four dice, then E(X) = 2
3
 and Var(X) = 5

9
   Let C be the number of pieces of chocolate a child receives in the new game, where 

C = 10X

  E(C) = E(10X)

   = 10 × E(X) since E(kX) = kE(X)

   = 20
3

 (or 6.6667 to 4 d.p.) which is the same result as for the original game, but

  Var(10X) = 100 × Var(X) Var(kX) = k2Var(X)

     = 500
9

 (or 55.5556 to 4 d.p.) 100 times the previous game variance

  SD(10X) = 500
9

 = 7.4536

  which is a much higher spread than for the previous game in which σ = 2.357.

Poisson distribution
The Poisson distribution is a discrete probability distribution which gives the probability of obtaining 
a certain number of occurrences of a phenomenon in a specifi ed interval of time or space, under the 
following conditions:

• On average, the phenomenon occurs at a constant rate, λ

• Occurrences of the phenomenon are independent of each other 

•  Two occurrences of the phenomenon cannot happen at exactly the same time or in exactly the same place.

108 Scholarship Statistics: Chapter 7
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 Time series data

 Question One
a. i.  Quarterly electronics sales show a generally increasing 

long-term trend from around $620 million in 2010 
to around $1 220 million in 2020, with a steeper 
gradient than usual during 2020. By contrast, quarterly 
accommodation sales show a generally increasing long-
term trend from around $660 million in 2010 to around 
$1 000 million in 2019, followed by a decrease to around 
$850 million in 2020; however, quarterly accommodation 
sales decreased sharply during 2020 which could indicate 
the beginning of a downward trend.

   The seasonality is different for the two sets of sales 
fi gures. Quarterly electronics sales each year peaked in 
the Oct-Dec quarter (around $120 million above the 
trend) and dropped in the Jan-Mar quarter (around 
$60 million below the trend). Quarterly accommodation 
sales each year peaked in the Jan-Mar quarter (around 
$180 million above the trend) and were lowest in the 
Apr-Jun quarter (around $140 million below the trend).

 ii.  In 2020, the increase in the quarterly sales of electronics 
after the second quarter, and the decrease in the 
quarterly sales of accommodation after the fi rst quarter 
were both unusually large. Subsequently, quarterly 
electronics sales increased at a higher rate than before, 
while quarterly accommodation sales declined. This 
meant that the smoothed trend curve changed for both 
time series. 

   The global covid pandemic, with ensuing societal 
responses such as lockdowns, has made future 
predictions from historic data less reliable. It is unknown 
whether the new trends will persist, or revert to their 
previous patterns, so the use of trend forecasts from 
this set of time-series data is likely to give inaccurate 
predictions.

b.  Subscriptions to fi xed telephones showed a steadily 
increasing upward trend (from around 22 per 100 people in 
1960 to a peak of around 49 per 100 people in 1999) before 
declining to about 28 subscriptions per 100 people in 2017.

  From 1960 to 1988, there were no mobile cellular 
subscriptions. From 1989, subscriptions per 100 people 
increased steadily to around 110 in 2008. From 2008 to 2012 
subscriptions were more or less static, then started to increase 
strongly to a peak of around 135 subscriptions per 100 
people in 2017 (an average of more than one mobile phone 
subscription per person).

  Fixed broadband became available from 2000 and increased 
steadily to 20 subscriptions per 100 people in 2007. This 
was followed by a less steep rate of increase to reach around 
36 subscriptions per 100 people in 2017.

p. 10

c. i.  Comparing 2008 New Zealand mobile phone 
subscriptions with those of 2005:

  4 620  000
3 530 000

 = 1.309

   So, 2008 New Zealand mobile phone subscriptions have 
increased by 30.9% since 2005.

   Comparing 2008 Fiji mobile phone subscriptions with 
those of 2005:

   600 000
205 000

 = 2.927

   So, 2008 Fiji mobile phone subscriptions have increased 
by 192.7% since 2005.

   The Fiji rate of increase in mobile subscriptions is clearly 
greater than that of New Zealand, so the claim is 
justifi ed.

 ii.  Between 2007 and 2010 inclusive, Samoa mobile 
subscriptions increased at an average rate of

   90 000 – 86 000
3

 = 1 333.333 subscriptions per year

   This would give a prediction for 2009 Samoa mobile 
subscriptions of 

   86 000 + 2 × 1 333.333 = 88 666.667 or 88 667 (to 
nearest whole number)

   In 2009, Fiji subscriptions were 640 000.

   Plotting the point (640,88.667) on the Samoa versus Fiji 
graph, the point appears to be compatible with other 
points on the graph.  graph shows numbers in thousands 

   In 2009, New Zealand subscriptions were 4 700 000.

   Plotting the point (4 700,88.667) on the Samoa versus 
New Zealand graph, the point again appears to be 
compatible with other points on the graph.

   So, the prediction for the number of mobile phone 
subscriptions for Samoa in 2009 is 88 667.

 Question Two
a.  There is a steadily increasing trend in the number of new 

articles published per month in the English language on 
Wikipedia from 2001 to 2007 (where it reached a peak of 
around 50 000 new articles per month) with the greatest rate 
of increase between 2004 and 2007. The trend after 2007 is 
a decreasing one with the decrease less steep between 2011 
and 2019.

  The mean seasonal effects are close to zero, but with 
considerable amounts of variability for the individual seasonal 
effects for each month. 

  There is a spike in October 2002 (with nearly 40 000 new 
articles being produced that month) and a bit more volatility 
between 2006 and 2010.

b.  The Holt-Winters model predicts 15 196 new articles in the 
English language in November 2020, with a lower bound of 
–10 365 and an upper bound of 40 757 articles. The range 

p. 15
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Chapter 1

Formulae and tables

 Statistics – useful formulae

Continuous uniform 
distribution 
The probability density 
function, f(x) for a 
continuous uniform 
distribution is defi ned as: 

b a

1

0 elsewhere

−f(x) =
for a ≤ x ≤ b

f (x)

xa b

1
b – a

Triangular distribution 
The probability density 
function, f(x) for a triangular 
distribution is defi ned as:

0

0

f(x) =

x < a

a ≤ x ≤ c

c ≤ x ≤ b

x > b

(b − a)(b − c)

2(b − x)

(b − a)(c − a)
2(x − a)

f (x)

xa c b

2
b – a

Area of triangle = 
1
2

 base × height

 Permutations and combinations
nPr = n

n r
!

( )!−
n
r
⎛

⎝
⎜

⎞

⎠
⎟ = nCr = 

n
n r r

!
( )! !−

Expectation algebra
E[aX + b] = aE[X] + b

Var[aX + b] = a2 Var[X]

E[aX + bY] = aE[X] + bE[Y]

Var[aX + bY] = a2 Var[X] + b2 Var[Y],
                    if X, Y are independent

Probability
P(A ∪ B) = P(A) + P(B) – P(A ∩ B)

P(A|B) = 
P( )

P( )
A B

B
∩

Mean and variance of a random variable
µ = E(X) σ2 = Var(X)
 = ∑x.P(X = x) σ = SD(X)

   = x X xΣ =( – µ) ( ).P2

   = E(X2) – [E(X)]2
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