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Evaluating statistically based reports
A statistical report is written to describe the findings of a statistical investigation. Such reports may involve 
time-series data, bivariate data, inference or experiments, confidence intervals (many aspects of which are 
discussed in earlier sections) along with polls and surveys involving margins of error.

Report structure
A paper describing the results of a scientific or statistical study will usually have a descriptive title, which 
conveys the nature of the investigation. If the study is long, the report may contain an abstract which 
summarises key methods and findings, and the relevance of the research. Key words and abbreviations may 
also be included for easy reference.

An example of an abstract follows from the paper, ‘The impact of clinical lameness on the milk yield of dairy 
cows’ (Green et al., 2001).

Example

Abstract 

This paper investigates the impact of lameness on milk yield. The dataset includes approximately 
8 000 test-day milk yields from 900 cows on five farms in Gloucester, UK, collected over 18 mo 
from 1997 to 1999. The data were structured to account for repeated measures of test-day 
yield (1 to 10 per cow) and analysed to account for this autocorrelation. Factors affecting milk 
yield included: farm of origin, stage of lactation, parity, and whether a cow ever became lame. 
In clinically lame cows, milk yield was reduced from up to 4 mo before a case of lameness was 
diagnosed and treated, and for the 5 mo after treatment. The total mean estimated reduction in 
milk yield per 305-d lactation was approximately 360 kg. We conclude that clinical lameness has 
a significant impact on milk production. This is important information for assessing the economic 
impact of clinical lameness and its impact on cow health. It adds weight to the importance of early 
identification of clinical lameness and the urgency of techniques to improve the definition of this 
highly subjective diagnosis.

Key words: milk yield, lameness, dairy cow, multilevel modelling

Abbreviation key: TDY, test-day yield; mo, months; d, days

In the next example, which deals with mobility in the elderly, 
the introduction includes a discussion of the context (e.g. the 
difficulties in defining mobility levels in the elderly); explains the 
purpose of the study and why it is important (e.g. improving 
understanding of the prevalence and extent of immobility in the 
elderly, and the impact of this problem on the health budget); 
and reviews key research relevant to the investigation (citing lead 
researchers and dates for the studies).
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Example
An extract from research into mobility in the elderly:

Immobility in the elderly needs careful definition. This can be done by using ‘mobility scores’ in 
which the extent and duration of the immobility are quantified (Hector and Mason, 1998). These 
scores include categories for ‘permanent and complete lack of mobility’ (aside from wheelchairs 
and mobility scooters), through to ‘partial mobility’ (for an elderly person who has ongoing issues 
with compromised mobility, but who has some independence of movement by using devices such 
as walking sticks and walkers) to temporary immobility (as a result of disease or accident).

The data and methods section then describes the sample selection techniques, the structure of the data set 
(definition and units of variables) and any models and tests that were used in the analysis.The population 
and target population (from which the sample is selected) should be described.

Note: It is vital to use appropriate random sampling methods (simple random, systematic, stratified, 
cluster etc.) for valid generalisations of investigation results to a wider population.

Example
Some variables are defined for a study on 
safety in meat processing factories  
in New Zealand:

The study also included the following 
variables: employee identity; number 
of years of employment in the factory; 
nature of role in factory (1–10); employee 
perception of danger rating of job (from 
1 (none) to 5 (very dangerous)); whether 
employee had ever had an accident at 
work (1 = yes, 0 = no); number of accidents sustained by employee in the previous year; leave 
resulting from accident (in days); repercussions subsequent to the injury (1–6) with categories 
which include ongoing/recurrent pain, time off work, etc.

The results section follows with a summary of findings, along with relevant statistics such as standard 
errors (the standard deviation of the sampling distribution of a statistic, such as the sample mean) and 
confidence intervals, usually displayed using tables and graphs.

A discussion of key findings from the investigation is included, along with factors that would be likely to 
create uncertainties, and any results that confirm (or contradict) findings from related research.

Example
A discussion of factors likely to create uncertainties:

The study found that the definition of mobility in the elderly was often imprecise, which caused 
misclassification (Waybridge et al., 1993), such as the temporarily non-mobile elderly being 
classified as mobile, and the partially mobile reporting themselves as mobile (according to their 
own definition of mobility, e.g. mobile because of wheelchair, etc.). This can lead to under-
reporting of the lack of mobility in the elderly, so that both the impact of poor mobility on the 
health of the elderly, and the economic impact on funding in the health system are likely to be 
underestimated.

The potential for making valid generalisations to a wider population is an important aspect of a study.
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Example
Potential for generalisation:

Only a small number of meat-processing factories were involved in this study of accident rates 
in the workplace, so the results of this study are unlikely to be able to be generalised to all meat-
processing factories in New Zealand. The exact number of working days lost due to accidents in 
the factory is unlikely to be similar for all factories, and will depend on factors such as the nature 
of the work; the degree of automisation in the factory; the safety record of the factory; the type of 
tool being used; the risk of tasks and how these are managed; the time within a shift; the number 
of consecutive hours worked in a shift, etc.

The conclusion, which is often quite brief, summarises key results of the investigation, and other details, 
such as the usefulness of the study.

Example
Conclusion remarks:

We conclude that there is a higher than average rate of injury in the meat-processing industry. 
The number of accidents had a mean of 12.8 per 100 full-time workers per year (200 000 hours) 
compared with the overall rate of 9.3 per 100 full-time workers in New Zealand. The mean time 
lost was 11.3 days per injury (with an interquartile range of 5 to 21 working days lost per injury). 
This is important information for assessing the economic impact of injury in the meat-processing 
workplace, and also its impact on employee health. These results underscore the importance of 
identifying and controlling risk factors in all stages of meat packing and processing so that injury 
rates can be reduced.

Acknowledgements, appendices (if any) and a list of references conclude the study.

Other aspects of reports
In an experimental investigation the researcher can and does control or manipulate the explanatory 
(independent) variable, whereas in an observational study the investigator has little or no control over this 
variable, e.g. the paper concerning lameness in cows is an observational study.

A report may involve primary data (collected by observation or experiment) or secondary data (provided 
from another source, such as another study), e.g. in the accidents in meat-processing factories study, the 
data was observational (derived from factory records and interviews) and primary (no data from any other 
previous study was used). 

It is important that a report does not claim a causal relationship simply because an association (correlation) 
is discovered between variables; such errors may be the result of lurking or confounding variables (which 
influence values of the variables of interest).

Example
Discussion of confounding variable:

The increased number of accidents in two of the meat-processing factories involved in the study 
may have arisen due to the confounder of inexperience. These two factories were only recently 
established in their towns and, as a result, a higher-than-average proportion of inexperienced 
workers were employed. Safety policies were similar to those of several other factories in the study, 
but proportionally more accidents occurred at these recently established sites.

Be alert to the possibility of conflicts of interest in an investigation. These can arise when studies are 
funded by sponsors or employers who may have a vested interest in outcomes which are favourable to their 
viewpoint or business.
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And always ‘check the maths’ – for example, if 54% of those who failed an exam are female, can the claim 
be made that girls are more likely to fail this exam? Maybe, if there is an even number of males and females 
sitting the exam (and even this claim depends on the numbers sitting the exam – see below), but definitely 
not if 70% of all candidates are female!

Sampling
A suitably-sized sample chosen using random sampling methods is useful for making inferences about a 
population. There are two types of sampling error which result in biased outcomes:

• Sampling errors – these are unavoidable as they are a natural result of the variability of sampling. Each 
new sample will almost certainly have different characteristics from other samples of the same size; 
increasing the size of a random sample increases its reliability for making inferences as the sampling 
error is reduced.

• Non-sampling errors – these arise from factors other than the taking of a sample, e.g. excluding or 
under-representing groups in the population; self-selection; lack of follow up of non-respondents; 
number and nature of questions; false information, e.g. due to social pressure or embarrassment; human 
error due to incorrect recording or reporting of data, question wording, etc.

Analysis
Reports may give only a summary of results, with the variability in a sample summarised by a margin of 
error, or a confidence interval.

Margin of error
A margin of error is a number which quantifies the amount of uncertainty due to sampling error, when 
using data from a random sample to form an estimate of a population parameter, such as a population 
proportion. It is usually calculated based on a confidence level of 95%.

Note: The margin of error for a sample proportion varies as the proportion varies from sample to sample, 
but the stated margin of error is the largest of these possible margins of error.

Confidence intervals
A 95% confidence interval for a population parameter (such as the population proportion) is an interval 
of values which has been calculated in such a way that if the sampling procedure were repeated many 
times, and an interval of values for the population parameter calculated each time, then 95% of the 
intervals would be likely to include the population mean.

Note: The theoretical calculation of these intervals uses Normal distribution theory, and is justified by 
the Central Limit Theorem (see page 41 in Chapter 3, inference). Alternatively, bootstrap confidence 
intervals may be quoted.

Confidence intervals for population means

Suppose a population has (unknown) mean µ and standard deviation σ.

A random sample of sufficiently large size (n) is taken from the population, and the sample mean (x̄) and 
sample standard deviation (s) are calculated.

A confidence interval for the population mean μ is x̄ ± z s
n

where z is determined by the percentage confidence required

A 95% confidence interval for the population mean μ is x̄ ± 1.96 s
n

A 99% confidence interval for the population mean μ is x̄ ± 2.576 s
n

Note: The standard deviation of sample means is σ
n

, which is estimated by the standard error s
n

.
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The quantity z s
n

 which is added to and subtracted from the sample mean is called the margin of error.
• The margin of error is half the length of the confidence interval.

• The sample mean is the midpoint of the confidence interval.

Confidence intervals for population proportions

An approximate 95% confidence interval for a population proportion can be formed by adding and 
subtracting the margin of error to and from the sample proportion. These are important features in the 
results of polls and surveys.

Suppose in a sample of size n a proportion p have a property of interest.

A confidence interval for the population proportion p is p ± z p (1 p)
n

Once again z = 1.96 for a 95% confidence interval, and z = 2.576 for a 99% confidence interval.

The quantity z p (1 p)
n

 is the margin of error.

If the proportion is in the range 0.3 ≤ p ≤ 0.7, the rule of thumb is that margin of error is approximately 

equal to 1
n

.

Example
Q.  In a 2014 survey, voters in a randomly selected sample of 500 voters were asked how they 

intended to vote in the upcoming elections. What percentage of voters in the sample would 
be required to prefer National to be 95% sure that National would have a majority in the 
upcoming elections?

A.  Assuming that the proportion p of voters in the sample who would vote for National is 
between 0.3 and 0.7, then the margin of error for the proportion who will vote for National 

 in the upcoming elections is 1
500

 = 0.0447 or 4.5% (to 1 d.p.)

 The confidence interval for the proportion preferring National would be p ± 0.0447.

  For the lower end of the 95% confidence interval to be over 50%, require p – 0.0447 > 0.5,  
so p > 0.5447

  To be 95% sure that National would have a majority in the upcoming elections, at least 54.5% 
of the sample of 500 would be required to prefer National.

 Alternatively (which avoids assumptions about the range of values of p) the Solver function 

  on a graphics calculator can be used to solve p – 1.96 p(1 – p)
500

 = 0.5, to get the result that  
p > 0.544

Testing the significance of differences in proportions

If both p1 and p2 lie between 0.3 and 0.7, then the significance of a difference in population proportions can 
be tested simply by seeing if zero lies in the interval:

(p1 – p2) ± 1
n1

+ 1
n2

If zero lies in this interval, then the difference in population proportions is not significant. It is possible that 
the two population proportions are equal (so that their difference is zero).

For values of p1 and p2 less than 0.3 or greater than 0.7, the significance of a difference in proportions can 
be tested by seeing if 0 lies between the values:

(p1 – p2) ± 1.96 p1(1 p1)
n1

+ p2(1 p2)
n2
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The following ‘rules of thumb’ apply when using a media-reported margin of error to find the the margin of 
error for the difference between two proportions or percentages.

For the difference between two proportions (or percentages) from the same sample 
(comparison within one group): 
Margin of error ≈ 2 × reported margin of error

For the difference between two proportions (or percentages) from independent samples 
(comparison between two groups): 
Margin of error ≈ 1.5 × reported margin of error

Care must be taken to interpret sample proportions correctly, using margins of error, when making an 
inference about a population.

Example
Q.  In one randomly selected poll, 23% of those 

surveyed were against a council proposal to 
increase subsidies on buses. In a later poll 
involving the same number of respondents, 
18% were against the proposal. What 
random sample size would be required at 
the 95% confidence level to indicate that 
there has been a reduction in the actual 
percentage against the proposal?

A.  Let the sample sizes be n. The difference 
between sample proportions is 0.23 – 0.18 = 0.05

 The margin of error for the difference in population proportions is: 

 1.96 × 0.23(1 – 0.23)
n

0.18(1 – 0.18)
n

+   substituting into formula

 = 1.1169
n

 So a 95% confidence interval for the difference in population proportions is 0.05 ± 1.1169
n

  The difference in population proportions will be significant if zero does not fall in this interval.

 For the confidence interval not to include zero, require 1.1169
n

 < 0.05

 Rearranging and solving gives n > 498.94

 A sample size of at least 499 voters would be required.

 Note: At the 99% confidence level, the margin of error is: 

 2.576 × 0.23(1 – 0.23)
n

0.18(1 – 0.18)
n

+  = 1.4678
n

  For the margin of error to be below 0.05, a sample of at least 862 participants would be 
required.

In summary, it is important to read a statistically based report carefully, considering all aspects of the 
structure of the investigation (according to the PPDAC cycle), and evaluating the quality of the research, 
methods, analysis and claims.
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Questions: Statistical reports

Question One
Read the following report.

This report summarises the results of the second survey of book reading in New Zealand. 

Between 2 and 25 May 2018, 2 261 adult New Zealanders responded to the online survey conducted by 
Horizon Research Limited for the New Zealand Book Council. Participants were recruited to represent the 
New Zealand population. The sample was weighted to match national demographics for age, gender, 
personal income, education level, employment status, and ethnicity.

This research into the reading habits of New Zealanders confirms that we are a nation that loves to 
read. 86% of New Zealand adults had read or started to read at least one book in the past year, with on 
average 35 books per reader. While this is a lower percentage than in the March 2017 survey  
(88%, n = 2 082), the difference is not statistically significant.

It is wonderful that New Zealanders love to read, and to see that books remain an important touchstone 
in our society. But it’s worrying to see how many of us didn’t pick up a book in the past year. 14% of 
Kiwis didn’t read a book in the past year. Males made up most (69%) of those adults who did not read a 
book in the past year.
Adapted from: Book Reading in New Zealand, August 2018, New Zealand Book Council, https://www.read-nz.org/Downloads/Assets/
Download/56854/1/2018%20Book%20Reading%20in%20NZ%20August%2027%20high-res%20final.pdf 

a. Identify ONE claim made in the report that is based on at least one survey percentage. 

 Evaluate the claim using a point estimate and a ‘rule of thumb’-based margin of error. 

b. The report states that ‘86% of New Zealand adults had read or started to read at least one book in the 
past year, with on average 35 books per reader’. 

 Discuss TWO potential non-sampling errors associated with people responding to being asked how 
many books they read in the past year.

 Year 2020 
Ans. p.131
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Question Two
The New York Times publishes a list of the top 20 best-selling fiction books each week. Data was obtained 
on all books that appeared on this list during 2011 to 2019. 

Figure 1 shows a visualisation that was created using data about the 10 fiction books that were on the 
best-sellers list for the highest total number of weeks from 2011 to 2019. Figure 1 is deliberately missing a 
legend that would help readers understand the visualisation.

Figure 1: Visualisation of New York Times best-selling fiction books data

Book Title

A Game of Thrones

Fifty Shades of Grey

Fifty Shades Darker

Fifty Shades Freed

Gone Girl

All the Light We Cannot See

The Girl on the Train

The Nightingale

A Man Called Ove

Where the Crawdads Sing

2011 2012 2013
Weekly lists

2014 2015 2016 2017 2018 2019 2020

Data about the book The Nightingale during 2015 is given in the table below. 

Date of 
weekly list

Ranking 
in list

Date of 
weekly list

Ranking 
in list

Date of 
weekly list

Ranking 
in list

22/02/2015 3 31/05/2015 9 6/09/2015 13

1/03/2015 11 7/06/2015 9 13/09/2015 14

8/03/2015 7 14/06/2015 8 20/09/2015 20

15/03/2015 11 21/06/2015 9 27/09/2015 17

22/03/2015 6 28/06/2015 11 4/10/2015 17

29/03/2015 6 5/07/2015 12 11/10/2015 13

5/04/2015 6 12/07/2015 11 18/10/2015 20

12/04/2015 6 19/07/2015 12 25/10/2015 16

19/04/2015 10 26/07/2015 12 1/11/2015 20

26/04/2015 6 2/08/2015 11 8/11/2015 20

3/05/2015 8 9/08/2015 10 29/11/2015 19

10/05/2015 10 16/08/2015 9 13/12/2015 18

17/05/2015 8 23/08/2015 9 20/12/2015 1

24/05/2015 8 30/08/2015 11 27/12/2015 12 

 Year 2020 
Ans. p.131
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a. Describe THREE graphical techniques that you think have been used in the visualisation to convey 
information about these best-selling fiction books. 

 Explain how you believe each graphical technique should be interpreted. 

b. Write a short paragraph describing what the visualisation reveals about these 10 best-selling fiction 
books, including one or two particular examples.
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Question Three
A study was carried out using 10 months of reading data from an eBook subscription company.  
8 000 people were studied over three million reading sessions.

Figure 1 shows the distribution of reading activity for fiction and non-fiction genres throughout a day. 

Figure 1: Distribution of reading activity throughout a day 
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Write TWO comments comparing the similarities and differences for the reading activity of fiction and non-
fiction books throughout a day. Include at least one numeric comparison of likelihood.

 Year 2020 
Ans. p.132
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Time series data

Question One
a.  There is a steadily increasing trend in the number of new 

articles published per month in the English language on 
Wikipedia from 2001 to 2007 (where it reached a peak of 
around 50 000 new articles per month) with the greatest rate 
of increase between 2004 and 2007. The trend after 2007 is 
a decreasing one with the decrease less steep between 2011 
and 2019.

  The mean seasonal effects are close to zero, but with 
considerable amounts of variability for the individual seasonal 
effects for each month. 

  There is a spike in October 2002 (with nearly 40 000 new 
articles being produced that month) and a bit more volatility 
between 2006 and 2010.

b.  The Holt-Winters model predicts 15 196 new articles in the 
English language in November 2020, with a lower bound of 
–10 365 and an upper bound of 40 757 articles. The range 
of values is large (over 51 000 articles) but the lower bound 
is negative, which is not a possible value. This large range 
renders the prediction very inaccurate, and of little use for 
predictive purposes. Since November 2020 is 23 months 
after the last raw data, there is too much variability in the 
confidence interval to make the prediction accurate or of use.

  The Holt-Winters model provides a better fit to the raw data 
in the previous ten years but often there is a difference of 
at least 5 000 articles between the actual raw data. and the 
model data. So there is only a weak fit between the raw data 
and the fitted Holt-Winters model.

Question Two
a.  The two graphs appear to demonstrate a similar positive 

trend, due to the selection of scales on the y-axes. But the 
rates of increase are different. 

	 •	 	Total usage increased from around 53 million to 96 million 
trips over the 12-year period between 2006 and 2018, a 
percentage increase of around 81%.

	 •	 	Meanwhile, the estimated population of Auckland region 
increased from 1 370 000 to 1 700 000 over the same 
12-year period, a percentage increase of around 24%.

  So public transport usage is increasing on average at more 
than 3 times the rate of population increase.

b.  Trains are used by more people than ferries, with an average 
of around 5.2 million trips per quarter for trains, and around 
1.5 million trips per quarter for ferries at the end of 2018. 
Both trains and ferries have a long-term increasing trend in 
their use, with a small plateau in usage in 2011–2013.

  There is a seasonal pattern in the use of both ferries and of 
trains. Trains have a peak in Jul–Sep quarter (usage up from 
average by around 100 thousand trips in this quarter) and 

p. 10

p. 12

a low in the Oct–Dec quarter (usage down from average by 
around 100 thousand trips in this quarter). Ferries have a 
seasonal peak in the Jan–Mar quarter (usage up by around 240 
thousand trips per quarter) and a low in Jul–Sep quarter (usage 
down by about 150 thousand trips per quarter). The seasonal 
fluctuations in ferry use have increased in size since 2015.

c. i. The second quarter of 2020 has predictions of:

   Model 1: 19 549.9 thousand trips, with number of 
trips likely to lie between 17 850.78 thousand trips and 
21 249.01 thousand trips.

   Model 2: 20 543.03 thousand trips, with number of 
trips likely to lie between 19 680.01 thousand trips and 
21 406.06 thousand trips.

   The fitted prediction for Model 2 is 993.13 thousand 
trips more than that for Model 1.

   There is more variability around the fitted prediction in 
Model 1 (interval is 3398.23 thousand trips wide) than 
for Model 2 (interval is 1726.05 thousand trips wide).

 ii.  Model 1 has a longer time frame with more data, so the 
model has more variability to account for, and so has 
wider forecast intervals than Model 2.

   Bus usage from 2016 to 2019 was increasing at a greater 
rate than previously, so based on these data values only, 
the forecast for Model 2 was higher than the forecast for 
Model 1.

Question Three
a. i.  There are similar patterns in the rise and fall of seasonally 

adjusted quarterly unemployment rates for males and 
females, but rates tended to be up to 1.5% lower for 
males than for females (except in the period June 2009 
to June 2010, when male rates were a little higher than 
female rates, and December 2009 and December 2011 
when the rates equalised for males and females).

   Unemployment rates peaked at around 6.5% in June 
2010 for males, and at around 6.8% for females in 
September 2012.

   Unemployment rates were approximately steady (around 
6% for males and around 6.5% for females) from 
December 2009 to September 2012, after which there 
was a decreasing long-term trend to September 2017 for 
both males and females, with male unemployment rates 
decreasing by around 2% and female unemployment 
rates decreasing by around 1.5% over the 5-year period.

 ii.  The global financial crisis of 2007–2008 is likely to have 
had a flow-on effect in the next few years as businesses 
contracted, raising the unemployment rate as the 
number of jobs decreased. The situation stabilised for 
a few years, then as the economy improved, and the 
number of jobs increased, there has been a downward 
trend in the unemployment rate (from mid-2012).

p. 16
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