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Randomisation
When an experiment is conducted, an observed difference between two groups may be a result of 
chance alone, due to individual variations, as opposed to being caused by the intervention that was 
carried out.

Whenever individuals are randomly assigned to two groups and then compared, there will be differences 
between the two groups, even when there is no treatment, simply because of the variation that naturally 
occurs between two groups of individuals – i.e. the observed differences will be due to chance.

When an experiment is conducted it is necessary to 
determine if the size of the observed difference in the 
experimental data could arise simply as the result of 
random assignment (chance) acting alone.

The software package iNZight can mimic the process of 
random assignment, regardless of the treatment, using  
re-randomisation.)

In this process participants in an experiment are re-randomised by being randomly assigned to one 
of two groups – regardless of which intervention (treatment) they have / have not experienced. This 
re-randomisation is repeated a large number of times and a plot of the difference in medians (or 
means) of the variable of interest is calculated for each randomisation, producing a re-randomisation 
distribution.

Note: When randomised allocations to groups are made, the randomisation distribution of differences 
in medians (or means) should be centred on zero.

The relative position of the observed difference (arising from the original grouping) in the re-
randomisation distribution suggests whether chance alone was an explanation.
• If the proportion of re-randomisations in the right tail is greater than or equal to 100/1 000 (or 

10%), then chance acting alone cannot be ruled out as a possible explanation for the observed 
difference between the two groups (i.e. it is not unusual to see a difference in the medians (or 
means) equal to that observed in the experiment when chance alone is acting – we cannot claim 
the intervention caused the observed difference).

• If the proportion of re-randomisations in the right tail is less than 100/1 000 (or 10%) then it is 
unlikely that chance acting alone explains the observed difference between the two groups (i.e. 
when chance alone is acting it is unusual to see a difference in the medians (or means) equal to 
that observed in the experiment – and we can claim that the intervention caused the observed 
difference).

In summary: the tail proportion shows how many times re-randomisation (when chance alone is acting) 
produced a difference as big as (or bigger than) the difference observed in the experiment. The smaller the 
tail proportion, the less likely it is that the observed difference was due to chance acting alone.

Note: The 10% cut-off is not an exact value, and should be treated with care.

In the following example, iNZight is used to investigate the effect of re-randomisation of participants in 
the experiment.
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Example

Q.  It is estimated that 30% of traffic accidents occur when people talk on cell phones or send text 
messages while driving. Researchers asked students to use a machine that simulated driving 
situations and calculated their reaction time in milliseconds. One group of twenty was tested 
while texting and a second group of twenty was tested when they were not texting. Students 
were randomly allocated to each group.

 The data is shown in the table below.
Reaction time (milliseconds) Texting status Reaction time (milliseconds) Texting status

500 with 465 without
510 with 470 without
530 with 510 without
540 with 520 without
540 with 530 without
550 with 540 without
560 with 540 without
570 with 540 without
570 with 545 without
570 with 550 without
600 with 555 without
600 with 560 without
600 with 600 without
605 with 605 without
610 with 610 without
615 with 620 without
615 with 625 without
620 with 650 without
625 with 660 without
640 with 670 without

 This data set is available online at ESA RESOURCES  www.esa.co.nz.

 1. Display the data on a dot plot, and display the difference in sample means.

 2.  Describe any similarities or differences that you can see between reaction times for 
students texting or not texting for this sample.

 3.  Investigate if this difference is likely to be as a result of chance alone.

A. 1. Using iNZight:

  Select Randomisation tests/Run selected VIT module/import data

  Select reaction time as Variable one and cell phone status as Variable two

  Select Analyse/Quantity: mean/Record my choices

  The following output will be created.
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 2.  From the dot plot, the observed difference in mean reaction time is 10.25 milliseconds, 
with the mean reaction time being slightly slower with texting. From the dot plot we 
can see that the fastest and slowest reaction times both occurred with participants who 
were not texting.

 3. Select Include Statistic Distribution/Number of repetitions:1 000/Go
  Once complete, select Show tail proportion
  This produces the following output.

  From the re-randomisation distribution, approximately 28% (0.281) of the time a difference 
between means of 10.25 milliseconds or greater occurs when chance alone is acting.

  As it is not unusual to see a difference greater than 10.25 milliseconds by randomly 
assigning participants to groups, regardless of whether they were texting or not, it is 
possible that chance alone is responsible for the observed difference and cannot be ruled 
out as an explanation.

  It is possible that texting could have a role to play in the observed difference but further 
investigation would be required.
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1. Karen conducted an experiment in which two randomly assigned groups memorised a  
list of words, one group with music playing and the other group without music playing.

 When analysing the results for her two groups, she found the difference between the 
median number of words remembered with music and the median number of words 
remembered without music was 6 words.

 The groups were then re-randomised and a re-randomisation distribution produced.  
This gave a tail proportion of 27/1 000.

 Complete the following sentences based on this information.

a.  When chance alone is operating,  out of 1 000 times (or % of the 
time) there is a difference between the medians of 6 words or more.

b.  It is therefore  to see a difference of 6 words when chance 
alone is operating.

c.  We cannot rule out  as being responsible for the difference observed 
in the medians.

d.  We can be reasonably sure that having music playing  the participants 
to remember more words.

2. The following claims were made by students. For each claim, indicate why it is incorrect.
a.  When chance alone is operating, 150/1 000 times there is a difference between the medians of 

12 minutes or more. I can claim that this observed difference is therefore due to chance.

b.  When chance alone is operating, 5/1 000 times there is a difference between the medians of 
25 seconds or more. This shows that the observed difference did not occur by chance, so I can 
claim that the intervention caused this difference.
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3. A series of different experiments, with a range of treatments, was conducted and the following re-
randomisation distributions obtained. 

 For each of the following re-randomisation distributions:
 i.  determine the probability of obtaining a difference at least as big as the experimental 

difference when chance alone is acting
 ii.  state whether or not it is usual to see a difference at least as big as the experimental difference 

when chance alone is acting
 iii.  determine whether or not a causal claim can be made about the treatment.

a.

i.

ii.

iii.

b.

i.

ii.

iii.
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c.

i.

ii.

iii.

 

d.

i.

ii.

iii.

 

e.

i.

ii.

iii.
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f.

i.

ii.

iii.

 

g.

i.

ii.

iii.

 

h.

i.

ii.

iii.
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i.

i.

ii.

iii.

 

j.

i.

ii.

iii.
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Answers
Problem and plan (page 3)
1. i. d  ii. b  iii. f  iv. h

 v. a  vi. e  vii. c  viii. g
2. a. This is a comparison of two independent groups.

 b.  Replication. If an experiment is replicated any conclusions are 
more reliable.

3. a.  The control group is necessary to ensure that any changes in 
cholesterol level were due to the change in their margarine 
rather than to other factors.

 b.  The experimenter needs to ensure as much as possible that 
the people in the trial do not use other brands of margarine or 
take other measures to reduce their cholesterol levels during 
the seven weeks. He would need to ensure that the cholesterol 
levels are measured accurately at the beginning and end of the 
trial.

4. Answers may vary – other responses may also be valid.

 This method is unlikely to be random as students may be sitting 
in groups – e.g. friendship groups, or in some other order which 
would mean the groups are no longer random. 

5. Answers may vary – other responses may also be valid.

 The time allowed to make the estimate (is there time to calculate 
an answer?); the colour/shape/style of the bottle; a participant’s 
familiarity with the volume of the bottle when full; the experience 
a participant has with estimating volumes of fluid.

6. Answers may vary– other responses may also be valid.

 The size of the photograph; the hairstyle (hair up or hair down); 
the colour of the clothing; facial expressions (e.g. smiling or not); 
the familiarity that a person has with the identity of the woman 
(the participant could already have a reasonable idea of her age). 

7. Answers may vary.

 Lighting in the room; the time of day; the intrusion of outside 
noises; the position from which words are observed; the devices 
used to record the words memorised; the familiarity of a person 
with working to music.

8. Answers may vary.

 Type/duration of stretching done; the depth of the wall-sit (the 
further down someone crouches, the harder the wall-sit); the 
method of support allowed during the wall-sit (e.g. hands on or 
away from wall, feet flat on ground); the amount of activity done 
immediately prior to the experiment (e.g. some participants may 
have already walked upstairs to get to class, or have just come 
from a PE class). 

9. Answers may vary. Examples follow.

 a.  Does having a target on a wall result in students being able to 
jump higher?

 b.  i.  Paired comparison: Obtain a list of students and randomly 
assign them to one of two groups. Use a calculator 
to generate random numbers 1 (for Group 1) or 2 (for 
Group 2) (using 2Ran#+1), until half the students are 
in one group. The remainder will then go into the other 
group. Students from Group 1 will do the experiment 
without the target first, then with the target, while those 
from Group 2 will do the experiment with the target first 
then without it second. This is to ensure that having two 
attempts (one without target and one with target) does 
not favour the second jump. Students will start from a 
marked starting point and do a standing jump against 

a high wall. Measure the height that each student can 
reach up the wall. Next a target will be affixed to the wall 
at a height well above the highest height any student 
had previously reached. Have each student repeat their 
standing jump and again measure the height reached 
up the wall. (Have the second group repeat this process 
with the jumps completed in reverse order.) For each 
participant, record the height with and without the target.

ii.  Comparison of two independent groups: Obtain a list 
of students and randomly assign them to one of two 
groups (as above). Random selection of the groups should 
minimise differences created by the physical differences/
abilities between individuals. Group 1 will jump with a 
target, Group 2 will jump without a target and the jumps 
of the two groups will be compared. Have Group 1 jump 
from a marked spot against a wall and reach up as high as 
possible. Measure the height their fingertips reach. Place a 
target at a height well above the highest height reached by 
the first group. Have the second group jump from the same 
marked spot and measure the height reached on the wall.

Analysis (page 9)
Discussions will vary – examples are shown.

1. Comments may vary

a. The distribution of the weights of kiwis appears unimodal 
with a peak around 2.25 kg, and skewed to the right (which 
suggests the mean weight of kiwis is higher than the 
median weight of kiwis). The heaviest kiwi has a weight of 
approximately 4.2 kg, while the lightest kiwi has a weight 
around 1.5 kg – this large difference in weights could reflect 
the difference between the weights of immature (young) and 
mature kiwis. 

b. The distribution of the heights of kiwis has a mode around 
37 cm and has two clusters: a larger group with heights 
between 35 cm and 43 cm, clustered around 38 cm, and a 
smaller group with heights from 43 cm to 52 cm, clustered 
around 46 cm (with a gap around 43 cm). These clusters may 
reflect differences in heights between male and female kiwis 
of one species, or the difference in heights between kiwis of 
two different species. The tallest kiwi is around 52 cm, with 
the smallest around 35 cm.

c. The distribution of student foot lengths appears unimodal, 
skewed to the right (as a result of a few very long foot 
lengths) with a result that the mean foot length is longer than 
the median foot length. The longest foot length is around 
105 cm. This would suggest an error in measurement – 
realistically, foot lengths greater than 40 cm are unlikely to 
be correct (the longest recorded foot length is 47 cm). The 
shortest foot length of around 8 cm may also be an error 
in measurement (or that of a young child). Without these 
measurements, the distribution would be quite symmetrical 
with the majority of students having foot lengths between 20 
and 30 cm. 

d. The distribution of students’ heights appears bimodal – with a 
peak around 160 cm and a second peak around 190 cm – this 
may have resulted from height differences between male and 
female students. There are some obviously incorrect heights – 
two students gave heights of over 400 cm, which is impossible. 
Similarly four students gave heights around 0 cm. Without these 
measurements, the distribution would be somewhat skewed to 
the left, due to the small cluster of heights just under 100 cm – 
if these heights are in fact correct, this may represent a group of 
very young students within the dataset. 
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e. The distribution of scores in the memory game appears 
quite symmetrical – so the median and mean would have 
around the same value. There is a small cluster of participants 
who scored 0, with one participant scoring close to 90. No 
participants scored between 15 and 25, with most participants 
scoring between 30 and 60 points. The distribution appears 
somewhat normal – with a central peak around the median 
and tapering off to each side of the median (aside from a 
spike at 50 points). 

f. The distribution of the number of texts sent the previous day is 
unimodal with a peak at zero texts. The distribution is skewed 
to the right with the mean being higher than the median as 
a result of the few students who sent very large numbers of 
texts, including two who sent over 2 000 texts. These extreme 
numbers of texts should be checked (while very high, these 
numbers would be possible and so may not be errors in the 
dataset). 

2. a.  It would not be possible to randomly assign the people to the 
fisherman/non-fisherman groups. It would also not be possible 
to manipulate any variable (i.e. the introduction of mercury 
through fish consumption).

b. The range of mercury levels in fishermen is considerably 
higher than that for non-fishermen, hence mercury levels 
for non-fishermen are more consistent. The distribution for 
mercury levels for fishermen is skewed to the right, mainly 
due to two fishermen with mercury levels above 15 µg/L. 
This results in the mercury level for fishermen having a 
mean somewhat higher than the median (mean of 4.18 µg/L 
compared with median of 3.73 µg/L). The distribution of 
mercury levels for non-fishermen is more symmetrical and 
only slightly skewed to the right, with the mean of 2.617 µg/L 
only slightly higher than the median of 2.478 µg/L. The lowest 
levels of mercury are observed in fishermen (0.025 µg/L 
compared with 0.745 µg/L for non-fishermen).

 Both boxes (representing the middle 50% of mercury levels) 
have similar widths, but the box of mercury levels is shifted 
further up the scale for fishermen compared with non-
fishermen. 

 The median mercury level for fishermen is slightly higher than 
the upper quartile mercury level for non-fishermen – this 
suggests 50% of fishermen have mercury levels higher than 
the mercury levels of 75% of non-fishermen. The difference 
between median mercury levels for fishermen and non-
fishermen is 1.254 µg/L.

 The median mercury level for non-fishermen lies within the 
fishermen’s box so it cannot be concluded that the median 
mercury levels for fishermen and non-fishermen are different 
back in the populations.

3. a.  Participants are not randomly assigned to groups – they are 
already either skeptics or believers.

b. The distribution of ESP scores for skeptics is symmetrical and 
has a bell-shaped curve similar to that of a normal distribution, 
with both the mean and median ESP score being 10. The 
distribution of ESP scores for believers appears bimodal – with 
peaks at the lower and upper quartiles. ESP scores for believers 
have a higher range (13 compared with 9 for skeptics) and so 
are less consistent.

 The median ESP score for believers and skeptics has the same 
value of 10 points. The highest ESP score was seen in a believer 
(18) compared with a high of 15 for skeptics. The boxes of the 
middle 50% of ESP scores for both skeptics and believers are 
both symmetrical with the same interquartile range. 

4. a.  This would be an experiment provided the rats are randomly 
assigned to one of the two groups. An intervention is 
introduced and controlled by the experimenter. 

b. The median cerebral blood volume for rats whose whiskers 
were stimulated is significantly higher (3.284 mm3) than the 
median cerebral blood volume for rats whose whiskers were 
not stimulated (1.842 mm3) as both medians lie outside the 
other group’s box.

 The interquartile range for the rats whose whiskers were 
stimulated (1.198 mm3) is greater than that for rats whose 
whiskers were not stimulated (0.587 mm3) which suggests 
that the cerebral blood volumes are less consistent for rats 
whose whiskers were stimulated.

 The middle 50% of cerebral blood volumes for rats with 
whiskers stimulated is shifted to the right of the middle 
50% of cerebral blood volumes for rats without whisker 
stimulation – more than 75% of rats with whiskers stimulated 
had cerebral blood volumes greater than the cerebral blood 
volumes of 75% of rats without whiskers stimulated. 

5. Answers will vary

a. May need to consider cloud altitude, cloud type, wind 
conditions, temperature. 

b. The median rainfall for seeded clouds is 3.85 mm compared 
with 3.565 mm for non-seeded clouds, a difference of 
0.285 mm. The quantity of rainfall has an interquartile range 
of 6.16 mm for seeded clouds compared with 4.293 mm for 
unseeded clouds, which suggests that the middle 50% of 
rainfall quantities are less consistent for seeded clouds than 
for unseeded clouds.

 Both distributions are skewed to the right (with more skew in 
the unseeded group caused by one particularly high rainfall 
of 19.3 mm) so the mean rainfall is higher than the median 
rainfall for both groups. The highest rainfall (19.3 mm) was 
observed for an unseeded cloud, while the minimum rainfall 
(0.24 mm) was observed for a seeded cloud.

 Both medians lie within the other group’s box, so there is no 
evidence to support the claim that the median rainfall levels 
are different back in the populations.

6. a.  Participants are randomly assigned to one of the two groups 
and there is an intervention – in the form of using Regrow (or 
a placebo).

b. The median percentage hair increase for those using Regrow 
(7.3%) is higher than the median percentage hair increase 
with the placebo (0.85%).

 Percentage hair increase had an interquartile range of 4.75% 
for Regrow compared with 3.975% for the placebo, which 
suggests that percentage hair increases for Regrow are slightly 
less consistent.

 The largest percentage hair increase (18.3%) was achieved 
using Regrow compared with a maximum percentage hair 
increase of 4.8% with the placebo. The lowest percentage hair 
increase was with the placebo (–11.3% , i.e. a decrease of 
11.3%) compared with –4% (a decrease of 4%) with Regrow.

 The upper quartile of percentage hair increase for the placebo 
(2.85%) is lower than the lower quartile for Regrow (4%) 
which means that more than 75% of participants using 
Regrow had a percentage hair increase greater than the 
percentage hair increase for 75% of those using the placebo.

 Both medians lie outside the other group’s box, so there is 
evidence to support the claim that the median percentage hair 
increases are different back in the populations.
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