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Introduction

Return-oriented programming (ROP) is a well-known technique 
whereby an attacker can utilize a buffer overrun (usually on the 
stack) in order to cause small code fragments within the vul-
nerable program (called gadgets) to execute in such a sequence 
(called a ROP chain) as to cause the attacker to gain control of the 
vulnerable host system (usually via launching a shell with elevated 
privileges). I won’t go into further detail about ROP, but if you want 
more of a primer, I recommend the Wikipedia page for a really 
good overview with useful references.

This discussion is centered around NGINX 1.4.0, which has a 
known buffer overrun vulnerability, one that has at this point been 
fixed.

In a traditional static ROP attack, hackers would learn the exact 
version and build of NGINX that a vulnerable target runs. They 
would then try to create a copy of the target’s system on their own 
computers (or VMs) and try to hack it locally.  Since everything 
is open source, hackers could inspect source code to help them 
learn that they needed to overwrite the stack by, say, 4,120 bytes in 
order to control the return address. They could disassemble their 
local NGINX binaries to discover the addresses of all the gadgets 
necessary to control registers (to pass arguments to functions).  
They could also look at the PLT in the disassembly to find out the 
locations of the libc functions that they needed to call to perform 
the exploit.

In such a static attack, any hacker could spend as much time as 
needed to tweak an attack based on trial and error until everything 
worked, and it was possible to hack into the copy of XYZ Corp’s 
system.  Then all the hacker would need to do is pass the exact 
same buffer overflow containing the ROP attack into the real, 
vulnerable target system. Since everything would be the same in 
the target system as in the hacker’s copy, the attack would work 
and the hacker would be able to gain unauthorized access to the 
system.

These days, however, simple static attacks like this will fail 
because modern systems have several safeguards in place that 
will thwart them. These safeguards all fall under the category of 
Moving Target Defense (MTD), which makes it much harder for a 
hacker to predict the characteristics of a vulnerable system.

Address Space Layout Randomization (ASLR): When NGINX is 
loaded, all its code sections are mapped to random virtual mem-
ber locations. These locations change every time the program is 
launched. This means that the nice gadget our hacker found at 
address 0x430309 might be at 0x7ffffff2c86b7 in the victim’s pro-
cess. However, ASLR can be easily defeated if the vulnerable code 
leaks a code pointer to the hacker. A single code address leaked is 
enough to tell the hacker where the code resides. All that is need-
ed is to adjust the offset of the hacker’s known gadget locations by 

the difference between the leaked ASLR pointer and the hacker’s 
pointers.

Stack Canary: A canary is a random 64-bit number placed at the 
top of the function’s stack frame, between all local variables 
and the function return address. If a buffer overrun occurs, the 
overrun will also clobber the stack canary. When the function with 
the buffer overrun returns, it will check to see if the stack canary 
contains a different value. If it does, it assumes the stack has been 
overwritten, and the program is terminated immediately. A stack 
canary is not easily defeated by a static attack unless additional 
vulnerabilities exist in the victim’s system (e.g. a format string 
attack) that can leak the canary value.

Polymorphing for Linux™: This technology from Polyverse® can 
produce a scrambled version of Linux and packages (including 
NGINX). In a Polyverse “polymorphed” build of Linux, small modi-
fications are made during the code-generation phase such that the 
code for each function is slightly different from build to build. This 
makes gadget locations impossible to predict, even if ASLR has 
been defeated, because the locations of these gadgets shift unpre-
dictably. Polymorphic code is difficult to defeat in a static attack. 
Even if somehow an attacker knew the locations of the gadgets on 
one host, those locations would be different on all the other hosts, 
limiting the blast radius of a successful attack.

In effect, these safeguards mean that the hacker’s system is no 
longer an exact copy of a targeted system. Attacks must account 
for a lot more variability.

Blind ROP

To overcome the MTD of modern systems, a new form of ROP 
was developed called Blind ROP, which was first described in the 
Stanford paper Hacking Blind, by Andrea Bittau, Adam Belay, Ali 
Mashtizadeh, David Mazieres, and Dan Boneh. Much of the rest 
of this article derives from this paper as well as their optimized 
NGINX BROP exploit Ruby attack.

Blind ROP, or BROP as I’ll call it from here on out, is a ROP-
based attack wherein the attacker knows almost nothing about 
the vulnerable target. A BROP attack is a trial-and-error attack 
where the attacker learns a little bit more about the vulnerable 
target after each failure, eventually learning enough to transition 
into a standard static ROP attack and gain control of the vulnera-
ble hosts. Not every vulnerable program is susceptible to a BROP 
attack. In particular, the following are required:

• Knowledge that a buffer overrun exists.

• A vulnerable target that restarts itself automatically after a 
crash.

• The ability to detect when the vulnerable target crashes.
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• MTD such as stack canaries and ASLR that do not change 
after a crash.

The last bullet is true for most Linux systems and servers such as 
NGINX that fork a new copy after a crash. Unfortunately, the Linux 
fork() function does not re-randomize stack canaries or ALSR, 
which means that when a hacker learns a piece of a stack canary 
or function code address, that information is still valid when he 
performs subsequent attacks.

The trial-and-error attack proceeds in seven identifiable phases:

Phase 1:  Discover the Overflow Length

This phase is relatively straightforward. Attackers simply start 
sending packets of increasing length until they detect that the vic-
tim has crashed. Knowing the source code is not necessary, but it 
can help. For example, by examining the source code, hackers can 
determine the length of the vulnerable buffer. If this buffer is 4,096 
bytes long, they can start probing using packets of length 4,096+8, 
4,096+16, 4,096+24, etc.

Once a crash is detected, we have learned two things:

1. The length of the payload required to cause a buffer overrun.

2. The offset of the canary, which leads us to the next phase.

Phase 2:  Discover the Canary

When a buffer overrun occurs, the first line of defense is the stack 
canary. The stack canary is placed by the compiler at a stack posi-
tion that lies between the function’s local variables and the return 
address of the caller. Its value is checked at the end of the function 
to ensure it hasn’t changed, and if it has, the program terminates.  

We can assume with pretty high confidence that if an attack pay-
load of length N does not cause a crash, but a payload of length 
N+8 does cause a crash, then we have just clobbered the stack 
canary. (In practice, it might be the case that clobbering another 
local variable between our buffer and the stack canary might also 
cause a crash, but that is not the case for NGINX. This is also a sit-
uation where having the source code can help attackers customize 
an attack.)

Buffer + Local Variables Canary

AAAAAAAAAAAAAAAAAAA... A A A A A A A A

Now that we know that a payload that is N+8 bytes long will com-
pletely clobber the stack canary (see above diagram), we will begin 

the process of stack reading to discover the value of the canary.  
We will do this by overflowing the buffer by a single byte, leaving 
the subsequent 7 bytes of the canary (denoted t, u, v, w, x, y, z 
below) untouched. The first byte value we’ll guess is 0:

Buffer + Local Variables Canary

AAAAAAAAAAAAAAAAAAA... 00 t u v w x y z

Here we have an overflow of length N+1 and an initial guess of 0 
for the byte value. If this guess were wrong, the program would 
crash because we would have changed the canary to an incor-
rect value. In fact, this initial guess will be correct because stack 
canaries always contain 0 in the first byte.  (This is by design and 
helps stop strcpy() attacks because ‘\0’ is a C string’s null termi-
nator.)

Now that we have the first byte of the canary, we repeat the same 
exercise, only with an overflow payload that is N+2 bytes long, 
again starting with an initial guess of 0:

Buffer + Local Variables Canary

AAAAAAAAAAAAAAAAAAA... 00 00 u v w x y z

This is likely to be incorrect, so we’ll try again with the next guess 
of 1:

Buffer + Local Variables Canary

AAAAAAAAAAAAAAAAAAA... 00 01 u v w x y z

We just keep doing this with values of 2, 3, 4 and so on, up to 0xFF, 
until we overwrite with a value that does not crash, say 0xF5:

Buffer + Local Variables Canary

AAAAAAAAAAAAAAAAAAA... 00 F5 u v w x y z

We continue exactly like this for the remaining bytes of the stack 
canary. 

Buffer + Local Variables Canary

AAAAAAAAAAAAAAAAAAA... 00 F5 0F 99 A0 41 12 44

Eventually we will guess the stack canary, in this case 
0x441241a0990ff500.

On average, each byte can be correctly guessed in 128 guesses.  
Since the first byte is always zero, we only must guess 7 bytes, 
thus the canary can be guessed in 128 * 7 guesses, or about 900 
guesses.

This technique can be used to guess other values on the stack 
as well. As I alluded to above, it’s possible we might crash before 

WHITE PAPER POLYMORPHING
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executing our ROP chain because we clobbered a critical local 
variable. Stack reading can allow us to guess these values, so we 
overwrite them with “good” values to prevent premature crash-
es. And, as I touch on later, we can also use it to read the return 
address from the stack and thus defeat ASLR.

Phase 3: Discover the PLT, Stop Gadget  
and Return Address location

A lot goes on in this phase, as it simultaneously discovers three 
critical pieces of information needed to conduct an attack:

1. The location of the Procedure Linkage Table (PLT)

2. The stop gadget

3. The offset to the return address

Procedure Linkage Table 
The Procedure Linkage Table (PLT) is the Linux mechanism that 
lazily binds functions from shared libraries to addresses in the 
running program’s address space. I won’t give a detailed descrip-
tion of how the PLT works, but a very good explanation can be 
found here.

The PLT is a very important target for several reasons:

• It contains the code fragments that allow us to invoke key 
functions from the C shared library, libc.  (The functions 
required are strcmp(), dup2(), write(), read(), usleep(), and 
execve().)

• It is relatively easy to locate near the beginning of an ELF 
executable’s .text section.

• It can be used to create a stop gadget.

• It can be used to find the location of the return address.

Let’s first focus on some key elements of the PLT. Here’s an exam-
ple of the first six entries of NGINX’s PLT:

Note several identifying features of a PLT entry:

• Each entry starts on a 16-byte boundary

• Each entry is exactly 16 bytes long

• Most PLT entries won’t crash if you call them. This is because 
most PLT entries for libc are system calls and just return 
errors without ever crashing.

• There are two ways to “call” a PLT entry (see here for why this 
is so): 

• Call the first instruction of the PLT entry (offset 0) 

• Call the second instruction of the PLT entry (offset 6)

Thus we can identify with high probability that we have found the 
PLT if we can find a few entries that start on a 16-byte boundary, 
don’t crash when we invoke the first instruction (offset 0), and 
don’t crash when we invoke the second instruction (offset 6). We 
can simply start at the base of the ELF binary (0x400000) and walk 
16 bytes at a time, placing that address into our overflow attack 
until we find an address that passes this test.

Note: As of Linux kernel 5.3 (at least), the PLT layout has changed, 
so a lot of these identifying assumptions may be incorrect in newer 
kernels.

However, we are still missing two important ingredients:

1. We still don’t know the exact overflow offset that lets us con-
trol the return address.

2. We don’t have a stop gadget.

We can work around the first one by overwriting the stack with 
multiple copies of the PLT address we are testing. If we make 
enough copies, one of them will overwrite the return-address slot. 
We still don’t know the exact location of the return-address slot, 
but we’ll get to that shortly.

It turns out that the same technique can help us create a stop 
gadget.

Stop Gadget 
Even if we place the correct PLT base address (in the above exam-
ple, it’s 0x405240) into the return-address slot, the program will 
still crash. That’s because after our PLT address is executed, it 
will try to return to its caller, which it will assume is the next ad-
dress on the stack. However, the next address on the stack is very 
likely not a code address; it’s probably some data that will cause a 

https://bitguard.wordpress.com/2016/11/26/an-example-of-how-procedure-linkage-table-works/
https://bitguard.wordpress.com/2016/11/26/an-example-of-how-procedure-linkage-table-works/
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crash when we try to execute it.

We need to construct a stop gadget in order to prevent a crash. 
Normally a stop gadget is any address that causes the program to 
hang or go into an infinite loop; this lets us differentiate an attack 
that crashes from an attack that doesn’t. The problem with a hang 
or infinite loop is that it imposes an additional requirement on 
the vulnerable NGINX: it must have more than one child process 
because, if we hang one, we need the next one to respond to our 
next attack. Our attack can be thwarted if we end up hanging all 
the child processes such that there are no more NGINX processes 
available to service our requests.

Here’s a case where knowing the source code and a little bit about 
NGINX can help us construct a stop gadget that not only doesn’t 
crash the program but also leaves it in a state where it is ready 
to service another request. We know that NGINX is a server, and 
therefore follows a typical server pattern: it has a request loop 
near the bottom of the call stack that waits for a request, handles 
the request, and then loops back and waits for another request.  
The pattern looks something like this (the names here aren’t the 
same as in the actual NGINX):

      void request_loop()
{
    …
    while (true)
    {
        request = wait_for_request();
        handle_request(request);
    }
}

We can thus construct a stop gadget by filling the stack with an 
address that doesn’t crash (i.e., the base of the PLT) to a depth 
that causes a successful execution of our PLT function to pop back 
to the next entry in the stack, which is also our PLT function, and 
so on, until we pop back to the request_loop function. Once we’ve 
popped back to that function without crashing, the server is now 
ready to handle our next request.

We can make an educated guess as to how deep we need to flood 
the stack and then search deeper until we discover the exact 
depth. Note that the compile options used can have a dramatic 
effect on how deep we need to flood the stack. With full optimiza-
tions, inlining, and stack frame elimination, the depth is around 
25. With inlining turned off and stack frames forced on, the depth 
is around 40.

Our search for the base of the PLT has thus become a dou-
bly-nested loop:

• For each address from 0x400000 up to 0x10000 bytes beyond:

• For each depth from an initial guess of 18 up to 50:

• Flood the stack with depth copies of address

• If it doesn’t crash, we found the base of the PLT and 
the depth we must flood the stack to form the stop 
gadget.

Finding the Return Address Slot 
The only step remaining is to find the exact offset to the return 
address. Up to this point, our attack payload looks something like 
this:

N +1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 +12 +D

Buffer + Locals Canary PLT PLT PLT PLT PLT PLT PLT PLT PLT PLT PLT ... PLT

We know the offset to the canary, which is N+1. However, the stack 
entries after the canary might contain an unknown number of 
saved registers and possibly a frame pointer. We need to know 
where the actual function return value is stored. We can do that by 
replacing the first entry past the canary with a value that, if exe-
cuted, will cause a crash. Let’s call this value N, and we can use an 
actual value, such as 0x4141414141414141, which is very likely to 
crash the server, but only if it actually gets executed.

N +1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 +12 +D

Buffer + Locals Canary N PLT PLT PLT PLT PLT PLT PLT PLT PLT PLT ... PLT

Let’s assume that N+2 did not cause a crash. Do the same thing at 
offset N+3:

N +1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 +12 +D

Buffer + Locals Canary N N PLT PLT PLT PLT PLT PLT PLT PLT PLT ... PLT

If that doesn’t crash, try N+4:

N +1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 +12 +D

Buffer + Locals Canary N N N PLT PLT PLT PLT PLT PLT PLT PLT ... PLT

We do this until we find an offset where the program crashes, say 
at offset N+5:

N +1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 +12 +D

Buffer + Locals Canary N N N N PLT PLT PLT PLT PLT PLT PLT ... PLT

When we discover that we’ve crashed the program by putting the 
N value into offset N+5, this means we tried to execute that value. 
This means that offset N+5 is the return-address slot.

We have now discovered the base of the PLT, the stop gadget, and 
the return-address slot. We now have enough information to con-
struct ROP chains that don’t crash the server by placing our ROP 
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chain starting at the return-address slot, flooding the rest of the 
stack with our stop gadget:

N +1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 +12 +D

Buffer + Locals Canary N N N ROP ROP ROP ROP ROP PLT PLT PLT ... PLT

It is also sometimes useful to construct ROP chains that do crash 
the server, simply by replacing the stop gadget with a value known 
to crash the program:

N +1 +2 +3 +4 +5 +6 +7 +8 +9 +10

Buffer + Locals Canary N N N ROP ROP ROP ROP ROP N

Phase 4: Finding Gadgets

We’ve come pretty far, but our goal is to be able to invoke functions 
inside the vulnerable program. To do this, we need gadgets that 
allow us to pop values from the stack into registers. We need to be 

able to call functions with up to three arguments. In the Intel x64 
calling convention, the first argument is passed in RDI, the second 
in RSI, and the third in RDX.

The BROP Gadget 

It would be useful but unlikely to find a gadget like:

This is ultimately rare because RDI (and RSI, and RDX) are volatile 
registers: a function that uses them is not obligated to save and 
restore them to whatever values they may have had in the calling 
function. However, a register such as R15 is a non-volatile register, 
so the following is very common:

How does this help us? We simply note that the only difference 
between these two fragments is that the instruction “pop %rdi” is 
represented by “5f”, and “pop %r15” is represented by “41 5f”. All 

we have to do is jump into the middle of the instruction (at address 
0x407186) and it transforms into the gadget we want: “pop %rdi; 
retq.”

Fortunately for hackers, compilers make it all too easy to find a 
special gadget that is both easy to identify and lets us control both 
RDI and RSI. It is called the BROP gadget, and it looks like this:

The BROP gadget occurs in any function that requires use of all 

the non-volatile registers.

This is very easy to identify because it pops 6 items from the stack. 
We have already seen that we can turn the last pop “pop %r15” 
into “pop %rdi” just by jumping into the middle of the instruction 
(0x407686). We can do a similar trick with “pop %r14.” By jumping 
into the middle of that instruction (0x407684), it becomes:

Thus, with a single gadget we can control RDI and RSI, the first 

two arguments to any function. Note that for the second argument, 
we need to place an extra dummy argument into the ROP chain to 
account for the extra pop that comes from the trailing ”pop %r15.”

Stack-Frame BROP Gadget  
If a program is compiled with stack frames forced on, the BROP 
gadget won’t have the exact form above; it will instead look like 
this:

Note that the last item popped is RBP. This gadget is still useful, 
and we can still control RDI and RSI in the same way as above (by 
jumping into the middle of “pop %r15” and “pop %r14” respective-
ly. However, it does change the way we set up our ROP chain. We 
simply have to account for the trailing “pop %rbp” by placing an 
extra dummy argument into our ROP chain (one extra for the first 
argument, two extra for the second).

Abusing strcmp() 
To pass three arguments we need to control the RDX register. 
This register is required especially to call the read() and write() 
functions, where the third argument is the length. Unfortunately, a 
“pop %rdx; ret” gadget is virtually nonexistent.

If we’re not too picky, we can try to find a function inside the PLT 
that leaves RDX with a non-zero value. It turns out that such a 
function exists and is called strcmp(). To find strcmp(), we simply 
look at each successive entry in the PLT until we find one that 
passes the following test:

      strcmp(goodAddr, goodAddr);  // no crash
strcmp(goodAddr, badAddr);   // crash
strcmp(badAddr, goodAddr);   // crash
strcmp(badAddr, badAddr);    // crash
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We can choose just about any bad address we want for “badAd-
dr,” such as 0x5. A useful ”goodAddr” is found right at the start of 
the ELF file, 0x400000, which conveniently contains the string “\
x7fELF.”

Note that strcmp() might not actually exist in the PLT if it was 
replaced by a compiler intrinsic. However, it is highly likely that 
strncmp() exists, and it passes the above test anyway, even though 
we’re calling it with a random RDX argument.

It is important to remember throughout the rest of this discussion 
that controlling strcmp() doesn’t allow us to set exact values into 
RDX; all it does is allow us to set RDX to non-zero values. In fact, it 
is possible to mount a successful BROP attack without any gadget 
to control RDX, since RDX is highly likely to contain a non-zero 
value.

Phase 5:  Finding Write()

We’ll need to locate the write() function within the PLT since we’ll 
use it in all of the subsequent phases. We also need to know what 
file descriptor our vulnerable NGINX is using so that we can write 
back to ourselves using the port we’re listening on.

We find write by using a similar brute-force search of each PLT 
entry. We will attempt to invoke each sequential PLT entry with the 
following ROP call:

write_addr_guess(fd-guess, 0x400000, len);

We’ll know that we’ve found the correct PLT entry and file descrip-
tor when our attack program can successfully read back the string 
“\x7fELF”, which as noted above is what is contained at address 
0x400000.

Our search looks like this:

• For each PLT entry

• For each fd guess from 3 to 50 (hint: it’s actually 3)

• Invoke ROP chain for “write_addr_guess(fd, 
0x400000, len)”

• If we receive the the string “\x7fELF,” we found the 
PLT entry for write as well as the file descriptor in 
use.

PLT Landmines 
An important caution about brute-force searching the PLT: the PLT 
might contain one or more functions that could thwart our attack. 
For example, in the vulnerable NGINX attack, the “write()” function 
is found at entry 271. If entry 270 or below contained the function 
“sigsuspend(),” our search would try to execute it, leaving the vic-
tim’s process suspended with nothing to service our requests.

This is a legitimate defense against BROP, but one that is easy to 
work around. The attacker can figure out where the “landmine” 
entries are and simply skip over them.

Phase 6:  Dump the Binary

We are now nearly finished with the blind portion of the attack. We 
can call the write() function and can thus dump the entire binary 
across the connection. Once we have the binary, we can inspect 
the ELF file and find the rest of the missing elements, no blind 
searching required:

• Other functions inside the PLT:

• dup2()

• read()

• usleep()

• execve()

• Optional:  ftruncate64() if we want to clear out logs to 
cover our tracks.

• Writable locations.  

This portion of the attack is exactly like a non-blind ROP attack, so 
I won’t go further into detail here. All the attacker needs to know 
is how to interpret the ELF symbol table.

One Last Blind Piece. There is one last blind piece of the attack. Our 
goal is to send the string “/bin/sh\0,” and get the victim’s process 
to read() it into a writable location, since that’s what we want to 
pass to “execve()” to allow us to get a remote shell.

Recall that we are (ab)using strcmp() in order to make sure RDX 
gets set to a non-zero value. However, we don’t control the exact 
value that RDX receives. This has been sufficient for the portion 
of the attack so far, since all we care about is that RDX is not zero.  
However, now we need to ensure that RDX gets set to at least 8—
the number of characters in “/bin/sh\0.”

This is straightforward given the techniques we’ve used. We simply 
try to invoke strcmp() with different addresses until we find an 
address that yields a response of at least 8 bytes.

• For each address, starting at an arbitrary location in the 
executable

• Invoke “write(fd, addr, len)

• If we can receive back at least 8 characters, we found a 
good address to pass to strcmp()
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Phase 7:  Final Attack

After making about 4000 trial-and-error (blind) requests to the 
vulnerable server, we can now do the final attack. The following 
program is written to the ROP chain:

// Take over the victim’s stdin, stdout, stderr
dup2(fd, 0);
dup2(fd, 1);
dup2(fd, 2);
// Write back the current contents of the writ-
able location
write(fd, writable, len);
// Sleep for 2 seconds to give us time to trans-
mit “/bin/sh\0”
usleep(2 * 1000 * 1000);
// Read our transmitted string into the writable 
location
read(fd, writable, len);
// Write it back to us so we can verify it hap-
pened.
write(fd, writable, len);
// Exec /bin/sh
execve(writable, 0x400000, 0x400000);

Note that we simply pass the ELF starting address as the argv and 
envp arguments to execve. It seems to be forgiving of this.

Our attacking program does the following:

• Sends the above ROP request

• Receives back the original value of the “writable” location

• Sends the “/bin/sh\0” string

• Receives back the new value of the “writable” location to 
validate

• Enters a loop that transmits our stdin to the hacked system 
and sends the responses back to our stdout and stderr.

We now have control over the stdin, stdout, and stderr of the vic-
tim’s system, and these are attached to an instance of /bin/sh run-
ning on the victim’s system.  We can now issue any shell command 
we want and have successfully PWNND the vulnerable system.

Conclusion

We were able to successfully attack a vulnerable NGINX server 
using Blind ROP in approximately 4,000 requests.  Assuming each 
request takes two seconds, a conservative estimate with today’s 

network speeds, this would take just over two hours to complete. 
It is possible that the server administrator could detect the attack 
while it is in progress, because there would be a huge correspond-
ing increase in server faults.  Ironically, an attacker might seek 
to evade such detection by slowing down the attack so that the 
crashes are spread out over a longer time period.

For More Information

Contact us at:

info@polyverse.com

sales@polyverse.com 

sales-emea@polyverse.com

sales-apac@polyverse.com

Or visit our website:

 https://polyverse.com

http://info@polyverse.com
mailto:sales@polyverse.com 
mailto:sales-emea@polyverse.com
mailto:sales-apac@polyverse.com
https://polyverse.com
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