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The Time Value of M oney

Exam Focus

This optional reading provides a tutorial for time value of money (TVM) calculations. 
Understanding how to use your financial calculator to make these calculations will be very 
beneficial as you proceed through the curriculum. In particular, for the fixed income material 
in Book 4, FRM candidates should be able to perform present value calculations using TVM 
functions. We have included Concept Checkers at the end of this reading for additional 
practice with these concepts.

Time Value of M oney C oncepts and A pplications

The concept of compound interest or interest on interest is deeply embedded in time value 
of money (TVM) procedures. When an investment is subjected to compound interest, the 
growth in the value of the investment from period to period reflects not only the interest 
earned on the original principal amount but also on the interest earned on the previous 
period’s interest earnings—the interest on interest.

TVM applications frequendy call for determining the future value (FV) of an investment’s 
cash flows as a result of the effects of compound interest. Computing FV involves projecting 
the cash flows forward, on the basis of an appropriate compound interest rate, to the end 
of the investment’s life. The computation of the present value (PV) works in the opposite 
direction—it brings the cash flows from an investment back to the beginning of the 
investment’s life based on an appropriate compound rate of return.

Being able to measure the PV and/or FV of an investment’s cash flows becomes useful when 
comparing investment alternatives because the value of the investment’s cash flows must be 
measured at some common point in time, typically at the end of the investment horizon 
(FV) or at the beginning of the investment horizon (PV).

Using a Financial Calculator

It is very important that you be able to use a financial calculator when working TVM 
problems because the FRM exam is constructed under the assumption that candidates have 
the ability to do so. There is simply no other way that you will have time to solve TVM 
problems. GARP allows only fo u r  types o f  calculators to be u sed for the exam—the TIBAII 
Plus® (including the BAII Plus Professional), the HP 12C® (including the HP 12C Platinum), 
the HP lObll®, and the HP 20b®. This reading is written prim arily w ith the TI BAII Plus in 
mind. If you don’t already own a calculator, go out and buy a TI BAII Plus! However, if you 
already own one of the HP models listed and are comfortable with it, by all means continue 
to use it.
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The Time Value of Money

The TI BAII Plus comes preloaded from the factory with the periods per year function 
(P/Y) set to 12. This automatically converts the annual interest rate (I/Y) into monthly 
rates. While appropriate for many loan-type problems, this feature is not suitable for the 
vast majority of the TVM applications we will be studying. So prior to using our Study 
Notes, please set your P/Y key to “1” using the following sequence of keystrokes:

[2nd] [P/Y] “1” [ENTER] [2nd] [QUIT]

As long as you do not change the P/Y setting, it will remain set at one period per year 
until the battery from your calculator is removed (it does not change when you turn the 
calculator on and off). If you want to check this setting at any time, press [2nd] [P/Y].
The display should read P/Y = 1.0. If it does, press [2nd] [QUIT] to get out of the 
“programming” mode. If it doesn’t, repeat the procedure previously described to set the 
P/Y key. With P/Y set to equal 1, it is now possible to think of I/Y as the interest rate 
per compounding period and N as the number of compounding periods under analysis. 
Thinking of these keys in this way should help you keep things straight as we work through 
TVM problems.

Before we begin working with financial calculators, you should familiarize yourself with 
your TI by locating the TVM keys noted below. These are the only keys you need to know 
to work virtually all TVM problems.

• N Number of compounding periods.
• I/Y = Interest rate per compounding period.
• PV = Present value.
• FV = Future value.
• PMT = Annuity payments, or constant periodic cash flow.
• CPT = Compute.

Time Lines

It is often a good idea to draw a time line before you start to solve a TVM problem. A time 
line is simply a diagram of the cash flows associated with a TVM problem. A cash flow 
that occurs in the present (today) is put at time zero. Cash outflows (payments) are given 
a negative sign, and cash inflows (receipts) are given a positive sign. Once the cash flows 
are assigned to a time line, they may be moved to the beginning of the investment period 
to calculate the PV through a process called discounting or to the end of the period to 
calculate the FV using a process called compounding.

Figure 1 illustrates a time line for an investment that costs $ 1,000 today (outflow) and will 
return a stream of cash payments (inflows) of $300 per year at the end of each of the next 
five years.

Figure 1: Time Line
0 1 2 3 4 5

-  1,000 + 300 + 300 + 300 + 300 + 300
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The Time Value of Money

Please recognize that the cash flows occur at the end of the period depicted on the time 
line. Furthermore, note that the end of one period is the same as the beginning of the next 
period. For example, the end of the second year (t = 2) is the same as the beginning of the 
third year, so a cash flow at the beginning of year 3 appears at time t = 2 on the time line. 
Keeping this convention in mind will help you keep things straight when you are setting up 
TVM problems.

P rofessor’s Note: T hroughout th e p rob lem s in this read in g , round in g d ifferen ces 
may o ccu r b etw een  th e use o f  d iffe r en t ca lcu la tors or techn iqu es p r esen ted  in 
this docum ent. So d on ’t  p a n ic  i f  y o u  are a f e w  cen ts o f f  in  y o u r  ca lcu la tions.

Interest rates are our measure of the time value of money, although risk differences in 
financial securities lead to differences in their equilibrium interest rates. Equilibrium 
interest rates are the required rate of return for a particular investment, in the sense that the 
market rate of return is the return that investors and savers require to get them to willingly 
lend their funds. Interest rates are also referred to as discount rates and, in fact, the terms 
are often used interchangeably. If an individual can borrow funds at an interest rate of 10%, 
then that individual should discount payments to be made in the future at that rate in order 
to get their equivalent value in current dollars or other currency. Finally, we can also view 
interest rates as the opportunity cost of current consumption. If the market rate of interest 
on one-year securities is 5%, earning an additional 5% is the opportunity forgone when 
current consumption is chosen rather than saving (postponing consumption).

The real risk-free rate of interest is a theoretical rate on a single period loan that has no 
expectation of inflation in it. When we speak of a real rate of return, we are referring to 
an investor’s increase in purchasing power (after adjusting for inflation). Since expected 
inflation in future periods is not zero, the rates we observe on U.S. Treasury bills (T-bills), 
for example, are risk-free rates but not real rates of return. T-bill rates are nom inal risk-free 
rates because they contain an inflation prem ium . The approximate relation here is:

nominal risk-free rate = real risk-free rate + expected inflation rate

Securities may have one or more types of risk, and each added risk increases the required
rate of return on the security. These types of risk are:

• Default risk. The risk that a borrower will not make the promised payments in a timely 
manner.

• Liquidity risk. The risk of receiving less than fair value for an investment if it must be 
sold for cash quickly.

• Maturity risk. As we will cover in detail in the readings on debt securities in Book 4, the 
prices of longer-term bonds are more volatile than those of shorter-term bonds. Longer 
maturity bonds have more maturity risk than shorter-term bonds and require a maturity 
risk premium.
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The Time Value of Money

Each of these risk factors is associated with a risk premium that we add to the nominal risk
free rate to adjust for greater default risk, less liquidity, and longer maturity relative to a very 
liquid, short-term, default risk-free rate such as that on T-bills. We can write:

required interest rate on a security = nominal risk-free rate 
+ default risk premium 
+ liquidity premium 
+ maturity risk premium

Present Value of a Single Sum

The PV of a single sum is today’s value of a cash flow that is to be received at some point 
in the future. In other words, it is the amount of money that must be invested today, at a 
given rate of return over a given period of time, in order to end up with a specified FV. As 
previously mentioned, the process for finding the PV of a cash flow is known as discounting 
(i.e., future cash flows are “discounted” back to the present). The interest rate used in the 
discounting process is commonly referred to as the discount rate but may also be referred 
to as the opportunity cost, required rate of return, and the cost of capital. Whatever you 
want to call it, it represents the annual compound rate of return that can be earned on an 
investment.

The relationship between PV and FV is as follows:

PV = FV X 1

(1 + I/Y)n

FV

(1 + I/Y)N

Note that for a single future cash flow, PV is always less than the FV whenever the discount 
rate is positive.

The quantity 1/(1 + I/Y)N in the PV equation is frequently referred to as the present value 
factor, present value interest factor, or discount factor for a single cash flow at I/Y over N 
compounding periods.

Example: PV of a single sum

Given a discount rate of 9%, calculate the PV of a $1,000 cash flow that will be received 
in five years.

Answer:

To solve this problem, input the relevant data and compute PV.

N = 5; I/Y = 9; FV = 1,000; CPT —» PV = -$649.93 (ignore the sign)
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The Time Value of Money

Professor’s Note: With sin gle sum  PV problem s, y o u  can e ith er  en ter  FVas a 
p o s it iv e  num ber an d  ign ore th e n ega tiv e sign on PV or en ter  FV as a n ega tive 
number.

This relatively simple problem could also be solved using the following PV equation.

PV = 1,000

(1 + 0.09)5
$649.93

OntheTI, enter 1.09 [y*] 5 [=] [1/x] [x] 1,000 [=].

The PV computed here implies that at a rate of 9%, an investor will be indifferent 
between $1,000 in five years and $649.93 today. Put another way, $649.93 is the amount 
that must be invested today at a 9% rate of return in order to generate a cash flow of 
$1,000 at the end of five years.

Annuities

An annuity is a stream of equal cash flow s  that occurs at equal intervals over a given period. 
Receiving $1,000 per year at the end of each of the next eight years is an example of an 
annuity. The ordinary annuity is the most common type of annuity. It is characterized by 
cash flows that occur at the en d  of each compounding period. This is a typical cash flow 
pattern for many investment and business finance applications.

Computing the FV or PV of an annuity with your calculator is no more difficult than it 
is for a single cash flow. You will know four of the five relevant variables and solve for the 
fifth (either PV or FV). The difference between single sum and annuity TVM problems is 
that instead of solving for the PV or FV of a single cash flow, we solve for the PV or FV of a 
stream of equal periodic cash flows, where the size of the periodic cash flow is defined by the 
payment (PMT) variable on your calculator.

Example: FV of an ordinary annuity

What is the future value of an ordinary annuity that pays $150 per year at the end of each 
of the next 15 years, given the investment is expected to earn a 7% rate of return?

Answer:

This problem can be solved by entering the relevant data and computing FV.

N = 15; I/Y = 7; PMT = -150; CPT -> FV = $3,769.35 

Implicit here is that PV = 0.

The time line for the cash flows in this problem is depicted in Figure 2.
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Figure 2: FV of an Ordinary Annuity

0 1 2 3 ... 15

----1----1----1--- N---
+ 150 +150 +150 ••• +150

l
FV15 = $3,769.35

As indicated here, the sum of the compounded values of the individual cash flows in 
this 15-year ordinary annuity is $3,769.35. Note that the annuity payments themselves 
amounted to $2,250 = 15 x $150, and the balance is the interest earned at the rate of 7% 
per year.

To find the PV of an ordinary annuity, we use the future cash flow stream, PMT, that we 
used with FV annuity problems, but we discount the cash flows back to the present 
(time = 0) rather than compounding them forward to the terminal date of the annuity.

Flere again, the PMT variable is a single periodic payment, not the total of all the payments 
(or deposits) in the annuity. The PVA( ) measures the collective PV of a stream of equal cash 
flows received at the end of each compounding period over a stated number of periods, N, 
given a specified rate of return, I/Y. The following example illustrates how to determine the 
PV of an ordinary annuity using a financial calculator.

Example: PV of an ordinary annuity

What is the PV of an annuity that pays $200 per year at the end of each of the next 
13 years given a 6% discount rate?

Answer:

To solve this problem, enter the relevant information and compute PV.

N = 13; I/Y = 6; PMT = -200; CPT - »  PV = $1,770.54

The $1,770.54 computed here represents the amount of money that an investor would 
need to invest today at a 6% rate of return to generate 13 end-of-year cash flows of $200 
each.

Present Value of a Perpetuity

A perpetuity is a financial instrument that pays a fixed amount of money at set intervals 
over an in finite period of time. In essence, a perpetuity is a perpetual annuity. British consul 
bonds and most preferred stocks are examples of perpetuities since they promise fixed 
interest or dividend payments forever. Without going into all the mathematical details, the
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The Time Value of Money

discount factor for a perpetuity is just one divided by the appropriate rate of return 
(i.e., 1/r). Given this, we can compute the PV of a perpetuity.

_  PMT
x v perpetuity T/y

The PV of a perpetuity is the fixed periodic cash flow divided by the appropriate periodic 
rate of return.

As with other TVM applications, it is possible to solve for unknown variables in the 
PVperpetuity equation. In fact, you can solve for any one of the three relevant variables, given 
the values for the other two.

Example: PV of a perpetuity

Assume the preferred stock of Kodon Corporation pays $4.50 per year in annual 
dividends and plans to follow this dividend policy forever. Given an 8% rate of return, 
what is the value of Kodon’s preferred stock?

Answer:

Given that the value of the stock is the PV of all future dividends, we have:

P V perpetuity =  Q =  $ 5 6 .2 5

Thus, if an investor requires an 8% rate of return, the investor should be willing to pay 
$56.25 for each share of Kodon’s preferred stock.

Example: Rate of return for a perpetuity

Using the Kodon preferred stock described in the preceding example, determine the rate 
of return that an investor would realize if she paid $75.00 per share for the stock.

Answer:

Rearranging the equation for PVperpemity, we get:

I/Y = PMT
PV,perpetuity

4.50
75.00

= 0.06 = 6.0%

This implies that the return (yield) on a $75 preferred stock that pays a $4.50 annual 
dividend is 6.0%.

©2015 Kaplan, Inc. Page 7



The Time Value of Money

PV and FV of Uneven Cash Flow Series

It is not uncommon to have applications in investments and corporate finance where it is 
necessary to evaluate a cash flow stream that is not equal from period to period. The time 
line in Figure 3 depicts such a cash flow stream.

Figure 3: Time Line for Uneven Cash Flows
0 1 2 3 4 5 6

-1 ,000  -500  0 4,000 3,500 $2,000

This 6-year cash flow series is not an annuity since the cash flows are different every year.
In fact, there is one year with zero cash flow and two others with negative cash flows. In 
essence, this series of uneven cash flows is nothing more than a stream of annual single sum 
cash flows. Thus, to find the PV or FV of this cash flow stream, all we need to do is sum the 
PVs or FVs of the individual cash flows.

Example: Computing the FV of an uneven cash flow series

Using a rate of return of 10%, compute the future value of the 6-year uneven cash flow 
stream described in Figure 3 at the end of the sixth year.

Answer:

The FV for the cash flow stream is determined by first computing the FV of each 
individual cash flow, then summing the FVs of the individual cash flows. Note that we 
need to preserve the signs of the cash flows.

FV,: PV =-1,000; I/Y = 10; N = 5; CPT -> FV = FV, =-1,610.51

FV2: PV = -500; I/Y = 10; N = 4; CPT - »  FV = FV, = -732.05

FV3: PV = 0; I/Y = 10; N = 3; CPT - »  FV = FV3 = 0.00

FV4: PV = 4,000; I/Y = 10; N = 2; CPT -> FV = FV4 = 4,840.00

FV5: PV = 3,500; I/Y = 10; N = 1; CPT -> FV = FV5 = 3,850.00

FV6: PV = 2,000; I/Y = 10; N = 0; CPT -> FV = FV6 = 2.000.00

FV of cash flow stream = ZFVindividual = 8,347.44
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Example: Computing PV of an uneven cash flow series

Compute the present value of this 6-year uneven cash flow stream described in Figure 3 
using a 10% rate of return.

Answer:

This problem is solved by first computing the PV of each individual cash flow, then 
summing the PVs of the individual cash flows, which yields the PV of the cash flow 
stream. Again the signs of the cash flows are preserved.

PVj: FV = -1,000; I/Y = 10; N = 1; CPT -> PV = PV1 = -909.09

PV2: FV = -500; I/Y = 10; N = 2; CPT —> PV = PV2 = -413.22

PV3: FV = 0; I/Y = 10; N = 3; CPT PV = PV3 = 0

PV4: FV = 4,000; I/Y = 10; N = 4; CPT —> PV = PV4 = 2,732.05

PV5: FV = 3,500; I/Y = 10; N = 5; CPT —> PV = PV5 = 2,173.22

PV6: FV = 2,000; I/Y = 10; N = 6; CPT —> PV = PV6 = 1.128.95

PV of cash flow stream = XPVindividual = $4,711.91

Solving TVM Problems When Compounding Periods are Other Than Annual

While the conceptual foundations of TVM calculations are not affected by the 
compounding period, more frequent compounding does have an impact on FV and PV 
computations. Specifically, since an increase in the frequency of compounding increases the 
effective rate of interest, it also increases the FV of a given cash flow and decreases the PV of a 
given cash flow.

Example: The effect of compounding frequency on FV and PV

Compute the FV and PV of a $ 1,000 single sum for an investment horizon of one year 
using a stated annual interest rate of 6.0% with a range of compounding periods.

Answer:

Figure 4: Compounding Frequency Effect

Compounding
Frequency

Interest Rate 
p e r  Period

Effective Rate 
o f  Interest

Future
Value

Present
Value

Annual (m = 1) 6.000% 6.000% $1,060.00 $943,396
Semiannual (m = 2) 3.000 6.090 1,060.90 942.596
Quarterly (m = 4) 1.500 6.136 1,061.36 942.184
Monthly (m = 12) 0.500 6.168 1,061.68 941.905
Daily (m = 365) 0.016438 6.183 1,061.83 941.769
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The Time Value of Money

There are two ways to use your financial calculator to compute PVs and FVs under different
compounding frequencies:

1. Adjust the number of periods per year (P/Y) mode on your calculator to correspond to 
the compounding frequency (e.g., for quarterly, P/Y = 4). We do not recommend this 
approach!

2. Keep the calculator in the annual compounding mode (P/Y = 1) and enter I/Y as the 
interest rate per compounding period, and 7/as the number of compounding periods in 
the investment horizon. Letting m equal the number of compounding periods per year, 
the basic formulas for the calculator input data are determined as follows:

I/Y = the annual interest rate / m 

N = the number of years x m

The computations for the FV and PV amounts in the previous example are:

PVA: FV = -1,000; I/Y = 6/1 = 6; N = 1 x 1 = 1: 
CPT -> PV = PVA = 943.396

PVS: FV = -1,000; I/Y = 6/2 = 3; N = 1 x 2 = 2: 
CPT - »  PV = PVS = 942.596

PVQ: FV = -1,000; I/Y = 6/4 = 1.5; N = 1 x 4 = 4: 
CPT -> PV = PVq = 942.184

PVM: FV = -1,000; I/Y = 6/12 = 0.5; N = 1 x 12 = 12: 
CPT ->PV = PVM = 941.905

PVD: FV = -1,000; I/Y = 6/365 = 0.016438; N = 1 x 365 = 365: 
CPT —» PV = PVD = 941.769

FVa : PV = -1,000; I/Y = 6/1 = 6; N = 1 x 1 = 1: 
CPT —» FV = FVA = 1,060.00

FVS: PV = -1,000; I/Y = 6/2 = 3; N = 1 x 2 = 2: 
CPT —» FV = FVS = 1,060.90

FVQ: PV = -1,000; I/Y = 6/4 = 1.5; N = 1 x 4 = 4: 
CPT —> FV = FVQ =1,061.36

fv m= PV = -1,000; I/Y = 6/12 = 0.5; N = 1 x 12 = 12: 
CPT —> FV = FVM = 1,061.68

FVd : PV = -1,000; I/Y = 6/365 = 0.016438; N = 1 x 365 = 365: 
CPT —> FV = FVD = 1,061.83

Example: FV of a single sum using quarterly compounding

Compute the FV of $2,000 today, five years from today using an interest rate of 12%, 
compounded quarterly.

Answer:

To solve this problem, enter the relevant data and compute FV:

N = 5 x 4 = 20; I/Y = 12 / 4 = 3; PV = -$2,000; CPT —» FV = $3,612.22
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Concept Checkers

1. The amount an investor will have in 15 years if $ 1,000 is invested today at an 
annual interest rate of 9% will be closest to:
A. $1,350.
B. $3,518.
C. $3,642.
D. $9,000.

2. How much must be invested today, at 8% interest, to accumulate enough to retire a 
$10,000 debt due seven years from today? The amount that must be invested today 
is closest to:
A. $3,265.
B. $5,835.
C. $6,123.
D. $8,794.

3. An analyst estimates that XYZ’s earnings will grow from $3.00 a share to $4.50 per 
share over the next eight years. The rate of growth in XYZ’s earnings is closest to:
A. 4.9%.
B. 5.2%.
C. 6.7%.
D. 7.0%.

4. If $5,000 is invested in a fund offering a rate of return of 12% per year, 
approximately how many years will it take for the investment to reach $10,000?
A. 4 years.
B. 5 years.
C. 6 years.
D. 7 years.

5. An investor is looking at a $150,000 home. If 20% must be put down and the 
balance is financed at 9% over the next 30 years, what is the monthly mortgage 
payment?
A. $652.25.
B. $799.33.
C. $895.21.
D. $965.55.
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Concept Checker Answers

1. C N = 15; I/Y = 9; PV = -1,000; PMT = 0; CPT —> FV = $3,642.48

2. B N = 7; I/Y = 8; FV = -10,000; PMT = 0; CPT —>■ PV = $5,834.90

3. B N = 8; PV = -3 ; FV = 4.50; PMT = 0; CPT —» I/Y = 5.1989

4. C PV = -5,000; I/Y = 12; FV = 10,000; PMT = 0; CPT —>■ N = 6.12. Rule of 72 —>■ 72/12
= six years.

Note to HP12C users: One known problem  with the HP12C is that it does not have the 
capability to round. In this particu lar question, you  w ill com e up w ith 7, although the correct 
answer is 6.1163.

5. D N = 30 x 12 = 360; I/Y = 9 / 1 2  = 0.75; PV = -150,000(1 -0 .2 )  = -120,000; FV=0;
CPT PMT = $965.55
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Probabilities

Topic 15

Exam Focus

This topic covers important terms and concepts associated with probability theory. Random 
variables, events, outcomes, conditional probability, and joint probability are described. 
Specifically, we will examine the difference between discrete and continuous probability 
distributions, the difference between independent and mutually exclusive events, and the 
difference between unconditional and conditional probabilities. For the exam, be able to 
calculate probabilities based on the probability functions discussed.

Random Variables

LO 15.1: Describe and distinguish between continuous and discrete random 
variables. * •

• A random variable is an uncertain quantity/number.
• An outcome is an observed value of a random variable.
• An event is a single outcome or a set of outcomes.
• Mutually exclusive events are events that cannot happen at the same time.
• Exhaustive events are those that include all possible outcomes.

Consider rolling a 6-sided die. The number that comes up is a random variable. If you roll a 
4, that is an outcome. Rolling a 4 is an event, and rolling an even number is an event. Rolling 
a 4 and rolling a 6 are mutually exclusive events. Rolling an even number and rolling an odd 
number is a set of mutually exclusive and exhaustive events.

A probability distribution describes the probabilities of all the possible outcomes for 
a random variable. The probabilities of all possible outcomes must sum to 1. A simple 
probability distribution is that for the roll of one fair die there are six possible outcomes and 
each one has a probability of 1/6, so they sum to 1. The probability distribution of all the 
possible returns on the S&P 500 Index for the next year is a more complex version of the 
same idea.

A discrete random variable is one for which the number of possible outcomes can be 
counted, and for each possible outcome, there is a measurable and positive probability.
An example of a discrete random variable is the number of days it rains in a given month 
because there is a finite number of possible outcomes—the number of days it can rain in a 
month is defined by the number of days in the month.

A probability function, denoted p(x), specifies the probability that a random variable is 
equal to a specific value. More formally, p(x) is the probability that random variable X takes 
on the value x, or p(x) = P(X = x).
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The two key properties of a probability function are:

* 0 < p(x) < 1.
• Ep(x) = 1, the sum of the probabilities for ^//possible outcomes, x, for a random 

variable, X, equals 1.

Topic 15
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Example: Evaluating a probability function

x
Consider the following function: X = {1, 2, 3, 4}, p(x) = — , else p(x) = 0 

Determine whether this function satisfies the conditions for a probability function.

Answer:

Note that all of the probabilities are between 0 and 1, and the sum of all probabilities 
equals 1:

Ep(x) = — + — + — + — = 0.1+ 0.2+ 0.3+ 0.4 = 1 
10 10 10 10

Both conditions for a probability function are satisfied.

A continuous random variable is one for which the number of possible outcomes is infinite, 
even if lower and upper bounds exist. The actual amount of daily rainfall between zero and 
100 inches is an example of a continuous random variable because the actual amount of 
rainfall can take on an infinite number of values. Daily rainfall can be measured in inches, 
half inches, quarter inches, thousandths of inches, or even smaller increments. Thus, 
the number of possible daily rainfall amounts between zero and 100 inches is essentially 
infinite.

The assignment of probabilities to the possible outcomes for discrete and continuous 
random variables provides us with discrete probability distributions and continuous 
probability distributions. The difference between these types of distributions is most 
apparent for the following properties: •

• For a discrete distribution, p(x) = 0 when x cannot occur, or p(x) > 0 if it can. Recall that 
p(x) is read: “the probability that random variable X = x.” For example, the probability 
of it raining 33 days in June is zero because this cannot occur, but the probability of it 
raining 25 days in June has some positive value.

• For a continuous distribution, p(x) = 0 even though x can occur. We can only consider 
P(xj < X < x2) where Xj and x2 are actual numbers. For example, the probability of 
receiving two inches of rain in June is zero because two inches is a single point in an 
infinite range of possible values. On the other hand, the probability of the amount of 
rain being between 1.99999999 and 2.00000001 inches has some positive value. In the 
case of continuous distributions, P(x1 < X < x2) = P(x1 < X < x2) because
p(xj) = p(x2) = 0.
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In finance, some discrete distributions are treated as though they are continuous because 
the number of possible outcomes is very large. For example, the increase or decrease in the 
price of a stock traded on an American exchange is recorded in dollars and cents. Yet, the 
probability of a change of exactly $1.33 or $1.34 or any other specific change is almost zero. 
It is customary, therefore, to speak in terms of the probability of a range of possible price 
change, say between $1.00 and $2.00. In other words p(price change = 1.33) is essentially 
zero, but p($l < price change < $2) is greater than zero.

D istribution Functions

LO 15.2: Define and distinguish between the probability density function, the 
cumulative distribution function, and the inverse cumulative distribution function.

A probability density function (pdf) is a function, denoted f(x), that can be used to 
generate the probability that outcomes of a continuous distribution lie within a particular 
range of outcomes. For a continuous distribution, it is the equivalent of a probability 
fu n ction  for a discrete distribution. Know that for a continuous distribution, the probability 
of any one particular outcome (of the infinite possible outcomes) is zero (e.g., the 
probability of receiving exactly two inches of rain in June is zero because two inches is a 
single point in an infinite range of possible values). A pdf is used to calculate the probability 
of an outcome between two values (i.e., the probability of the outcome falling within a 
specified range).

A cumulative distribution function (cdf), or simply distribution fun ction , defines the 
probability that a random variable, X, takes on a value equal to or less than a specific value, 
x. It represents the sum, or cumulative value, of the probabilities for the outcomes up to and 
including a specified outcome. The cumulative distribution function for a random variable, 
X, may be expressed as F(x) = P(X < x).

Consider the probability function defined earlier for X = {1, 2, 3, 4}, p(x) = x / 10. For 
this distribution, F(3) = 0.6 = 0.1 + 0.2 + 0.3, and F(4) = 1 = 0.1 + 0.2 + 0.3 + 0.4. This 
means that F(3) is the cumulative probability that outcomes 1, 2, or 3 occur, and F(4) is the 
cumulative probability that one of the possible outcomes occurs.

Figure 1 shows an example of a cumulative distribution function (for a standard normal 
distribution, described in Topic 17). There is a 15.87% probability of a value less than -1 . 
This is the total area to the left of—1 in the pdf in Panel (a), and the y-axis value of the cdf 
for a value of-1  in Panel (b).
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Figure 1: Standard Normal Probability Density and Cumulative Distribution Functions
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(a) Probability density function

(b) Cumulative distribution function

Instead of finding the probability less than or equal to a specific value, x, the inverse 
cumulative distribution function can be used to find the value that corresponds to a 
specific probability. For example, it may be useful to know the value, x, where 15.87% of 
the distribution is less than or equal to x. From Figure 1, this value would be —1.

Consider a cumulative distribution function, F(x) = p = x2 / 25, where 0 < x < 5. F(3) 
finds the probability less than or equal to 3. In this case, F(3) = 32 / 25 = 36%. The inverse 
function rearranges this cumulative function to instead input a probability and solve for x. 
Thus, the inverse cumulative distribution function in this example is: F-1 (p) = x = 5 Vp.

We can check the accuracy of this inverse function by testing the limits of the distribution 
(0 < x < 5). At p = 0, the minimum value is equal to 0, and at p = 1, the maximum value 
is equal to 5. By inputting a probability of 36% into the inverse function, we again see that 
36% of the distribution is less than or equal to 3: F_1(0.36) = x = 5\/0.36 = 3.

Discrete Probability Function

LO 15.3: Calculate the probability of an event given a discrete probability 
function.

A discrete uniform random variable is one for which the probabilities for all possible 
outcomes for a discrete random variable are equal. For example, consider the discrete 
uniform probability distribution defined as X = {1, 2, 3, 4, 5}, p(x) = 0.2. Here, the 
probability for each outcome is equal to 0.2 [i.e., p (l) = p(2) = p(3) = p(4) = p(5) = 0.2]. 
Also, the cumulative distribution function for the «th outcome, F(xn) = np(x), and the 
probability for a range of outcomes is p(x)k, where k is the number of possible outcomes in 
the range.
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Example: Discrete uniform distribution

Determine p(6), F(6), and P(2 < X < 8) for the discrete uniform distribution function 
defined as:

X = {2, 4, 6 ,8 , 10}, p(x) = 0.2 

Answer:

p(6) = 0.2, since p(x) = 0.2 for all x. F(6) = P(X < 6) = np(x) = 3(0.2) = 0.6. Note that n 
= 3 since 6 is the third outcome in the range of possible outcomes.

P(2 < X < 8) = 4(0.2) = 0.8. Note that k = 4, since there are four outcomes in the range 
2 < X < 8. The following figures illustrate the concepts of a probability function and 
cumulative distribution function for this distribution.

Probability and Cumulative Distribution Functions

X = x Probability o fx  
Prob (X = x)

Cumulative Distribution Function 
Prob (X < x)

2 0.20 0.20
4 0.20 0.40
6 0.20 0.60
8 0.20 0.80

Cumulative Distribution Function for X ~ Uniform {2, 4, 6, 8, 10}

Prob(X < x)
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Conditional Probabilities

LO 15.6: Define and calculate a conditional probability, and distinguish between 
conditional and unconditional probabilities.

As noted earlier, there are two defining properties of probability:

• The probability of occurrence of any event (E;) is between 0 and 1 (i.e., 0 < P(E;) < 1).
• If a set of events, Ep E2, ... En, is mutually exclusive and exhaustive, the probabilities of 

those events sum to 1 (i.e., SP(E;) = 1).

The first of the defining properties introduces the term P(E;), which is shorthand for the 
“probability of event i ” If P(E;) = 0, the event will never happen. If P(E;) = 1, the event is 
certain to occur, and the outcome is not random.

The probability of rolling any one of the numbers 1-6 with a fair die is 1/6 = 0.1667 = 
16.7%. The set of events—rolling a number equal to 1,2, 3, 4, 5, or 6—is exhaustive, and 
the individual events are mutually exclusive, so the probability of this set of events is equal 
to 1. We are certain that one of the values in this set of events will occur.

Unconditional probability (i.e., m arginal probability) refers to the probability of an event 
regardless of the past or future occurrence of other events. If we are concerned with the 
probability of an economic recession, regardless of the occurrence of changes in interest 
rates or inflation, we are concerned with the unconditional probability of a recession.

A conditional probability is one where the occurrence of one event affects the probability of 
the occurrence of another event. For example, we might be concerned with the probability 
of a recession giv en  that the monetary authority increases interest rates. This is a conditional 
probability. The key word to watch for here is “given.” Using probability notation, “the 
probability of A given  the occurrence of B” is expressed as P(A | B), where the vertical bar 
( |) indicates “given,” or “conditional upon.” For example, the probability of a recession 
given  an increase in interest rates is expressed as P{recession \ increase in interest rates). A 
conditional probability of an occurrence is also called its likelihood.

The joint probability of two events is the probability that they will both occur. We 
can calculate this from the conditional probability that A will occur given B occurs (a 
conditional probability) and the probability that B will occur (the unconditional probability 
of B). This calculation is sometimes referred to as the multiplication ru le o f  probability.
Using the notation for conditional and unconditional probabilities, we can express this rule 
as:

P(AB) = P(A | B) x P(B)

This expression is read as follows: “The joint probability of A and B, P(AB), is equal to the 
conditional probability of A given  B, P(A | B), times the unconditional probability of B,
P(B).”
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This relationship can be rearranged to define the conditional probability of A given B as 
follows:

p(a | b) p (a b )

Example: Multiplication rule of probability

Consider the following information:

• P(I) = 0.4, the probability of the monetary authority increasing interest rates (I) is 
40%.

• P(R | I) = 0.7, the probability of a recession (R) given an increase in interest rates is 
70%.

What is P(RI), the joint probability of a recession and  an increase in interest rates? 

Answer:

Applying the multiplication rule, we get the following result:

P(RI) = P(R | I) x P(I)

P(RI) = 0.7 x 0.4 

P(RI) = 0.28

Don’t let the cumbersome notation obscure the simple logic of this result. If an interest 
rate increase will occur 40% of the time and lead to a recession 70% of the time when it 
occurs, the joint probability of an interest rate increase and a resulting recession is 
(0.4) (0.7) = (0.28) = 28%.

Independent and M utually Exclusive Events

LO 15.4: Distinguish between independent and mutually exclusive events.

Independent events refer to events for which the occurrence of one has no influence on the 
occurrence of the others. The definition of independent events can be expressed in terms of 
conditional probabilities. Events A and B are independent if and only if:

P(A | B) = P(A), or equivalently, P(B | A) = P(B)

If this condition is not satisfied, the events are dependent events (i.e., the occurrence of one 
is dependent on the occurrence of the other).
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In our interest rate and recession example, recall that events I and R are not independent; 
the occurrence of I affects the probability of the occurrence of R. In this example, the 
independence conditions for I and R are violated because:
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P(R) = 0.34, but P(R | I) = 0.7; the probability of a recession is greater when there is an 
increase in interest rates.

The best examples of independent events are found with the probabilities of dice tosses or 
coin flips. A die has “no memory.” Therefore, the event of rolling a 4 on the second toss is 
independent of rolling a 4 on the first toss. This idea may be expressed as:

P(4 on second toss | 4 on first toss) = P(4 on second toss) = 1/6 or 0.167

The idea of independent events also applies to flips of a coin:

P(heads on first coin | heads on second coin) = P(heads on first coin) = 1/2 or 0.50

Calculating the Probability That at Least One o f Two Events W ill Occur

The addition ru le f o r  probabilities is used to determine the probability that at least one of 
two events will occur. For example, given two events, A and B, the addition rule can be used 
to determine the probability that either A or B will occur. If the events are not mutually 
exclusive, double counting must be avoided by subtracting the joint probability that both 
A and B will occur from the sum of the unconditional probabilities. This is reflected in the 
following general expression for the addition rule:

P(A or B) = P(A) + P(B) -  P(AB)

For mutually exclusive events where the joint probability, P(AB), is zero, the probability 
that either A or B will occur is simply the sum of the unconditional probabilities for each 
event, P(A or B) = P(A) + P(B).

Figure 2 illustrates the addition rule with a Venn diagram and highlights why the joint 
probability must be subtracted from the sum of the unconditional probabilities. Note that 
if the events are mutually exclusive the sets do not intersect, P(AB) = 0, and the probability 
that one of the two events will occur is simply P(A) + P(B).
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Figure 2: Venn Diagram for Events That Are Not Mutually Exclusive

P(B)

Example: Addition rule of probability

Using the information in our previous interest rate and recession example and the fact 
that the unconditional probability of a recession, P(R), is 34%, determine the probability 
that either interest rates will increase or a recession will occur.

Answer:

Given that P(R) = 0.34, P(I) = 0.40, and P(RI) = 0.28, we can compute P(R or I) as 
follows:

P(R or I) = P(R) + P(I) -  P(RI)

P(R or I) = 0.34 + 0 .40 -0 .28  

P(R or I) = 0.46

Calculating a Joint Probability o f Any Number o f Independent Events

LO 15.5: Define joint probability, describe a probability matrix, and calculate joint 
probabilities using probability matrices.

On the roll of two dice, the joint probability of getting two 4s is calculated as:

P(4 on first die and 4 on second die) = P(4 on first die) x P(4 on second die) = 1/6 x 1/6 
= 1/36 = 0.0278

On the flip of two coins, the probability of getting two heads is:

P(heads on first coin and heads on second coin) = 1/2 x 1/2 = 1/4 = 0.25
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Hint: When dealing with independent events, the word and  indicates multiplication, and the 
word or indicates addition. In probability notation:

P(A or B) = P(A) + P(B), and P(A and B) = P(A) x P(B)

Professor’s Note: On the exam, you  may see A and  B rep resen ted  as A f l  B.
This notation  m eans “the in tersection  o f  A a n d  B ” and  refers to th e ev en t “both 
A a n d  B. ” Similarly, y o u  may see A or B rep resen ted  as A U B, w h ich  is “the 
union o f  A and  B ” an d  refers to the ev en t “eith er  A or B or both. ”

The multiplication rule we used to calculate the joint probability of two independent events 
may be applied to any number of independent events, as the following examples illustrate.

Example: Joint probability for more than two independent events (1)

What is the probability of rolling three 4s in one simultaneous toss of three dice?

Answer:

Since the probability of rolling a 4 for each die is 1/6, the probability of rolling three 4s is: 

P(three 4s on the roll of three dice) = 1/6 x 1/6 x 1/6 = 1/216 = 0.00463

Similarly:

P(four heads on the flip of four coins) =1/2 x 1/2 x 1/2 x 1/2 = 1/16 = 0.0625

Example: Joint probability for more than two independent events (2)

Using empirical probabilities, suppose we observe that the DJIA has closed higher on two- 
thirds of all days in the past few decades. Furthermore, it has been determined that up 
and down days are independent. Based on this information, compute the probability of 
the DJIA closing higher for five consecutive days.

Answer:

P(DJIA up five days in a row) = 2/3 x 2/3 x 2/3 x 2/3 x 2/3 = (2/3)5 = 0.132 

Similarly:

PfDJIA down five days in a row) = 1/3 x 1/3 x 1/3 x 1/3 x 1/3 = (1/3)5 = 0.004
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Joint probabilities of independent events can be conveniendy summarized using a 
probability matrix (sometimes known as a probability table). Suppose, for example, that we 
wanted to view how the state of the economy relates to the direction of interest rates. The 
probability matrix in Figure 3 shows the joint and unconditional probabilities of these two 
variables.

Figure 3: Joint and Unconditional Probabilities

Interest Rates
Increase No Increase

Economy
Good 14% 6%

Normal 20% 30%
Poor 6% 24%

40% 60%

20%

50%
30%
100%

From this probability matrix, we see that the joint probability of a poor economy and an 
increase in interest rates is 6%. Similarly, the joint probability of a normal economy and 
no increase in interest rates is 30%. Unconditional probabilities are shown as the sum of 
each column and each row. For example, the unconditional probability of a rate increase, 
irrespective of the state of the economy, is the sum of the joint probabilities, 14% + 20% 
+ 6% = 40%. Also, the sum of all joint probabilities is equal to 100%, since one of these 
events must happen.

Example: Calculating joint probabilities using a probability matrix

Given the following incomplete probability matrix, calculate the joint probability of a 
normal economy and an increase in rates, and the unconditional probability of a good 
economy.

Interest Rates
Increase No Increase

Good 15% X2 X3
Economy Normal XI 25% X4

Poor 10% 20% 30%
50% 50% 100%
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Answer:

Since the unconditional probability of an increase in rates, irrespective of the state of the 
economy, is 50%, we know the sum of each joint probability in the first column must 
equal 50%. By solving for XI, we find the joint probability of a normal economy and an 
increase in rates:

15% + XI + 10% = 50%

XI = 50% -  15% -  10% = 25%

The unconditional probability of a good economy, X3, can be computed by first solving 
for X2 (the joint probability of a good economy and no increase in interest rates) and then 
summing both joint probabilities in the first row.

X2 + 25% + 20% = 50%

X2 = 50% -  25% -  20% = 5%

X3 = 15% + X2 = 15% + 5% = 20%
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Key Concepts

LO 15.1

A discrete random variable has positive probabilities associated with a finite number of 
outcomes.

A continuous random variable has positive probabilities associated with a range of outcome 
values—the probability of any single value is zero.

LO 15.2

A probability function specifies the probability that a random variable is equal to a specific 
value; P(X = x) = p(x).

A probability density function (pdf) is the expression for a probability function for a 
continuous random variable.

A cumulative distribution function (cdf) gives the probability of the random variable being 
equal to or less than each specific value. It is the area under the probability distribution to 
the left of a specified value.

LO 15.3

A discrete uniform distribution is one where there are n discrete, equally likely outcomes, so 
that for each outcome p(x) = 1/n.

LO 15.4

The probability of an independent event is unaffected by the occurrence of other events, 
but the probability of a dependent event is changed by the occurrence of another event.

Events A and B are independent if and only if:

P(A | B) = P(A), or equivalently, P(B | A) = P(B)

The probability that at least one of two events will occur is P(A or B) = P(A) + P(B) -  
P(AB). For mutually exclusive events, P(A or B) = P(A) + P(B), since P(AB) = 0.

LO 15.5

The joint probability of two events, P(AB), is the probability that they will both occur. 
P(AB) = P(A | B) x P(B). For independent events, P(A | B) = P(A), so that P(AB) = P(A) x 
P(B).
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LO 15.6

Unconditional probability (marginal probability) is the probability of an event occurring.

Conditional probability, P(A | B), is the probability of an event A occurring given that event 
B has occurred.
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Concept Checkers

1. If events A and B are mutually exclusive, then:
A. P(A | B) = P(A).
B. P(A j B) = P(B).
C. P(AB) = P(A) x P(B).
D. P(A or B) = P(A) + P(B).

2. At a charity ball, 800 names were put into a hat. Four of the names are identical. On 
a random draw, what is the probability that one of these four names will be drawn?
A. 0.004.
B. 0.005.
C. 0.010.
D. 0.025.

3.

4.

5.

Two events are said to be independent if the occurrence of one event:
A. means the second event cannot occur.
B. means the second event is certain to occur.
C. affects the probability of the occurrence of the other event.
D. does not affect the probability of the occurrence of the other event.

For a continuous random variable A, the probability of any single value of A is:
A. one.
B. zero.
C. determined by the cdf.
D. determined by the pdf.

Given the below incomplete probability matrix, what is the joint probability of a 
good economy and no increase in interest rates?

Interest Rates

Increase No Increase

Economy

Good 20% A

Normal C 20%

Poor 10% E

60% 40% 100%

A. 0%.
B. 10%.
C. 20%.
D. 30%.
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Concept Checker Answers

1. D There is no intersection of events when events are mutually exclusive. P(AB) = P(A) x P(B)
is only true for independent events. Note that since A and B are mutually exclusive (cannot 
both happen), P(A | B) and P(AB) must both be equal to zero, making answers A, B, and C 
incorrect.

2. B P(name 1 or name 2 or name 3 or name 4) = 1/800 + 1/800 + 1/800 + 1/800 = 4/800 =
0.005

3. D Two events are said to be independent if the occurrence of one event does not affect the
probability of the occurrence of the other event.

4. B For a continuous distribution p(x) = 0 for all X; only ranges of value of X  have positive
probabilities.

5. B Because the unconditional probability of a poor economy, irrespective o f interest rates, is
20%, we know that the sum of each joint probability in the poor economy row must equal 
20%. By solving for E, we find the joint probability o f a poor economy and no increase in 
rates:

10% + E = 20%

E = 20% -  10% = 10%

The joint probability o f a good economy and no increase in interest rates, A, can be 
computed by subtracting the joint probability of a normal economy and no increase in rates 
and the joint probability o f a poor economy and no increase in rates from the unconditional 
probability of no increase in interest rates.

A = 40% -  20% -  E 

A = 40% -  20% -  10% = 10%
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Basic Statistics

Topic 16

Exam Focus

This topic addresses the concepts of expected value, variance, standard deviation, covariance, 
correlation, skewness, and kurtosis. The characteristics and calculations of these measures wil 
be discussed. For the exam, be able to calculate the mean and variance of a random variable, 
and the covariance and correlation between two random variables. Also, be able to identify 
and interpret the first four moments of a statistical distribution.

The word statistics is used to refer to data (e.g., the average return on XYZ stock was 8% 
over the last ten years) and the methods we use to analyze data. Statistical methods fall 
into one of two categories, descriptive statistics or inferential statistics.

D escriptive statistics are used to summarize the important characteristics of large data 
sets. The focus of this topic is on the use of descriptive statistics to consolidate a mass of 
numerical data into useful information.

In feren tia l statistics, which will be discussed in subsequent topics, pertain to the 
procedures used to make forecasts, estimates, or judgments about a large set of data on 
the basis of the statistical characteristics of a smaller set (a sample).

A popu la tion  is defined as the set of all possible members of a stated group. A cross- 
section of the returns of all of the stocks traded on the New York Stock Exchange 
(NYSE) is an example of a population.

It is frequently too costly or time consuming to obtain measurements for every member 
of a population, if  it is even possible. In this case, a sample may be used. A sample is 
defined as a subset of the population of interest. Once a population has been defined, a 
sample can be drawn from the population, and the sample’s characteristics can be used to 
describe the population as a whole. For example, a sample of 30 stocks may be selected 
from all of the stocks listed on the NYSE to represent the population of all NYSE-traded 
stocks.

Measures of central tendency identify the center, or average, of a data set. This central 
point can then be used to represent the typical, or expected, value in the data set.

To compute the population mean, all the observed values in the population are summed 
(EX) and divided by the number of observations in the population, N. Note that 
the population mean is unique in that a given population only has one mean. The 
population mean is expressed as:

N

E =
i= 1

N
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The sample mean is the sum of all the values in a sample of a population, XX, divided 
by the number of observations in the sample, n. It is used to make inferences about the 
population mean. The sample mean is expressed as:

n
E*x — ——

n

Note the use of n, the sample size, versus N, the population size.
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Example: Population mean and sample mean

Assume you and your research assistant are evaluating the stock of AXZ Corporation. You 
have calculated the stock returns for AXZ over the last 12 years to develop the following 
data set. Your research assistant has decided to conduct his analysis using only the returns 
for the five most recent years, which are displayed as the bold numbers in the data set. 
Given this information, calculate the population mean and the sample mean.

Data set: 12%, 25%, 34%, 15%, 19%, 44%, 54%, 33%, 22%, 28%, 17%, 24%

Answer:

. . 12 + 25 + 34 + 15 + 19 + 44 + 54 + 33 + 22 + 28 + 17 + 24
[i = population mean = ------------------------------------ —-------------------------------------

= 27.25%

X = sample mean 25 + 34 + 19 + 54 + 17 
5

29.8%

The population mean and sample mean are both examples of arithmetic means.
The arithmetic mean is the sum of the observation values divided by the number of 
observations. It is the most widely used measure of central tendency and has the following 
properties:

• All interval and ratio data sets have an arithmetic mean.
• All data values are considered and included in the arithmetic mean computation.
• A data set has only one arithmetic mean (i.e., the arithmetic mean is unique).
• The sum of the deviations of each observation in the data set from the mean is always 

zero.

The arithmetic mean is the only measure of central tendency for which the sum of the 
deviations from the mean is zero. Mathematically, this property can be expressed as follows:

n
sum of mean deviations = ^  (X; — X) = 0 

i=l
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Example: Arithmetic mean and deviations from the mean 

Compute the arithmetic mean for a data set described as:

Data set: [5, 9, 4, 10]

Answer:

The arithmetic mean of these numbers is:

X - 5 +  9  +  4  +  1 °  7
4

The sum of the deviations from the mean (of 7) is:

n
^ ( X ; — X) = (5 —7)+  (9 — 7)+  (4 — 7 )+ (10 —7) = - 2  + 2 - 3  + 3 = 0 
i=l

Unusually large or small values can have a disproportionate effect on the computed value 
for the arithmetic mean. The mean of 1, 2, 3, and 50 is 14 and is not a good indication of 
what the individual data values really are. On the positive side, the arithmetic mean uses 
all the information available about the observations. The arithmetic mean of a sample from 
a population is the best estimate of both the true mean of the sample and the value of the 
next observation.

The median is the midpoint of a data set when the data is arranged in ascending or 
descending order. Half the observations lie above the median and half are below. To 
determine the median, arrange the data from the highest to the lowest value, or lowest to 
highest value, and find the middle observation.

The median is important because the arithmetic mean can be affected by extremely large or 
small values (outliers). When this occurs, the median is a better measure of central tendency 
than the mean because it is not affected by extreme values that may actually be the result of 
errors in the data.
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Example: The median using an odd number of observations

What is the median return for five portfolio managers with 10-year annualized total 
returns of: 30%, 15%, 25%, 21%, and 23%?

Answer:

First, arrange the returns in descending order.

30%, 25%, 23%, 21%, 15%

Then, select the observation that has an equal number of observations above and below 
it—the one in the middle. For the given data set, the third observation, 23%, is the median 
value.

Example: The median using an even number of observations

Suppose we add a sixth manager to the previous example with a return of 28%. What is 
the median return?

Answer:

Arranging the returns in descending order gives us:

30%, 28%, 25%, 23%, 21%, 15%

With an even number of observations, there is no single middle value. The median value 
in this case is the arithmetic mean of the two middle observations, 25% and 23%. Thus, 
the median return for the six managers is 24.0% = 0.5(25 + 23).

Consider that while we calculated the mean of 1 , 2 , 3, and 50 as 14, the median is 2.5. If 
the data were 1 , 2, 3, and 4 instead, the arithmetic mean and median would both be 2.5.

The mode is the value that occurs most frequently in a data set. A data set may have more 
than one mode or even no mode. When a distribution has one value that appears most 
frequently, it is said to be unimodal. When a set of data has two or three values that occur 
most frequently, it is said to be bimodal or trimodal, respectively.
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Example: The mode

What is the mode of the following data set?

Data set: [30%, 28%, 25%, 23%, 28%, 15%, 5%]

Answer:

The mode is 28% because it is the value appearing most frequently.

The geometric mean is often used when calculating investment returns over multiple 
periods or when measuring compound growth rates. The general formula for the geometric 
mean, G, is as follows:

G = Jj/Xj x X 2 x ...xXn = (X j x X 2 x ...x X n)1/n

Note that this equation has a solution only if the product under the radical sign is non
negative.

When calculating the geometric mean for a returns data set, it is necessary to add 1 to each 
value under the radical and then subtract 1 from the result. The geometric mean return 
(Rq) can be computed using the following equation:

1 + R-g = v/(l + R i) x (1 + R2 ) x — x (1 + R-n)

where:
R = the return for period t

Example: Geometric mean return

For the last three years, the returns for Acme Corporation common stock have been 
—9.34%, 23.45%, and 8.92%. Compute the compound annual rate of return over the 
3-year period.

Answer:

1 + RG = 3/(—0.0934 + 1) x (0.2345 +1) x (0.0892 +1)

1 + RG = 3/0.9066x1.2345x1.0892 = 3/1.21903 = (l.21903)1/3 = 1.06825 

Rg = 1.06825 -  1 = 6.825%
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Solve this type of problem with your calculator as follows:

• On theTI, enter 1.21903 [y*] 0.33333 [=], or 1.21903 [y*] 3 [1/x] [=]
• On the HP, enter 1.21903 [ENTER] 0.33333 \f\, or 1.21903 [ENTER] 3 [1/x] [y*]

Note that the 0.33333 represents the one-third power.

Professor’s Note: The g eom etr ic  m ean is always less than or equa l to the 
a r ithm etic m ean , a n d  th e d i ffer en ce increases as the dispersion  o f  the 
observations increases. The on ly tim e the a r ithm etic a n d  g eom etr ic  m eans are 
equa l is when th ere is no va riab ility  in th e observation s (i.e., a l l  observations 
are equal).

Expectations

LO 16.1: Interpret and apply the mean, standard deviation, and variance of a 
random variable.

LO 16.2: Calculate the mean, standard deviation, and variance o f a discrete 
random variable.

LO 16.4: Calculate the mean and variance of sums of variables.

The expected value is the weighted average of the possible outcomes of a random variable, 
where the weights are the probabilities that the outcomes will occur. The mathematical 
representation for the expected value of random variable Xis:

E(X) = SPCxjlx; = P(xj)xx + P(x2)x2+ ... + P(xn)xn

Here, E is referred to as the expectations operator and is used to indicate the computation 
of a probability-weighted average. The symbol x1 represents the first observed value 
(observation) for random variable X; x2 is the second observation, and so on through the 
«th observation. The concept of expected value may be demonstrated using probabilities 
associated with a coin toss. On the flip of one coin, the occurrence of the event “heads” 
may be used to assign the value of one to a random variable. Alternatively, the event “tails” 
means the random variable equals zero. Statistically, we would formally write:

if heads, then X = 1 

if tails, then X = 0

For a fair coin, P(heads) = P(X = 1) = 0.5, and P(tails) = P(X = 0) = 0.5. The expected value 
can be computed as follows:

E(X) = EP(x;)x; = P(X = 0)(0) + P(X = 1)(1) = (0.5) (0) + (0.5)(1) = 0.5
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In any individual flip of a coin, X cannot assume a value of 0.5. Over the long term, 
however, the average of all the outcomes is expected to be 0.5. Similarly, the expected value 
of the roll of a fair die, where X = number that faces up on the die, is determined to be:

E(X) = XPfxjlxj = (1/6)(1) + (1/6) (2) + (1/6) (3) + (1/6) (4) + (l/6)(5) + (l/6 )(6 )
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E(X) = 3.5

We can never roll a 3.5 on a die, but over the long term, 3.5 should be the average value of 
all outcomes.

The expected value is, statistically speaking, our “best guess” of the outcome of a random 
variable. While a 3.5 will never appear when a die is rolled, the average amount by which 
our guess differs from the actual outcomes is minimized when we use the expected value 
calculated this way.

P rofessor’s Note: When w e h a d  h isto r ica l data earlier, w e ca lcu la ted  the m ean  
or sim ple a r ithm etic average. The ca lcu la tion s g iv en  h ere f o r  the expected  
va lu e (or w e igh ted  m ean) are based  on p robab ility  models, whereas ou r ea rlier 
ca lcu la tion s w ere based on samples or popu la tion s o f  outcom es. Note tha t when  
th e p robab ilities are equal, the sim ple m ean is th e ex p ected  value. For the ro ll

o f  a d ie, a ll six outcom es are equally likely, so  ̂+ ̂  + 3 + 4 + 5  + 6  _ ^ ^ g l ves

us th e sam e expected va lu e as th e p robab ility  model. However, w ith  a 
p robab ility  model, the p robab ilities o f  th e p ossib le ou tcom es n eed  n o t be equal, 
an d  the sim ple m ean is not n ecessarily th e expected  outcom e, as th e fo llow in g  
example illustrates.

Example: Expected earnings per share

The probability distribution of EPS for Ron’s Stores is given in the figure below. Calculate 
the expected earnings per share.

EPS Probability Distribution

Probability Earnings Per Share
10% £1.80
20% £1.60
40% £1.20
30% £1.00
100%
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Answer:

The expected EPS is simply a weighted average of each possible EPS, where the weights 
are the probabilities of each possible outcome.

E(EPS) = 0.10(1.80) + 0.20(1.60) + 0.40(1.20) + 0.30(1.00) = £1.28

Properties of expectation include:

1. If c  is any constant, then:

E(cX) = cE(X)

2. If X and Yare any random variables, then: 

E(X + Y) = E(X) + E(Y)

Professor’s Note: This p rop er ty  displays th e m ean o f  the sum  o f  random  
variables. It is sim ply th e sum  o f  the in d iv id u a l random  va riab le means.

3. If c  and a are constants, then:

E(cX + a) = cE(X) + a

4. If X and Yare independent random variables, then: 

E(XY) = E(X) x E(Y)

5. If Xand Fare NOT independent, then:

E(XY) ^  E(X) x E(Y)

6 . If X is a random variable, then:

E(X2) *  [E(X)]2
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Variance and Standard Deviation

The mean and variance of a distribution are defined as the first and second moments of the 
distribution, respectively. Variance is defined as:

Var(X) = E [(X -p )2]

The square root of the variance is called the standard deviation. The variance and standard 
deviation provide a measure of the extent of the dispersion in the values of the random 
variable around the mean.

Properties of variance include:

1. Var(X) = E[(X -  p)2] = E(X2) -  [E(X)]2

where p = E(X)

2. If c  is any constant, then:

Var(c) = 0

3. If c  is any constant, then:

Var(cX) = c2 x Var(X)

4. If c  is any constant, then:

Var(X + c) = Var(X)

5. If a  and c  are constants, then:

Var(aX + c) = a2 x Var(X)

6 . If X  and Y are independent random variables, then:

Var(X + Y) = Var(X) + Var(Y)

Var(X — Y) = Var(X) +Var(Y)

7. If X and Yare independent and a and c  are constants, then:

Var(aX + cY) = a2 x Var(X) + c2 x Var(Y)

Topic 16
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Example: Computing variance and standard deviation

What is the variance and standard deviation of the sum of points in tossing a single coin if 
heads = 2  points and tails = 1 0  points?

Answer:

p = (2 + 1 0 ) / 2  = 6

Var(X) = (2 -  6)2 x 0.5 + (10 -  6)2 x 0.5

Var(X) = 8 + 8 = 16

standard deviation(X) = \fl6 = 4

Covariance and C orrelation

LO 16.3: Calculate and interpret the covariance and correlation between two 
random variables.

The variance and standard deviation measure the dispersion, or volatility, of only one 
variable. In many finance situations, however, we are interested in how two random 
variables move in relation to each other. For investment applications, one of the most 
frequently analyzed pairs of random variables is the returns of two assets. Investors and 
managers frequently ask questions such as, “What is the relationship between the return for 
Stock A and Stock B?” or “What is the relationship between the performance of the S&P 
500 and that of the automotive industry?” As you will soon see, the covariance provides 
useful information about how two random variables, such as asset returns, are related.

Covariance is the expected value of the product of the deviations of the two random 
variables from their respective expected values. A common symbol for the covariance 
between random variables X and Fis Cov(X,Y). Since we will be mostly concerned with 
the covariance of asset returns, the following formula has been written in terms of the 
covariance of the return of asset i, /<(, and the return of asset j ,  R-:

Cov(Ri,Rj) = E{[R; -  E(R;)] [R  -  E(R)]} 

This equation simplifies to:

Cov(R,R) = E(R,R) -  E(Rj) x E(R)

Page 38 ©2015 Kaplan, Inc.



Topic 16
Cross Reference to GARP Assigned Reading -  Miller, Chapter 3

Properties of covariance include:

1. If X  and Y are independent random variables, then:

Cov(X,Y) = 0

2. The covariance of random variable X with itself is the variance of X. 

Cov(X,X) = Var(X)

3. If a, b, c, and d  are constants, then: 

Cov(a + bX, c + dY) = b x d x  Cov(X,Y)

4. If X  and Y are NOT independent, then: 

Var(X + Y) = Var(X) + Var(Y) + 2  x Cov(X,Y)

Var(X -  Y) = Var(X) + Var(Y) -  2 x Cov(X,Y)

P rofessor’s Note: When d iscu ssing the p rop er ties o f  variance, w e sh ow ed  the 
va rian ce o f  th e sum  o f  in d ep end en t random  va riab le variances. The cova rian ce 
term  was not p r esen t in this ea rlier expression because th e variables d id  not 
in flu en ce ea ch  other. However, when random  variables are n o t independen t, 
tw o tim es th e co va rian ce o f  th e random  variables must be in c lu d ed  as 
dem on stra ted  in th e above property.

To aid in the interpretation of covariance, consider the returns of a stock and of a put 
option on the stock. These two returns will have a negative covariance because they move 
in opposite directions. The returns of two automotive stocks would likely have a positive 
covariance, and the returns of a stock and a riskless asset would have a zero covariance 
because the riskless asset’s returns never move, regardless of movements in the stock’s return.

Example: Covariance

Assume that the economy can be in three possible states (S) next year: boom, normal, or 
slow economic growth. An expert source has calculated that P(boom) = 0.30, P(normal) = 
0.50, and P(slow) = 0.20. The returns for Stock A, RA, and Stock B, RB, under each of the 
economic states are provided in the table below. What is the covariance of the returns for 
Stock A and Stock B?
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Answer:

First, the expected returns for each of the stocks must be determined.

E(Ra) = (0.3) (0.20) + (0.5X0.12) + (0.2)(0.05) = 0.13 

E(Rb) = (0.3)(0.30) + (0.5X0.10) + (0.2)(0.00) = 0.14

The covariance can now be computed using the procedure described in the following 
table:

Covariance Computation

Event P(S) R a r b
P(S) x [Ra -  E (R J] x [Rr -  EIRJ]

Boom 0.3 0.20 0.30 (0.3)(0.2 -  0.13X0.3 -  0.14) = 0.00336
Normal 0.5 0.12 0.10 (0.5X0.12 -  0.13)(0.1 -  0.14) = 0.00020

Slow 0.2 0.05 0.00 (0.2)(0.05 -  0.13)(0 -  0.14) = 0.00224

C ov(Ra RB) = EP(S) x [Ra -  E(Ra)] x [RB -  E(RB)] = 0.00580

In practice, the covariance is difficult to interpret. This is mostly because it can take on 
extremely large values, ranging from negative to positive infinity, and, like the variance, 
these values are expressed in terms of squared units.

To make the covariance of two random variables easier to interpret, it may be divided by 
the product of the random variables’ standard deviations. The resulting value is called 
the correlation coefficient, or simply, correlation. The relationship between covariances, 
standard deviations, and correlations can be seen in the following expression for the 
correlation of the returns for asset i and j :

/ , CovIR^R j)  , . . . .
Corr(R; ,Rj j = ---------- — r-, which implies Cov^R; ,Rj j = Corr(R; ,Rj W R ; W R j j

CT(R i ) CT[ R j )

The correlation between two random return variables may also be expressed as p(R-,R), or

PiT

Properties o f  correlation of two random variables P  and R- are summarized here:

• Correlation measures the strength of the linear relationship between two random 
variables.

• Correlation has no units.
• The correlation ranges from —1 to +1. That is, —1< Corr(R;, R.)< +1 .
• If Corr(R;, Rj) = 1.0, the random variables have perfect positive correlation. This means 

that a movement in one random variable results in a proportional positive movement in 
the other relative to its mean.
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• If Corr(R;, R) = —1.0, the random variables have perfect negative correlation. This 
means that a movement in one random variable results in an exact opposite proportional 
movement in the other relative to its mean.

• If Corr(R;, R) = 0, there is no linear relationship between the variables, indicating that 
prediction of R-t cannot be made on the basis of R- using linear methods.

Example: Correlation

Using our previous example, compute and interpret the correlation of the returns for 
stocks A and B, given that ct2(Ra ) = 0.0028 and ct2(Rb) = 0.0124 and recalling that 
C ov(R a ,R b) = 0.0058.

Answer:

First, it is necessary to convert the variances to standard deviations.

<t(Ra ) = (0.0028)1/2 = 0.0529 

ct(Rb) = (0.0124)1/2 = 0.1114

Now, the correlation between the returns of Stock A and Stock B can be computed as 
follows:

Corr(RA RB) = ------ -------------- - = 0.9842
A’ B (0.0529)(0.1114)

The interpretation of the possible correlation values is summarized in Figure 1.

Figure 1: Interpretation of Correlation Coefficients

Correlation Coefficient (pj Interpretation

P= +1 perfect positive correlation
0 < p < +1 a positive linear relationship

P = o no linear relationship
- 1  < p < 0 a negative linear relationship

p= -l perfect negative correlation

Interpreting a Scatter Plot

A scatter plot is a collection of points on a graph where each point represents the values of 
two variables (i.e., an X/Y pair). Figure 2 shows several scatter plots for the two random 
variables Xand Yand the corresponding interpretation of correlation. As shown, an 
upward-sweeping scatter plot indicates a positive correlation between the two variables, 
while a downward-sweeping plot implies a negative correlation. Also illustrated in Figure 
2  is that as we move from left to right in the rows of scatter plots, the extent of the linear
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relationship between the two variables deteriorates, and the correlation gets closer to zero. 
Note that for p = 1 and p = —1, the data points lie exactly on a line, but the slope of that line 
is not necessarily +1 or - 1 .
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Figure 2: Interpretations of Correlation

Perfect positive Less than perfect Zero
correlation positive correlation correlation

Y P = +1 5r p = +0.7 t

o11Q___

• • • • * •
• • •

• • • •
• •• • • • • • •

--------------------------- X ------------------------- X

Perfect negative Less than perfect
correlation negative correlation

p = - 1  Y P = -0 .7

-X -x
M oments and Central M oments

LO 16.5: Describe the four central moments o f a statistical variable or distribution: 
mean, variance, skewness and kurtosis.

The shape of a probability distribution can be described by the “moments” of the 
distribution. Raw moments are measured relative to an expected value raised to the 
appropriate power. The first raw moment is the mean of the distribution, which is the 
expected value of returns:

E(R) = ft = ^ PiR|
i=l

where:
Pi = probability of event i
Rj = return associated with event i

Generalizing, the /eth raw moment is the expected value of Rk: 

E(Rk) = ^ PiRk
i=l
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Raw moments for k > 1 are not very useful for our purposes, however, central moments for 
k > 1 are important.

Central moments are measured relative to the mean (i.e., central around the mean). The 
M i central moment is defined as:

E(R -  M-)k = X] Pi (Ri “  P)k
i=l

© P rofessor’s Note: S ince cen tra l m om ents are m easured  re la tive to th e m ean, the 
f i r s t  cen tra l m om en t equals zero a n d  is, therefore, n o t typ ica lly used.

The second central moment is the variance of the distribution, which measures the 
dispersion of data.
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variance = cr2 E ( R - p )2

P rofessor’s Note: S ince m om ents h igh er than th e se con d  cen tra l m om en t can be 
d iff icu lt  to in terpret, th ey are typ ica lly  standard iz ed  by d iv id in g  th e cen tra l 
m om en t by u k.

The third central moment measures the departure from symmetry in the distribution. This 
moment will equal zero for a symmetric distribution (such as the normal distribution).

third central moment = E (r-m-)3

The skewness statistic is the standardized third central moment. Skewness (sometimes 
called relative skewness) refers to the extent to which the distribution of data is not 
symmetric around its mean. It is calculated as:

e [ (r - p ) 3
skewness = ------- ------

cr3

The fourth central moment measures the degree of clustering in the distribution, 

fourth central moment = E (R — p)4

The kurtosis statistic is the standardized fourth central moment of the distribution. 
Kurtosis refers to the degree of peakedness or clustering in the data distribution and is 
calculated as:

e [ ( R - p )4]
kurtosis = ------- 7------
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Kurtosis for the normal distribution equals 3. Therefore, the excess kurtosis for any 
distribution equals:
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excess kurtosis = kurtosis — 3

Although additional central moments can be calculated, risk management is not often 
concerned with anything beyond the fourth central moment.

Skewness and Kurtosis

LO 16.6: Interpret the skewness and kurtosis o f a statistical distribution, and 
interpret the concepts of coskewness and cokurtosis. * •

A distribution is symmetrical if it is shaped identically on both sides of its mean. 
Distributional symmetry implies that intervals of losses and gains will exhibit the same 
frequency. For example, a symmetrical distribution with a mean return of zero will have 
losses in the - 6 % to -4%  interval as frequently as it will have gains in the +4% to +6 % 
interval. The extent to which a returns distribution is symmetrical is important because the 
degree of symmetry tells analysts if deviations from the mean are more likely to be positive 
or negative.

Skewness, or skew, refers to the extent to which a distribution is not symmetrical. 
Nonsymmetrical distributions may be either positively or negatively skewed and result from 
the occurrence of outliers in the data set. Outliers are observations with extraordinarily large 
values, either positive or negative.

• A positively skewed distribution is characterized by many oudiers in the upper region, 
or right tail. A positively skewed distribution is said to be skewed right because of its 
relatively long upper (right) tail.

• A negatively skewed distribution has a disproportionately large amount of outliers that 
fall within its lower (left) tail. A negatively skewed distribution is said to be skewed left 
because of its long lower tail.

Skewness affects the location of the mean, median, and mode of a distribution.

• For a symmetrical distribution, the mean, median, and mode are equal.
• For a positively skewed, unimodal distribution, the mode is less than the median, 

which is less than the mean. The mean is affected by outliers; in a positively skewed 
distribution, there are large, positive outliers which will tend to “pull” the mean upward, 
or more positive. An example of a positively skewed distribution is that of housing prices. 
Suppose you live in a neighborhood with 100 homes; 99 of them sell for $100,000, and 
one sells for $ 1 ,0 0 0 ,0 0 0 . The median and the mode will be $100,000, but the mean will 
be $109,000. Hence, the mean has been “pulled” upward (to the right) by the existence 
of one home (outlier) in the neighborhood.

• For a negatively skewed, unimodal distribution, the mean is less than the median, which 
is less than the mode. In this case, there are large, negative outliers that tend to “pull” the 
mean downward (to the left).
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Professor’s Note: The key to rem em ber in g how  measures o f  cen tra l ten d en cy  are 
a ffe c t ed  by sk ew ed data is to recogn iz e tha t skew a ffects the m ean m ore than 
the m edian a nd  mode, a n d  the mean is “p u l l e d ” in the d irection  o f  the skew.
The rela tive loca tion  o f  the mean, m edian, an d  m ode f o r  d i ffer en t d istribu tion  
shapes is shown in F igure 3. Note the m edian is betw een  the oth er tw o measures 
f o r  p o s it iv e ly  or n ega tive ly  sk ew ed d istributions.

Figure 3: Effect of Skewness on Mean, Median, and Mode
Symmetrical

Mode
Positive (right) skew 

(Mean > Median > Mode)

Kurtosis is a measure of the degree to which a distribution is more or less “peaked” than a 
normal distribution. Leptokurtic describes a distribution that is more peaked than a normal 
distribution, whereas platykurtic refers to a distribution that is less peaked (or flatter) than 
a normal distribution. A distribution is mesokurtic if it has the same kurtosis as a normal 
distribution.

As indicated in Figure 4, a leptokurtic return distribution will have more returns clustered 
around the mean and more returns with large deviations from the mean (fatter tails).
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Relative to a normal distribution, a leptokurtic distribution will have a greater percentage 
of small deviations from the mean and a greater percentage of extremely large deviations 
from the mean. This means there is a relatively greater probability of an observed value 
being either close to the mean or far from the mean. With regard to an investment returns 
distribution, a greater likelihood of a large deviation from the mean return is often 
perceived as an increase in risk.

Topic 16
Cross Reference to GARP Assigned Reading -  Miller, Chapter 3

Figure 4: Kurtosis

A distribution is said to exhibit excess kurtosis if it has either more or less kurtosis than 
the normal distribution. The computed kurtosis for all normal distributions is three. 
Statisticians, however, sometimes report excess kurtosis, which is defined as kurtosis 
minus three. Thus, a normal distribution has excess kurtosis equal to zero, a leptokurtic 
distribution has excess kurtosis greater than zero, and platykurtic distributions will have 
excess kurtosis less than zero.

Kurtosis is critical in a risk management setting. Most research about the distribution of 
securities returns has shown that returns are not normally distributed. Actual securities 
returns tend to exhibit both skewness and kurtosis. Skewness and kurtosis are critical 
concepts for risk management because when securities returns are modeled using an 
assumed normal distribution, the predictions from the models will not take into account 
the potential for extremely large, negative outcomes. In fact, most risk managers put very 
little emphasis on the mean and standard deviation of a distribution and focus more on the 
distribution of returns in the tails of the distribution—that is where the risk is. In general, 
greater positive kurtosis and more negative skew in returns distributions indicates increased 
risk.

Coskewness and Cokurtosis

Previously, we identified moments and central moments for mean and variance. In a similar 
fashion, we can identify cross central moments for the concept of covariance. The third 
cross central moment is known as coskewness and the fourth cross central moment is 
known as cokurtosis.

To illustrate the importance of these concepts in risk management, suppose we are analyzing 
the returns data from four different stocks over a 7-year time period (shown in Figure 5). 
Although returns vary over time, the mean, variance, skewness, and kurtosis of all stock 
returns are the same under this scenario. In addition, the covariance between returns for 
Stock 1 and Stock 2 is equal to the covariance between returns for Stock 3 and Stock 4.
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Figure 5: Stock Returns

Stocks
Time 1 2 3 4
1 0.0% -2.4% -12.6% -12.6%
2 -2.4% -12.6% -5.3% -5.3%
3 -12.6% 2.4% 0.0% -2.4%
4 -5.3% -5.3% -2.4% 12.6%
5 2.4% 0.0% 2.4% 0.0%
6 5.3% 5.3% 5.3% 5.3%
7 12.6% 12.6% 12.6% 2.4%

By combining Stock 1 and Stock 2 into Portfolio A, and Stock 3 and Stock 4 into Portfolio 
B (shown in Figure 6 ), we find that the returns for Portfolio A and Portfolio B have the 
same mean and variance. However, these combined return sets do not have the same 
skewness (i.e., the coskewness between stocks in the portfolios is different). The reason for 
this difference is that the ranking of returns over time (e.g., from best to worst) is different 
for each stock, and when combined in a portfolio, these differences skew the portfolio 
returns distribution. For example, the worst return for Stock 1 occurred during time 
period 3, but in Portfolio A, the worst return occurred during time period 2. Similarly, the 
best return for Stock 4 occurred during time period 4, but in Portfolio B, the best return 
occurred during time period 7.

Figure 6: Portfolio Returns 

Portfolio

Time A B
1 -1.2% -12.6%
2 -7.5% -5.3%
3 -5.1% -1.2%
4 -5.3% 5.1%
5 1.2% 1.2%
6 5.3% 5.3%
7 12.6% 7.5%

From a risk management standpoint, it is helpful to know that the worst outcome in 
Portfolio B is 1.7 times greater than the worst outcome in Portfolio A. So, although the 
mean and variance of these portfolios are equal, shortfall risk expectations can differ 
depending on time period. This is important information to know, however, most risk 
models choose to ignore the effects of coskewness and cokurtosis. The reason being is that 
as the number of variables increase, the number of coskewness and cokurtosis terms will 
increase rapidly, making the data much more difficult to analyze. Practitioners instead 
opt to use more tractable risk models, such as GARCH (see Topic 28), which capture the 
essence of coskewness and cokurtosis by incorporating time-varying volatility and/or time- 
varying correlation.
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The Best Linear Unbiased Estimator

LO 16.7: Describe and interpret the best linear unbiased estimator.

In upcoming topics, we will continue to discuss statistics and explore how sample 
parameters can be used to draw conclusions about population parameters. Point estimates 
are single (sample) values used to estimate population parameters, and the formula used 
to compute a point estimate is known as an estimator.

There are certain statistical properties that make some estimates more desirable 
than others. These desirable properties of an estimator are unbiasedness, efficiency, 
consistency, and linearity.

• An unbiased estimator is one for which the expected value of the estimator is equal to the 
parameter you are trying to estimate. For example, because the expected value of
the sample mean is equal to the population mean [E(x) = p], the sample mean is an 
unbiased estimator of the population mean.

• An unbiased estimator is also efficien t if the variance of its sampling distribution is 
smaller than all the other unbiased estimators of the parameter you are trying to 
estimate. The sample mean, for example, is an unbiased and efficient estimator of the 
population mean.

• A consistent estimator is one for which the accuracy of the parameter estimate increases as 
the sample size increases. As the sample size increases, the sampling distribution bunches 
more closely around the population mean.

• A point estimate is a linear estimator when it can be used as a linear function of sample 
data.

If the estimator is the best available (i.e., has the minimum variance), exhibits linearity, and 
is unbiased, it is said to be the best linear unbiased estimator (BLUE).
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Key Concepts

LO 16.1

Expected value is the weighted average of the possible outcomes of a random variable, where 
the weights are the probabilities that the outcomes will occur.

Variance and standard deviation provide a measure of the extent of the dispersion in the 
values of the random variable around the mean.

LO 16.2

The expectation of a random variable V  having possible values xp . .., xn is defined as: 

E(X)=XlP(X=Xl) +...+ xnP(X=xn)

Variance of a random variable is defined as:

Var (X) = E[(X -  p)2] = E(X2) -  [E(X)]2 
where p = E(X)

The square root of the variance is called the standard deviation.

LO 16.3

Covariance measures the extent to which two random variables tend to be above and below 
their respective means for each joint realization. It can be calculated as:

N
Cov(A,B) = 5]P i (Ai — A)(B;-B)

i=l

Correlation is a standardized measure of association between two random variables; it ranges 
in value from - 1  to +1 and is equal to:

Cov(A,B)

LO 16.4

If X and Y are any random variables, then:

E(X + Y) = E(X) + E(Y)

If X and Y are independent random variables, then:

Var(X + Y) = Var(X) + Var(Y)

Var(X -  Y) = Var(X) +Var(Y)
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If X and Yare NOT independent, then:

Var(X + Y) = Var(X) + Var(Y) + 2 x Cov(X,Y) 

Var(X -  Y) = Var(X) + Var(Y) -  2 x Cov(X,Y)

LO 16.5

The shape of a probability distribution is characterized by its raw moments and central 
moments. The first raw moment is the mean of the distribution. The second central 
moment is the variance. The third central moment divided by the cube of the standard 
deviation measures the skewness of the distribution, and the fourth central moment divided 
by the fourth power of the standard deviation measures the kurtosis of the distribution.

LO 16.6

Skewness describes the degree to which a distribution is nonsymmetric about its mean.

• A right-skewed distribution has positive skewness and a mean that is higher than the 
median that is higher than the mode.

• A left-skewed distribution has negative skewness and a mean that is lower than the 
median that is lower than the mode.

Kurtosis measures the peakedness of a distribution and the probability of extreme outcomes.

• Excess kurtosis is measured relative to a normal distribution, which has a kurtosis of three.
• Positive values of excess kurtosis indicate a distribution that is leptokurtic (fat tails, more 

peaked).
• Negative values of excess kurtosis indicate a platykurtic distribution (thin tails, less 

peaked).

Like mean and variance, we can generalize covariance to cross central moments. The third
cross central moment is coskewness and the fourth cross central moment is cokurtosis.

LO 16.7

Desirable statistical properties of an estimator include unbiasedness (sign of estimation error 
is random), efficiency (lower sampling error than any other unbiased estimator), consistency 
(variance of sampling error decreases with sample size), and linearity (used as a linear 
function of sample data).
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Concept Checkers

1. A distribution of returns that has a greater percentage of small deviations from the 
mean and a greater percentage of extremely large deviations from the mean:
A. is positively skewed.
B. is a symmetric distribution.
C. has positive excess kurtosis.
D. has negative excess kurtosis.

2. The correlation of returns between Stocks A and B is 0.50. The covariance between 
these two securities is 0.0043, and the standard deviation of the return of Stock B is 
26%. The variance of returns for Stock A is:
A. 0.0331.
B. 0.0011.
C. 0.2656.
D. 0.0112.

Use the following data to answer Questions 3 and 4.
Probability Matrix

Returns Rb = 50% RB = 20% RB = -30%

ra = - io% 40% 0 % 0 %

nPO'oIIp? 0 % 30% 0 %
Ra = 30% 0 % 0 % 30%

3. Given the probability matrix above, the standard deviation of Stock B is closest to:
A. 0.11.
B. 0.22.
C. 0.33.
D. 0.15.

4. Given the probability matrix above, the covariance between Stock A and B is closest 
to:
A. -0.160.
B. -0.055.
C. 0.004.
D. 0.020.

5. A discrete uniform distribution (each event has an equal probability of occurrence) 
has the following possible outcomes for X: [1, 2, 3, 4], The variance of this 
distribution is closest to:
A. 1 .0 0 ,
B. 1.25,
C. 1.50,
D. 2 .0 0 ,
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Concept Checker Answers

1. C A distribution that has a greater percentage of small deviations from the mean and a greater 
percentage of extremely large deviations from the mean will be leptokurtic and will exhibit 
excess kurtosis (positive). The distribution will be taller and have fatter tails than a normal 
distribution.

2. B Corr(RA,RB) Cov(RA,RB)

M R a ) M R b)]

Cov(RA,RB) 2
0.0043

o(RB)Corr(RA,RB) (0.26)(0.5)
0.03312 0.0011

3. C Expected return of Stock B = (0.4)(0.5) + (0.3)(0.2) + (0.3)(-0.3) = 0.17

Var(RB) = 0.4(0.5 -  0.17)2 + 0.3(0.2 -  0.17)2 + 0.3(-0.3 -  0.17)2 = 0.1101 

Standard deviation = Vo.1101 =0.3318

4. B Cov(RA,RB) = 0.4(-0.1 -  0.08)(0.5 -  0.17) + 0.3(0.1 -  0.08)(0.2 -  0.17) + 0.3(0.3 -  0.08)
(-0.3-0.17) =-0.0546

5. B Expected value = (1 /4)(1 + 2 + 3 + 4) = 2.5

Variance = (1/4)[(1 -  2.5)2 + (2 -  2.5)2 + (3 -  2.5)2 + (4 -  2.5)2] = 1.25

Note that since each observation is equally likely, each has 25% (1/4) chance of occurrence.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

D istributions

Topic 17

Exam Focus

This topic explores common probability distributions: uniform, Bernoulli, binomial,
Poisson, normal, lognormal, chi-squared, Student’s t, and F. You will learn the properties, 
parameters, and common occurrences of these distributions. Also discussed is the central 
limit theorem, which allows us to use sampling statistics to construct confidence intervals 
for point estimates of population means. For the exam, focus most of your attention on the 
binomial, normal, and Students t distributions. Also, know how to standardize a normally 
distributed random variable, how to use a z-table, and how to construct confidence intervals.

Parametric and Nonparametric D istributions

Probability distributions are classified into two categories: parametric and nonparametric. 
Parametric distributions, such as a normal distribution, can be described by using a 
mathematical function. These types of distributions make it easier to draw conclusions 
about the data; however, they also make restrictive assumptions, which are not necessarily 
supported by real-world patterns. Nonparametric distributions, such as a historical 
distribution, cannot be described by using a mathematical function. Instead of making 
restrictive assumptions, these types of distributions fit the data perfectly; however, without 
generalizing the data, it can be difficult for a researcher to draw any conclusions.

LO 17.1: Distinguish the key properties among the following distributions: 
uniform distribution, Bernoulli distribution, Binomial distribution, Poisson 
distribution, normal distribution, lognormal distribution, Chi-squared 
distribution, Students t, and F-distributions, and identify common occurrences of 
each distribution. * •

The Uniform D istribution

The continuous uniform distribution is defined over a range that spans between some 
lower limit, a, and some upper limit, b, which serve as the parameters of the distribution. 
Outcomes can only occur between a  and b, and since we are dealing with a continuous 
distribution, even if a < x < b, P(X = x) = 0. Formally, the properties of a continuous 
uniform distribution may be described as follows:

• For all a < Xj < x2 < b (i.e., for all and x2 between the boundaries a and b).
• P(X < a or X > b) = 0 (i.e., the probability ofX outside the boundaries is zero).
• P(xi < X < x2) = (x2 -  Xj)/(b -  a). This defines the probability of outcomes between 

Xj andx2.

Don’t miss how simple this is just because the notation is so mathematical. For a continuous 
uniform distribution, the probability of outcomes in a range that is one-half the whole
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range is 50%. The probability of outcomes in a range that is one-quarter as large as the 
whole possible range is 25%.
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Example: Continuous uniform distribution

AC is uniformly distributed between 2 and 12. Calculate the probability that X will be 
between 4 and 8 .

Answer:

8 - 4
1 2 - 2

4
— = 40%
10

The figure below illustrates this continuous uniform distribution. Note that the area 
bounded by 4 and 8 is 40% of the total probability between 2  and 12  (which is 1 0 0 %).

Continuous Uniform Distribution
Probability

2 4 6 8 10 12

Since outcomes are equal over equal-size possible intervals, the cumulative distribution 
function (cdf) is linear over the variable’s range. The cdf for the distribution in the above 
example, Prob (X < x), is shown in Figure 1.

Figure 1: CDF for a Continuous Uniform Variable

The probability function for a continuous random variable is called the probability density 
function (pdf) and is denoted f(x). Symbolically, the probability density function for a 
continuous uniform distribution is expressed as:

f (x) = ------  for a < x < b, else f (x) = 0
b — a
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The mean and variance, respectively, of a uniform distribution are:

E(x)

Var(x)

a + b
2

(b~ a )2

12

The Bernoulli D istribution

A Bernoulli distributed random variable only has two possible outcomes. The outcomes can 
be defined as either a “success” or a “failure.” The probability of success,/*, may be denoted 
with the value “1 ” and the probability of failure, 1 — p , may be denoted with the value “0 .” 
Bernoulli distributed random variables are commonly used for assessing whether or not 
a company defaults during a specified time period. In the default example, the random 
variable equals “1 ” in the event of default and “0 ” in the event of survival.

The Binomial D istribution

A binomial random variable may be defined as the number of “successes” in a given 
number of trials, whereby the outcome can be either “success” or “failure.” The probability 
of success, p , is constant for each trial and the trials are independent. A binomial random 
variable for which the number of trials is 1 is called a Bernoulli random variable. Think of a 
trial as a mini-experiment (or Bernoulli trial). The final outcome is the number of successes 
in a series of n trials. Under these conditions, the binomial probability function defines the 
probability of x successes in n trials. It can be expressed using the following formula:

p(x) = P(X = x) = (number of ways to choose x from n)px(l — p)n x

where: ,n.!(number of ways to choose x from n) = ------------
(n — x)!x!

p = the probability of “success” on each trial [don’t confuse it with p(x)] 

So the probability of exactly x successes in n trials is:

P(x) (n — x)!x!
( i - Pr x

Example: Binomial probability

Assuming a binomial distribution, compute the probability of drawing three black beans 
from a bowl of black and white beans if the probability of selecting a black bean in any 
given attempt is 0.6. You will draw five beans from the bowl.
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Answer:

p(X = 3) = p(3) = —  (0.6)3 (0.4)2 = ( 1 2 0  / 12)(0.216)(0.160) = 0.3456
2 ! 3!

Some intuition about these results may help you remember the calculations. Consider 
that a (very large) bowl of black and white beans has 60% black beans and that each time 
you select a bean, you replace it in the bowl before drawing again. We want to know the 
probability of selecting exactly three black beans in five draws, as in the previous example.

One way this might happen is BBBWW. Since the draws are independent, the probability 
of this is easy to calculate. The probability of drawing a black bean is 60%, and the 
probability of drawing a white bean is 1 — 60% = 40%. Therefore, the probability of 
selecting BBBWW, in order, is 0.6 x 0.6 x 0.6 x 0.4 x 0.4 = 3.456%. This is the p3(l — p)2 
from the formula and p  is 60%, the probability of selecting a black bean on any single draw 
from the bowl. BBBWW is not, however, the only way to choose exacdy three black beans 
in five trials. Another possibility is BBWWB, and a third is BWWBB. Each of these will 
have exactly the same probability of occurring as our initial outcome, BBBWW. That’s why 
we need to answer the question of how many ways (different orders) there are for us to

5!choose three black beans in five draws. Using the formula, there are------ :-----= 10 ways;
(5 —3)!3!

10  x 3.456% = 34.56%, the answer we computed above.

Expected Value and Variance of a Binomial Random Variable

For a given series of n trials, the expected number of successes, or E(X), is given by the 
following formula:

expected value of X = E(X) = np

The intuition is straightforward; if we perform n trials and the probability of success on 
each trial is p , we expect np successes.

The variance of a binomial random variable is given by:

variance of X = np(l -  p) = npq

© P rofessor’s Note: q = 1 — p  is th e p robab ility  tha t th e ev en t w i l l  f a i l  to o ccu r  in 
a sin gle tr ia l (i.e., th e p robab ility  o f  fa ilu re).
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Example: Expected value of a binomial random variable

Based on empirical data, the probability that the Dow Jones Industrial Average (DJIA) 
will increase on any given day has been determined to equal 0.67. Assuming the only 
other outcome is that it decreases, we can state p(UP) = 0.67 and p(DOWN) = 0.33. 
Further, assume that movements in the DJIA are independent (i.e., an increase in one day 
is independent of what happened on another day).

Using the information provided, compute the expected value of the number of up days in 
a 5-day period.

Answer:

Using binomial terminology, we define success as UP, so p = 0.67. Note that the definition 
of success is critical to any binomial problem.

E(X | n = 5, p = 0.67) = (5)(0.67) = 3.35

Recall that the “|” symbol means given. Hence, the preceding statement is read as: the 
expected value of X given that n = 5, and the probability of success = 67% is 3.35.

Using the equation for the variance of a binomial distribution, we find the variance of A 
to be:

Var(X) = np(l -  p) = 5(0.67)(0.33) = 1.106

We should note that since the binomial distribution is a discrete distribution, the result 
X = 3.35 is not possible. However, if we were to record the results of many 5-day periods, 
the average number of up days (successes) would converge to 3.35.

Binomial distributions are used extensively in the investment world where outcomes are 
typically seen as successes or failures. In general, if the price of a security goes up, it is 
viewed as a success. If the price of a security goes down, it is a failure. In this context, 
binomial distributions are often used to create models to aid in the process of asset 
valuation.

P rofessor’s Note: We w il l  exam ine b in om ia l trees fo r  stock option va luation  in 
Book 4.
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The Poisson D istribution

The Poisson distribution is another discrete probability distribution with a number of real- 
world applications. For example, the number of defects per batch in a production process or 
the number of calls per hour arriving at the 911 emergency switchboard are discrete random 
variables that follow a Poisson distribution.

While the Poisson random variable X refers to the number o f  successes p e r  unit, the parameter 
lambda (X) refers to the average or expected num ber o f  successes p e r  unit. The mathematical 
expression for the Poisson distribution for obtaining X successes, given that X successes are 
expected, is:

P(X = x) = xxe- x

An interesting feature of the Poisson distribution is that both its mean and variance are 
equal to the parameter, X.

Example: Using the Poisson distribution (1)

On average, the 911 emergency switchboards receive 0.1 incoming calls per second. What 
is the probability that in a given minute exactly 5 .0  phone calls will be received, assuming 
the arrival of calls follows a Poisson distribution?

Answer:

We first need to convert the seconds into minutes. Note that X, the expected number of 
calls per minute, is (0.1)(60) = 6.0. Hence:

P(X = 5) =
6 5 e~6

5!
0.1606 = 16.06%

This means that, given the average of 0 .1  incoming calls per second, there is a 16.06% 
chance there will be five incoming phone calls in a minute.

Example: Using the Poisson distribution (2)

Assume there is a 0.01 probability of a patient experiencing severe weight loss as a side 
effect from taking a recently approved drug used to treat heart disease. What is the 
probability that out of 2 0 0  such procedures conducted on different patients, five patients 
will develop this complication? Assume that the number of patients developing the 
complication from the procedure is Poisson-distributed.
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Answer:

Let X = exp ected number of patients developing the complication from the procedure 
= np = (2 0 0 )(0 .0 1 ) = 2

\x -X  2^e~2
P(X = 5) —----------= ----------= 0.036 = 3.6%

x! 5!

This means that given a complication rate of 0.01, there is a 3.6% probability that 5 out 
of every 2 0 0  patients will experience severe weight loss from taking the drug.

The Normal D istribution

The normal distribution is important for many reasons. Many of the random variables that 
are relevant to finance and other professional disciplines follow a normal distribution. In the 
area of investment and portfolio management, the normal distribution plays a central role 
in portfolio theory.

The probability density function for the normal distribution is:

f(x) =
ctV T tt

l[x-p  
21 a

The normal distribution has the following key properties:

• It is completely described by its mean, fi, and variance, a 2, stated as X  ̂N(p, a 2). In 
words, this says that “Xis normally distributed with mean ji and variance a 2.”

• Skewness = 0, meaning the normal distribution is symmetric about its mean, so that 
P(X < p) = P(p < X) = 0.5, and mean = median = mode.

• Kurtosis = 3; this is a measure of how flat the distribution is. Recall that excess kurtosis is 
measured relative to 3, the kurtosis of the normal distribution.

• A linear combination of normally distributed independent random variables is also 
normally distributed.

• The probabilities of outcomes further above and below the mean get smaller and smaller 
but do not go to zero (the tails get very thin but extend infinitely).

Many of these properties are evident from examining the graph of a normal distribution’s
probability density function as illustrated in Figure 2.
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Figure 2: Normal Distribution Probability Density Function

The normal curve is symmetrical. 
The two halves are identical.

A confidence interval is a range of values around the expected outcome within which we 
expect the actual outcome to be some specified percentage of the time. A 95% confidence 
interval is a range that we expect the random variable to be in 95% of the time. For a 
normal distribution, this interval is based on the expected value (sometimes called a point 
estimate) of the random variable and on its variability, which we measure with standard 
deviation.

Confidence intervals for a normal distribution are illustrated in Figure 3. For any normally 
distributed random variable, 6 8 % of the outcomes are within one standard deviation of the 
expected value (mean), and approximately 95% of the outcomes are within two standard 
deviations of the expected value.

Figure 3: Confidence Intervals for a Normal Distribution

Probability

In practice, we will not know the actual values for the mean and standard deviation of the 
distribution, but will have estimated them as X and s. The three confidence intervals of 
most interest are given by:

• The 90% confidence interval for X is X — 1.65s to X + 1.65s.
• The 95% confidence interval for X is X — 1.96s to X + 1.96s.
• The 99% confidence interval for X is X -  2.58s to X + 2.58s.
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Example: Confidence intervals

The average return of a mutual fund is 10.5% per year and the standard deviation of 
annual returns is 18%. If returns are approximately normal, what is the 95% confidence 
interval for the mutual fund return next year?

Answer:

Here p  and er are 10.5% and 18%, respectively. Thus, the 95% confidence interval for the 
return, R, is:

10.5 ± 1.96(18) = -24.78% to 45.78%

Symbolically, this result can be expressed as:

P(-24.78 < R < 45.78) = 0.95 or 95%

The interpretation is that the annual return is expected to be within this interval 95% of 
the time, or 95 out of 10 0  years.

The Standard Normal Distribution

A standard normal distribution (i.e., ^-distribution) is a normal distribution that has been 
standardized so it has a mean of zero and a standard deviation of 1 [i.e., N-(0,1)]. To 
standardize an observation from a given normal distribution, the z-value of the observation 
must be calculated. The z-value represents the number of standard deviations a given 
observation is from the population mean. Standardization is the process of converting 
an observed value for a random variable to its z-value. The following formula is used to 
standardize a random variable:

_  observation — population mean x — |i 
standard deviation ct

Professor’s Note: The term  z -va lu e w il l  be u sed  f o r  a standard iz ed  observa tion  
in this topic. The term s z-score a n d  z-sta tistic are also com m on ly used.
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Example: Standardizing a random variable (calculating z-values)

Assume the annual earnings per share (EPS) for a population of firms are normally 
distributed with a mean of $ 6  and a standard deviation of $2 .

What are the z-values for EPS of $2 and $8 ?

Answer:

If EPS = x = $8 , then z = (x — p) / a  = ($8 — $6 ) / $2 = +1 

If EPS = x = $2, then z = (x — p) / a  = ($2 — $6 ) / $2 = —2

Here, z = +1 indicates that an EPS of $8  is one standard deviation above the mean, and 
z = —2 means that an EPS of $2 is two standard deviations below the mean.

Calculating Probabilities Using z- Values

Now we will show how to use standardized values (z-values) and a table of probabilities for 
Z  to determine probabilities. A portion of a table of the cumulative distribution function 
for a standard normal distribution is shown in Figure 4. We will refer to this table as the 
z-table, as it contains values generated using the cumulative density function for a standard 
normal distribution, denoted by F(Z). Thus, the values in the z-table are the probabilities 
of observing a z-value that is less than a given value, z [i.e., P(Z < z)]. The numbers in the 
first column are z-values that have only one decimal place. The columns to the right supply 
probabilities for z-values with two decimal places.

Note that the z-table in Figure 4 only provides probabilities for positive z-values. This is 
not a problem because we know from the symmetry of the standard normal distribution 
that F(-Z) = 1 -  F(Z). The tables in the back of many texts actually provide probabilities 
for negative z-values, but we will work with only the positive portion of the table because 
this may be all you get on the exam. In Figure 4, we can find the probability that a standard 
normal random variable will be less than 1 .6 6 , for example. The table value is 95.15%. The 
probability that the random variable will be less than - 1 . 66  is simply 1 — 0.9515 = 0.0485 = 
4.85%, which is also the probability that the variable will be greater than +1 .6 6 .
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Figure 4: Cumulative Probabilities for a Standard Normal Distribution

CDF Values fo r the Standard Normal Distribution: The z-Table
z .00 .01 .02 .03 .04 .05 .06 .07 .08 .09

0.0 .5000 .5040 .5080 .5120 .5160 .5199 .5239 .5279 .5319 .5359
0.1 .5398 .5438 .5478 .5517 .5557 .5596 .5636 .5675 .5714 .5753
0.2 .5793 .5832 .5871 .5910 .5948 .5987 .6026 .6064 .6103 .6141
0.5 .6915 Please note that several of the rows have been deleted to save space.*
1.2 .8849 .8869 .8888 .8907 .8925 .8944 .8962 .8980 .8997 .9015
1.6 .9452 .9463 .9474 .9484 .9495 .9505 .9515 .9525 .9535 .9545
1.8 .9641 .9649 .9656 .9664 .9671 .9678 .9686 .9693 .9699 .9706
1.9 .9713 .9719 .9726 .9732 .9738 .9744 .9750 .9756 .9761 .9767
2.0 .9772 .9778 .9783 .9788 .9793 .9798 .9803 .9808 .9812 .9817
2.5 .9938 .9940 .9941 .9943 .9945 .9946 .9948 .9949 .9951 .9952
3.0 .9987 .9987 .9987 .9988 .9988 .9989 .9989 .9989 .9990 .9990

*A complete cumulative standard normal table is included in the Appendix.

Professor’s Note: When you  use the standard  norm al probab ilities , y o u  have 
fo rm u la ted  th e p rob lem  in term s o f  standa rd  d ev ia tion s fr om  the mean. 
C onsider a secu r ity  w ith  returns tha t a re approx im ately normal, an expected  
return  o f  10%, a n d  standard  d ev ia tion  o f  returns o f  12%. The p robab ility  
o f  returns g r ea ter  than 30%  is ca lcu la ted  based on th e num ber o f  standard  
d ev ia tion s tha t 30% is above th e ex p ected  return o f  10%. 30%  is 20% above 
th e expected  return o f  10%, w h ich  is 2 0 1 12 = 1.67 standard  d ev ia tion s 
above the mean. We look up the p robab ility  o f  returns less than 1.67 standard  
d ev ia tion s above the m ean (0.9525 o r  95.25%  from  F igure 4) a n d  ca lcu la te 
th e p robab ility  o f  returns m ore than 1.67 standard  d evia tion s above th e m ean 
as 1 -  0.9525 = 4.75%.

Example: Using the z-table (1)

Considering again EPS distributed with p = $ 6  and a = $2, what is the probability that 
EPS will be $9.70 or more?

Answer:

Here we want to know P(EPS > $9.70), which is the area under the curve to the right of 
the z-value corresponding to EPS = $9.70 (see the distribution below).

The z-value for EPS = $9-70 is:

, = ( x - r i  = (9 .7 0 -6 )  = 1 8 ;  
a  2

That is, $9.70 is 1.85 standard deviations above the mean EPS value of $6 .
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Example: Using the z-table (2)

Using the distribution of EPS with p = $6  and a = $2 again, what percent of the observed 
EPS values are likely to be less than $4.10?

Answer:

As shown graphically in the distribution below, we want to know P(EPS < $4.10). This 
requires a 2 -step approach like the one taken in the preceding example.

First, the corresponding z-value must be determined as follows:

($ 4 .1 0 -$ 6 )
2

-0 .95 ,

So $4.10 is 0.95 standard deviations below the mean of $6.00.

Now, from the z-table for negative values in the back of this book, we find that F(—0.95) = 
0.1711, or 17.11%.
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The Lognormal D istribution

The lognormal distribution is generated by the function ex, where x is normally distributed. 
Since the natural logarithm, In, of ex is x, the logarithms of lognormally distributed random 
variables are normally distributed, thus the name.

The probability density function for the lognormal distribution is:

11 lnx—pi"

f(x) = ----^ = e  CT >
xav 2  it

Figure 5 illustrates the differences between a normal distribution and a lognormal 
distribution.

Figure 5: Normal vs. Lognormal Distributions

Normal Distribution Lognormal Distribution

In Figure 5, we can see that:

• The lognormal distribution is skewed to the right.
• The lognormal distribution is bounded from below by zero so that it is useful for 

modeling asset prices which never take negative values.

If we used a normal distribution of returns to model asset prices over time, we would admit 
the possibility of returns less than —1 0 0 %, which would admit the possibility of asset prices

©2015 Kaplan, Inc. Page 65



less than zero. Using a lognormal distribution to model p rice relatives avoids this problem.
A price relative is just the end-of-period price of the asset divided by the beginning price 
(Sj/Sq) and is equal to (1 + the holding period return). To get the end-of-period asset price, 
we can simply multiply the price relative times the beginning-of-period asset price. Since a 
lognormal distribution takes a minimum value of zero, end-of-period asset prices cannot be 
less than zero. A price relative of zero corresponds to a holding period return of—100% (i.e., 
the asset price has gone to zero).

Topic 17
Cross Reference to GARP Assigned Reading -  Miller, Chapter 4

The Central Limit Theorem

LO 17.2: Apply the Central Limit Theorem.

LO 17-3: Describe the properties of independent and identically distributed (i.i.d.) 
random variables.

The central limit theorem states that for simple random samples of size n from a population  
with a mean p and a finite variance a 2, the sampling distribution of the sample mean x

2
approaches a normal probability distribution with mean p and variance equal to —  as

n
the sample size becomes large. This is possible because, when the sample size is large, the 
sums of independent and identically distributed (i.i.d.) random variables (the individual 
items drawn for the sample) will be normally distributed.

The central limit theorem is extremely useful because the normal distribution is relatively 
easy to apply to hypothesis testing and to the construction of confidence intervals. Specific 
inferences about the population mean can be made from the sample mean, regardless o f  
the populations distribution, as long as the sample size is “sufficiently large,” which usually 
means n > 30.

Important properties o f  the central lim it theorem  include the following:

• If the sample size n is sufficiently large (n > 30), the sampling distribution of the sample 
means will be approximately normal. Remember what’s going on here: random samples 
of size n are repeatedly being taken from an overall larger population. Each of these 
random samples has its own mean, which is itself a random variable, and this set of 
sample means has a distribution that is approximately normal.

• The mean of the population, p, and the mean of the distribution of all possible sample 
means are equal. •

• The variance of the distribution of sample means is — , the population variance divided
by the sample size. n

Student’s ^-Distribution

Student’s ^-distribution, or simply the t-distribution, is a bell-shaped probability 
distribution that is symmetrical about its mean. It is the appropriate distribution to use 
when constructing confidence intervals based on small samples (n < 30) from populations 
with unknown variance and a normal, or approximately normal, distribution. It may also 
be appropriate to use the r-distribution when the population variance is unknown and the
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sample size is large enough that the central limit theorem will assure that the sampling 
distribution is approximately normal.

Student’s t-distribution has the following properties:

• It is symmetrical.
• It is defined by a single parameter, the degrees of freedom (df), where the degrees of 

freedom are equal to the number of sample observations minus 1 , n -  1 , for sample 
means.

• It has more probability in the tails (fatter tails) than the normal distribution.
• As the degrees of freedom (the sample size) gets larger, the shape of the t-distribution 

more closely approaches a standard normal distribution.

When compared to the norm al distribution, the t-distribution is flatter with more area under 
the tails (i.e., it has fatter tails). As the degrees of freedom for the t-distribution increase, 
however, its shape approaches that of the normal distribution.

The degrees of freedom for tests based on sample means are n -  1 because, given the mean, 
only n -  1 observations can be unique.

The table in Figure 6  contains one-tailed critical values for the t-distribution at the 0.05 
and 0.025 levels of significance with various degrees of freedom (df). Note that, unlike the 
stable, the t-values are contained within the table and the probabilities are located at the 
column headings. Also note that the level of significance of a t-test corresponds to the one- 
ta iled  probabilities,p , that head the columns in the t-table.

Figure 6: Table of Critical t- Values

One- Tailed Probabilities, p
d f p  = 0.05 p  = 0.025
5 2.015 2.571
10 1.812 2.228
15 1.753 2.131
20 1.725 2.086
25 1.708 2.060
30 1.697 2.042
40 1.684 2.021

50 1.676 2.009
60 1.671 2. 000

70 1.667 1.994
80 1.664 1.990
90 1.662 1.987
100 1.660 1.984
120 1.658 1.980
OO 1.645 1.960

Figure 7 illustrates the different shapes of the t-distribution associated with different degrees 
of freedom. The tendency is for the t-distribution to look more and more like the normal
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distribution as the degrees of freedom increase. Practically speaking, the greater the degrees 
of freedom, the greater the percentage of observations near the center of the distribution 
and the lower the percentage of observations in the tails, which are thinner as degrees of 
freedom increase. This means that confidence intervals for a random variable that follows a 
t-distribution must be wider (narrower) when the degrees of freedom are less (more) for a 
given significance level.

Topic 17
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Figure 7: t-Distributions for Different Degrees of Freedom (df)

The Chi-Squared D istribution

As you will see in the next topic, hypothesis testing of the population variance requires the 
use of a chi-squared distributed test statistic, denoted \ 2. The chi-square distribution is 
asymmetrical, bounded below by zero, and approaches the normal distribution in shape as 
the degrees of freedom increase.

Figure 8: Chi-Squared Distribution

The chi-squared test statistic, \ 2, with n — 1 degrees of freedom, is computed as:

2 ( n - l ) s 2
X n - l  =

CT0

where:
n = sample size
s2 = sample variance

Op = hypothesized value for the population variance
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The chi-squared test compares the test statistic to a critical chi-squared value at a given level 
of significance to determine whether to reject or fail to reject a null hypothesis. Note that 
since the chi-squared distribution is bounded below by zero, chi-squared values cannot be 
negative.

The /'-Distribution

As you will also see in the next topic, the hypotheses concerned with the equality of the 
variances of two populations are tested with an /-distributed test statistic. Hypothesis 
testing using a test statistic that follows an /-distribution is referred to as the /-test. The 
/-test is used under the assumption that the populations from which samples are drawn are 
normally distributed and that the samples are independent.

The test statistic for the /-test is the ratio of the sample variances. The /-statistic is 
computed as:

where:
Sj = variance of the sample of rq observations drawn from Population 1 
s2 = variance of the sample of n2 observations drawn from Population 2

An /-distribution is presented in Figure 9. As indicated, the /-distribution is right- 
skewed and is truncated at zero on the left-hand side. The shape of the /-distribution is 
determined by two separate degrees o f  freedom , the numerator degrees of freedom, dfr, and 
the denominator degrees of freedom, dfr.

Note that nj -  1 and n2 — 1 are the degrees of freedom used to identify the appropriate 
critical value from the /-table (provided in the Appendix).

Some additional properties of the /-distribution include the following:

• The /-distribution approaches the normal distribution as the number of observations 
increases (just as with the ^-distribution and chi-squared distribution).

• A random variable’s r-value squared (/) with n — 1 degrees of freedom is /-distributed 
with 1 degree of freedom in the numerator and n — 1 degrees of freedom in the 
denominator.

• There exists a relationship between the /- and chi-squared distributions such that:

# of observations in numerator

as the # of observations in denominator —* oo
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Figure 9: -F-Distribution

numerator dfi = 10 , denominator df2 = 10

LO 17.4: Describe a mixture distribution and explain the creation and 
characteristics of mixture distributions.

The distributions discussed in this topic, as well as others, can be combined to create 
unique probability density functions. It may be helpful to create a new distribution if the 
underlying data you are working with does not currently fit a predetermined distribution.
In this case, a newly created distribution may assist with explaining the relevant data.

To illustrate a mixture distribution, suppose that the returns of a stock follow a normal 
distribution with low volatility 75% of the time and high volatility 25% of the time. Here 
we have two normal distributions with the same mean, but different risk levels. To create 
a mixture distribution from these scenarios, we randomly choose either the low or high 
volatility distribution, placing a 75% probability on selecting the low volatility distribution. 
We then generate a random return from the selected distribution. By repeating this process 
several times, we will create a probability distribution that reflects both levels of volatility.

Mixture distributions contain elements of both parametric and nonparametric distributions. 
The distributions used as inputs (i.e., the component distributions) are parametric, 
while the weights of each distribution within the mixture are nonparametric. The more 
component distributions used as inputs, the more closely the mixture distribution will 
follow the actual data. However, more component distributions will make it difficult to 
draw conclusions given that the newly created distribution will be very specific to the data.

By mixing distributions, it is easy to see how we can alter skewness and kurtosis of the 
component distributions. Skewness can be changed by combining distributions with 
different means, and kurtosis can be changed by combining distributions with different 
variances. Also, by combining distributions that have significantly different means, we can 
create a mixture distribution with multiple modes (e.g., a bimodal distribution).

Creating a more robust distribution is clearly beneficial to risk managers. Different levels 
of skew and/or kurtosis can reveal extreme events that were previously difficult to identify. 
By creating these mixture distributions, we can improve risk models by incorporating the 
potential for low-frequency, high-severity events.
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Key Concepts

LO 17.1

A continuous uniform distribution is one where the probability of X occurring in a possible 
range is the length of the range relative to the total of all possible values. Letting a and b be 
the lower and upper limit of the uniform distribution, respectively, then for: a < < x2 < b,

r(x,<x<x2) - L p i d
(b - a )

The binomial distribution is a discrete probability distribution for a random variable,
X, that has one of two possible outcomes, success or failure. The probability of a specific 
number of successes in n independent binomial trials is:

P(x) = P(X = x) = — —— - px (l — p)n_X 
(n — x)!x!

where p = the probability of success in a given trial

The Poisson random variable X refers to a specific number of successes per unit. The 
probability for obtaining ̂ successes, given a Poisson distribution with parameter X is:

P(X = x) =
Xxe~X

x!

The normal probability distribution has the following characteristics:

• The normal curve is symmetrical and bell-shaped with a single peak at the exact center 
of the distribution.

• Mean = median = mode, and all are in the exact center of the distribution.
• The normal distribution can be completely defined by its mean and standard deviation 

because the skew is always zero and kurtosis is always three.

A lognormal distribution exists for random variable Y, when Y = ex, and X  is normally 
distributed.

The r-distribution is similar, but not identical, to the normal distribution in shape—it is 
defined by the degrees of freedom, has a lower peak, and has fatter tails. The t-distribution 
is used to construct confidence intervals for the population mean when the population 
variance is not known.

Degrees of freedom for the r-distribution is equal to n -  1 ; Student’s r-distribution is closer 
to the normal distribution when d f  is greater, and confidence intervals are narrower when df 
is greater.

The chi-squared distribution is asymmetrical, bounded below by zero, and approaches the 
normal distribution in shape as the degrees of freedom increase.

©2015 Kaplan, Inc. Page 71



Topic 17
Cross Reference to GARP Assigned Reading — Miller, Chapter 4

The T-distribution is right-skewed and is truncated at zero on the left-hand side. The shape 
of the T-distribution is determined by two separate degrees of freedom.

LO 17.2

The central limit theorem states that for a population with a mean p and a finite variance 
cr2, the sampling distribution of the sample mean of all possible samples of size n will be 
approximately normally distributed with a mean equal to p and a variance equal to a 2In.

LO 17.3

When a sample size is large, the sums of independent and identically distributed (i.i.d.) 
random variables will be normally distributed.

LO 17.4

Mixture distributions combine the concepts of parametric and nonparametric distributions. 
The component distributions used as inputs are parametric while the weights of each 
distribution within the mixture are based on historical data, which is nonparametric.
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Concept Checkers

1 . Which of the following statements about the ^-distribution and chi-squared
distribution is least accurate? Both distributions:
A. are asymmetrical.
B. are bound by zero on the left.
C. are defined by degrees of freedom.
D. have means that are less than their standard deviations.

2. The probability that a standard normally distributed random variable will be more 
than two standard deviations above its mean is:
A. 0.0217.
B. 0.0228.
C. 0.4772.
D. 0.9772.

3. If 5% of the cars coming off the assembly line have some defect in them, what is the
probability that out of three cars chosen at random, exacdy one car will be defective? 
Assume that the number of defective cars has a Poisson distribution.
A. 0.129.
B. 0.135.
C. 0.151.
D. 0.174.

4. A recent study indicated that 60% of all businesses have a fax machine. Assuming a 
binomial probability distribution, what is the probability that exactly four businesses 
will have a fax machine in a random selection of six businesses?
A. 0.138.
B. 0.276.
C. 0.311.
D. 0.324.

5. What is the probability of an outcome being between 15 and 25 for a random
variable that follows a continuous uniform distribution over the range of 12  to 28?
A. 0.509.
B. 0.625.
C. 1 .0 0 0 .
D. 1.600.
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Concept Checker Answers

1. D There is no consistent relationship between the mean and standard deviation of the chi-
squared distribution or '̂-distribution.

2. B 1 -  F(2) = 1 -  0.9772 = 0.0228

3. A The probability of a defective car (p) is 0.05; hence, the probability of a non-defective car
= 1 -  0.05 = 0.95. Assuming a Poisson distribution:

X = np = (3)(0.05) = 0.15

Then,

P(X = 1) = —  
x!

( o . i s jV 0-15
1 !

0.129106

4. C Success = having a fax machine:

[6 ! / 4!(6 -  4)!](0.6)4(0A)6~4 = 15(0.1296)(0.16) = 0.311

5. B Since a = 12 and b = 28:

P(15 < X < 25) <“ ^ >  =  15 =  0.625
(28-12) 16
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Bayesian A nalysis

Topic 18

Exam Focus

Bayes’ theorem is used to update a given set of prior probabilities for a given event in 
response to the arrival of new information. Updating a prior probability of an event requires 
knowledge of both conditional and unconditional probabilities. For the exam, be prepared to 
calculate updated probabilities when applying Bayesian analysis based on the probability of 
conditional and unconditional events occurring. Also, be prepared to contrast the Bayesian 
approach with the frequentist approach.

Bayes’ Theorem

LO 18.1: Describe Bayes’ theorem and apply this theorem in the calculation of 
conditional probabilities.

Bayesian analysis is applied in numerous disciplines and is growing in interest in finance and 
risk management. The foundation of Bayesian analysis is Bayes’ theorem. Bayes’ theorem 
for two random variables A and B is defined as follows:

P(B | A)xP(A)
P(B)

P(A | B)

For this topic, it is helpful to recall the notation and definitions of conditional, 
unconditional, and joint probabilities. The notation for a conditional probability is 
shown on the left-hand side of the equation, P(A | B). The conditional probability is 
read as the probability of event A occurring, given that event B has already occurred. 
The unconditional probability of event A occurring is noted as P(A). This is an overall 
probability of event A occurring regardless of the outcome of other events.

The numerator of the above equation [P(B | A) x P(A)] is the joint probability of events A 
and B. The joint probability of two events occurring at the same time can also be stated as 
P(AB). Therefore, another way of expressing Bayes’ theorem based on the joint probability 
of both events occurring is shown as follows:

P(A | B)
P(AB)
P(B)
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The joint probability of both events A and B occurring can be determined by the following 
two equations. Notice that it does not matter which event occurred first. The first equation 
is used if event B occurred first and the second equation is used if event A occurred first.

P(AB) = P(A | B) x P(B)
P(AB) = P(B | A) x P(A)

Topic 18
Cross Reference to GARP Assigned Reading — Miller, Chapter 6

Regardless of which unconditional event occurred first, the joint probability of both 
occurring is the same. Thus, these two equations can be combined. Notice that if we divide 
each side of this equation by P(B), we have the first derivation of Bayes’ theorem introduced 
in this topic.

P(A | B) x P(B) = P(B | A) x P(A)

Bayes’ theorem provides a framework for determining the probability of one random 
event occurring given that another random event has already occurred. This is known as a 
conditional probability. The following example illustrates how to determine the probability 
of one bond defaulting given that another bond has already defaulted.

Suppose a bond manager is interested in knowing the probability of Bond A defaulting 
given that Bond B is already in default. Figure 1 provides a probability matrix defining two 
events for both bonds, default and no default. Bonds A and B each have a 12% probability 
of default and an 8 8 % probability of not defaulting. The bottom row of Figure 1 sums the 
total probabilities for Bond A for no default and default as 8 8 % and 12%, respectively. 
Likewise, the last column of Figure 1 sums the total of no default and default for Bond B 
as 8 8 % and 12%, respectively. The joint probability of both bonds defaulting is 4% in this 
example. Similarly, the joint probability of no defaults for either bond is 80%.

Figure 1: Probability Matrix for Bond A and Bond B

Bond, B

Bond A
No Default Default

No Default 80% 8%
Default 8% 4%

88% 12%

88%
12%

100%

Professor’s Note: The two even ts f o r  ea ch  b ond  m ust sum  to 100% (88% + 12% 
= 100%>). Each b on d  w il l  eith er be in a sta te o f  d e fa u lt or no default.

The recent financial crisis beginning in 2007 illustrated that bond defaults are highly 
correlated. If the probabilities of bond defaults were independent, then the probability 
of both bonds defaulting would be calculated as 0.64% (i.e., 8 % x 8 %). However, the 
actual joint probability of both bonds defaulting is much higher at 4%. In addition, the 
joint probability that both bonds do not default is 80%. This probability is higher than 
the probability for two independent events each with an 8 8 % probability of occurring 
(i.e., 8 8 % x 8 8 % = 77.44%).
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As mentioned, an unconditional probability is a random event that is not contingent on 
any additional information or events occurring. The unconditional probability of Bond A 
defaulting is the overall probability of Bond A default given in the example as 12%. In other 
words, there is a 12% probability of Bond A defaulting regardless of the state of Bond B.

The conditional probability of Bond A defaulting given that Bond B is already in default 
is defined by: P(A | B) = P(AB) / P(B). The numerator is the joint probability of both 
defaulting, P(AB) = 4%. The denominator is the unconditional probability of Bond B 
defaulting, P(B). Thus, the conditional probability can be computed as:

P(A | B) =
P(AB)
P(B)

4%
12%

-  or 33.3333% 
3

P rofessor’s Note: I f  tw o even ts are h igh ly  correla ted , the con d ition a l p robab ility  
o f  the ev en t o c cu rr in g  (e.g., B ond  A defau lts g iv en  that B ond  B is in  d efau lt) is 
always h igh er than the u n cond itiona l p robab ility  o f  th e ev en t occu rring.

Now we will look at another example that does not have everything neatly presented in a 
probability matrix.

Example: Bayes’ theorem (1)

Suppose you are an equity analyst for ABC Insurance Company. You manage an equity 
fund of funds and use historical data to categorize the managers as excellent or average. 
Excellent managers are expected to outperform the market 70% of the time. Average 
managers are expected to outperform the market only 50% of the time. Assume that the 
probabilities of managers outperforming the market for any given year is independent of 
their performance in prior years. ABC Insurance Company has found that only 20% of all 
fund managers are excellent managers and the remaining 80% are average managers.

A new fund manager to the portfolio started three years ago and outperformed the market 
all three years. What is the probability that the new manager was an excellent manager 
when she first started managing portfolios three years ago?

Answer:

The last probabilities stated in the problem are the probabilities that a random fund 
manager is either an excellent manager [P(E) = 20%] or an average manager [P(E) =
80%].

The unconditional probability will answer the question related to the new manager (a 
random event occurring given no other information). There was a 2 0 % probability that 
the new manager was an excellent manager when she first joined three years ago.
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Bayesian analysis requires updating prior beliefs based on new information. In the prior 
example, we have new information that the manager outperformed the market three years 
in a row. Therefore, this information will change our prior beliefs regarding the probabilities 
that the manager is either excellent or average. This next example illustrates how Bayesian 
analysis updates prior beliefs based on new information.
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Example: Bayes’ theorem (2)

Using the same information given in the previous example, what are the probabilities that 
the new manager is an excellent or average manager today?

Answer:

To solve this problem, we first summarize the conditional probabilities related to the 
probability of outperforming the market given that the fund manager is either excellent or 
average.

• The probability of an excellent manager outperforming the market is
70% [P(0 | E) = 70%]. The notation is read as the probability that a manager 
outperforms the market given she is an excellent manager equals 70%.

• The probability of an average manager outperforming the market is 50% [P(0 | A) = 
50%].

Next, we need to use Bayes’ theorem to determine the probability that the new manager is 
excellent given that the manager outperformed the market three years in a row.

P ( E | 0 ) = P ( ° ' E I X P ( g >
1 P(O)

The numerator of Bayes’ theorem is the probability that an excellent manager outperforms 
the market three years in a row [P(0 | E) x P(E)]. In other words, it is a joint probability 
of a manager being excellent and outperforming the market three years in a row. The 
manager’s performance each year is independent of the performance in prior years. The 
probability of an excellent manager outperforming the market in any given year was given 
as 70%. Thus, the probability of an excellent manager outperforming the market three 
years in a row is 70% to the third power or 34.3% [P(0 | E) = 0.73 = 0.343].

The denominator of Bayes’ theorem is the unconditional probability of outperforming the 
market for three years in a row [P(O)]. This is calculated by finding the weighted average 
probability of both manager types outperforming the market three years in a row. If there 
is a 2 0 % probability that a manager is excellent, then there is an 80% probability that a 
manager is average. The probabilities of the manager being excellent or average are used as 
the weights of 2 0 % and 80%, respectively.

We are given that excellent managers are expected to outperform the market 70% 
of the time and we just determined that the probability of an excellent manager 
outperforming three years in a row is 34.3%. Similarly, the probability of an average 
manager outperforming the market three years in a row is determined by taking the 50% 
probability to the third power: (0.53 = 0.125).
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With this information, we can solve for the unconditional probability of a random 
manager outperforming the market for three years in a row. This is computed as a 
weighted average of the probabilities of outperforming three years in a row for each type 
of manager:

P(O) = P (0  | E) x P(E) + P (0 | A) x P(A)
= (0.73 x 0 .2 ) + (0.53 x 0 .8 )
= 0.0686 + 0. 1  
= 0.1686

We can now answer the question, “What is the probability that the new manager 
is excellent or average after outperforming the market three years in a row?” by 
incorporating the information required for Bayes’ theorem.

Probability for excellent manager:

P(E | O) P(Q | E) X P(E) 
P(O)

0.343x0.2
0.1686

0.4069 = 40.7%

Probability for average manager:

P(A | O) = P(Q| A)xP(A) 
P(O)

0.125x0.8
0.1686

0.5931 = 59.3%

The fact that the new manager outperformed the market three years in a row increases 
the probability that the new manager is an excellent manager from 2 0 % to 40.7%. The 
probability that the new manager is an average manager goes down from 80% to 5 9 .3 %.

P rofessor’s Note: The d en om ina tor is the sam e f o r  both ca lcu la tion s as it  is the 
un cond itiona l p robab ility  o f  a random  m anager ou tp er fo rm in g the market 
f o r  th ree yea rs in a row. In add ition , th e sum  o f  th e upda ted  p robab ilities 
must st ill equa l 100% (i.e., 40.7%  + 59.3%), because the m anager m ust be 
ex cellen t or average.

Example: Bayes’ theorem (3)

Using the same information given in the previous two examples, what is the probability 
that the new manager will beat the market next year, given that the new manager 
outperformed the market the last three years?
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Answer:

This question is determined by finding the unconditional probability of the new manager 
outperforming the market. However, now we will use 40.7% as the weight for the 
probability that the manager is excellent and 59.3% as the weight for the probability that 
the manager is average:

P(O) = P (0 | E) x P(E) + P (0 | A) x P(A)
= (0.73 x 0.407) + (0.53 x 0.593)
= 0.1396 + 0.0741 
= 0.2137

Thus, the probability that the new manager will outperform the market next year is 
21.37%.

Bayesian A pproach vs. Frequentist A pproach

LO 18.2: Compare the Bayesian approach to the frequentist approach.

The frequentist approach involves drawing conclusions from sample data based on the 
frequency of that data. For example, the approach suggests that the probability of a positive 
event will be 1 0 0 % if the sample data consists of only observations that are positive events. 
The primary difference between the Bayesian approach and the frequentist approach is that 
the Bayesian approach is instead based on a prior belief regarding the probability of an event 
occurring.

In the previous examples, we began under the assumptions that excellent managers 
outperform the market 70% of the time, average managers outperform the market only 
50% of the time, and only 20% of all managers are excellent. The Bayesian approach 
was used to update the probabilities that the new manager is either an excellent manager 
(updated from 2 0 % to 40.7%) or an average manager (updated from 80% to 59.3%).
These updated probabilities were based on the new information that the manager 
outperformed the market three years in a row. Next, under the Bayesian approach, the 
updated probabilities were used to determine the probability that the new manager 
outperforms the market next year. The Bayesian approach determined that there is a 
2 1 .3 7 % probability that the new manager will outperform the market next year.

Conversely, under the frequentist approach there is a 100% probability that the new 
manager outperforms the market next year. There was a sample of three years with the 
manager outperforming the market each year (i.e., 3 out of 3 = 100%). The frequentist 
approach is simply based on the observed frequency of positive events occurring.

Obviously, the frequentist approach is questionable with a small sample size. It is difficult 
to believe that there is no way the new manager can underperform the market next year. 
However, individuals who apply the frequentist approach point out the weakness in relying 
on prior beliefs in the Bayesian approach. The Bayesian approach requires a beginning 
assumption regarding probabilities. In the prior examples, we assumed specific probabilities 
for a manager being excellent or average and specific probabilities related to the probability
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of outperforming the market for each type of manager. These prior assumptions are often 
based on a frequentist approach (i.e., number of events occurring during a sample period) 
or some other subjective analysis.

With small sample sizes, such as three years of historical performance, the Bayesian 
approach is often used in practice. With larger sample sizes, most analysts tend to use the 
frequentist approach. The frequentist approach is also often used because it is easier to 
implement and understand than the Bayesian approach.

Bayes’ Theorem with M ultiple States

LO 18.3: Apply Bayes’ theorem to scenarios with more than two possible 
outcomes.

In prior examples, we assumed there were only two possible outcomes where either a 
manager was excellent or average. Suppose now that we add another possible outcome 
where a manager is below average. The prior belief regarding the probabilities of a manager 
outperforming the market are 80% for an excellent manager, 50% for an average manager, 
and 20% for a below average manager. Furthermore, there is a 15% probability that a 
manager is excellent, a 55% probability that a manager is average, and a 30% probability 
that a manager is below average. These probabilities of manager performance are noted as 
follows:

P(p = 0.8) = 15% 
P(p = 0.5) = 55% 
P(p = 0.2) = 30%

Example: Bayes’ theorem with three outcomes

Suppose a new fund manager outperforms the market two years in a row. Given the 
manager performance probabilities above, how is Bayesian analysis applied to update prior 
expectations regarding the new manager’s ability?

Answer:

The first step is to calculate the probability of each type of manager outperforming the 
market two years in a row, assuming the probability of outperforming the market is 
independent for each year. The probability that an excellent manager outperforms the 
market two years in a row is calculated by multiplying 80% by 80%. Thus, the probability 
that an excellent manager outperforms the market two years in a row is 64%.

P(Q | p = 0.8) = 0.82 = 0.64
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The probability that an average manager outperforms the market two years in a row is
25%.

P (0  | p = 0.5) = 0.52 = 0.25

The probability that a below average manager outperforms the market two years in a row 
is 4%.

P (0  | p = 0 .2 ) = 0 .2 2 = 0.04

Next, we calculate the unconditional probability of a random manager outperforming the 
market two years in a row. Previously, with two possible outcomes, we used a weighted 
average of probabilities to calculate unconditional probabilities. This weighted average 
is now updated to include a third possible outcome for below average managers. The 
weights are based on prior beliefs regarding the probabilities that a manager is excellent 
(15%), average (55%), or below average (30%). The following calculation determines the 
unconditional probability that a manager outperforms the market two years in a row.

P(O) = (15% x 64%) + (55% x 25%) + (30% x 4%) = 0.096 + 0.1375 + 0.012 = 
0.2455

We now use Bayes’ theorem to update our beliefs that the manager is excellent, average, or 
below average, respectively:

0 .8 1 O) =  I P — 0 '8)x P (p  — 0.8) =  0 4 5 4 x 0 .15  =
P(O) 0.2455

r  = 0 5 , r ( g jp _ =  0 .5 )x P (p = 0.5) = 0.25X0.55 =
F ' P(O) 0.2455

p = = P(0|P = 0.2)XP(P = 0.2) = 0.04X0.3 =
P(O) 0.2455

Notice that after the new manager outperforms the market for two consecutive years, the 
probability that the manager is an excellent manager more than doubles from 15% to 
39.1%. The updated probability that the manager is average goes up slightly from 55% 
to 56.01%, and the updated probability that the manager is below average goes down 
significantly from 30% to 4.89%. Notice that the updated probabilities still sum to 100% 
( = 39.1%+ 56.01%+ 4.89%).
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Key Concepts

LO 18.1

Bayes’ theorem is defined for two random variables A and B as follows:

P(A | B)
P(B | A)xP(A)

m

LO 18.2

The primary difference between the Bayesian and frequentist approaches is that the 
Bayesian approach is based on a prior belief regarding the probability of an event occurring, 
while the frequentist approach is based on a number or frequency of events occurring 
during the most recent sample.

LO 18.3

Bayes’ theorem can be extended to include more than two possible outcomes. Given the 
numerous calculations involved when incorporating multiple states, it is helpful to solve 
these types of problems using spreadsheet software.
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Concept Checkers

Use the following information to answer Questions 1 through 3
Suppose a manager for a fund of funds uses historical data to categorize managers as 
excellent or average. Based on historical performance, the probabilities of excellent and 
average managers outperforming the market are 80% and 50%, respectively. Assume that 
the probabilities for managers outperforming the market is independent of their 
performance in prior years. In addition, the fund of funds manager believes that only 15% 
of total fund managers are excellent managers. Assume that a new manager started three 
years ago and beat the market in each of the past three years.

1. Using the Bayesian approach, what is the approximate probability that the new
manager is an excellent manager today?
A. 18.3%.
B. 27.5%.
C. 32.1%.
D. 42.0%.

2. What is the approximate probability that the new manager will outperform the 
market next year using the Bayesian approach?
A. 31.9%.
B. 51.2%.
C. 62.6%.
D. 80.0%.

3. What is the probability that the new manager will outperform the market next year 
using the frequentist approach?
A. 41.9%.
B. 51.2%.
C. 80.0%.
D. 1 0 0 .0 %.

Use the following information to answer Questions 4 and 5
Suppose a pension fund gathers information on portfolio managers to rank their abilities 
as excellent, average, or below average. The analyst for the pension fund forms prior 
beliefs regarding the probabilities of a manager outperforming the market based on 
historical performances of all managers. There is a 10% probability that a manager is 
excellent, a 60% probability that a manager is average, and a 30% probability that a 
manager is below average. In addition, the probabilities of a manager outperforming the 
market are 75% for an excellent manager, 50% for an average manager, and 25% for a 
below average manager. Assume the probability of the manager outperforming the market 
is independent of the prior year performance.

4. What is the probability of a new manager outperforming the market two years in a
row?
A. 18.50%.
B. 22.50%.
C. 37.25%.
D. 56.25%.
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Suppose a new manager just outperformed the market two years in a row. Using 
Bayesian analysis, what is the updated belief or probability that the new manager is 
excellent?
A. 20.0%.
B. 22.5%.
C. 25.0%.
D. 27.5%.
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Concept Checker Answers

1. D Excellent managers are expected to outperform the market 80% of the time. The probability 
of an excellent manager outperforming three years in a row is 0.83 or 51.2%. Similarly, 
the probability of an average manager outperforming the market three years in a row is 
determined by taking the 50% probability to the third power: 0.53 = 0.125.

The probability that the new manager is excellent after beating the market three years in a 
row is determined by the following Bayesian approach:

P(E | O)
P(Q | E) x P(E) 

P(O)

The denominator is the unconditional probability of outperforming the market for three 
years in a row. This is computed as a weighted average of the probabilities of outperforming 
three years in a row for each type of manager.

P(O) =  P(0 IE) x P(E) +  P(0 I A) x P( A)
=  (0.512x0.15) +  (0.125x0.85)
=  0.0768 +  0.10625 
=  0.18305

With this information, we can now apply the Bayesian approach as follows:

= P(Q|E)xP(E) = 0.512X0.15 = 4 ] , 56%
P(O) 0.18305

2. C The probability of the new manager outperforming the market next year is the unconditional 
probability of outperforming the market based on the new probability that the new 
manager is an excellent manager after outperforming the market three years in a row. From 
Question 1, we determined the probability that the new manager is excellent after beating 
the market three years in a row as:

p =  P(Q | E)xP(E) =  0-512x0.15 
P(O) 0.18305

41.956%

The probability that the new manager is average after beating the market three years in a row 
is determined as:

p(A | Q )_  P(Q I A )xP (A ) _  0.125x0,85 
P(O) 0.18305

58.044%

Next, these new probabilities are now used to determine the unconditional probability of 
outperforming the market next year.

P(O) =  P(0 | E) x P(E) +  P(0 | A) x P(A)
=  (0.8 x 0.41956) +  (0.5 x 0.58044)
=  0.3356 +  0.2902 
=  0.6258 or 62.58%
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3. D The frequentist approach determines the probability based on the outperformance for the
most recent sample size. In this example, there are only three years of data and the new 
manager outperformed the market every year. Thus, there is a 100% probability under this 
approach (3 out of 3) that the new manager will outperform the market next year.

4. B To answer this question, you need to determine the unconditional probability of
outperforming the market two years in a row. The first step is to calculate the probability of 
each type of manager outperforming the market two years in a row.

The probability that an excellent manager outperforms the market two years in a row is:

PfO | p = 0.75) = 0.752 = 0.5625

The probability that an average manager outperforms the market two years in a row is:

P(0 | p = 0.5) = 0.52 = 0.25

The probability that a below average manager outperforms the market two years in a row is:

P(0 | p = 0.25) = 0.252 = 0.0625

Next, calculate the unconditional probability that a new manager outperforms the market 
two years in a row based on prior expectations or beliefs:

PfO) = (10% x 56.25%) + (60% x 25%) + (30% x 6.25%) = 0.05625 + 0.15 + 0.01875 = 
0.225 or 22.5%

5. C From Question 4, we know the unconditional probability that a new manager outperforms
the market two years in a row based on prior expectations or beliefs is:

PfO) = (10% x 56.25%) + (60% x 25%) + (30% x 6.25%) = 0.05625 + 0.15 + 0.01875 = 
0.225 or 22.5%

With this information, we can apply Bayes’ theorem to update our beliefs that the manager is 
excellent:

= 0  7 5 , 0 )  = P(O|p = Q.75)xP(p = 0.75) = 0.5625X0.1 =
PfO) 0.225
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Hypothesis Testing and C onfidence 
Intervals

Topic 19

Exam Focus

This topic provides insight into how risk managers make portfolio decisions on the basis of 
statistical analysis of samples of investment returns or other random economic and financial 
variables. We first focus on the estimation of sample statistics and the construction of 
confidence intervals for population parameters based on sample statistics. We then discuss 
hypothesis testing procedures used to conduct tests concerned with population means and 
population variances. Specific tests reviewed include the z-test and the r-test. For the exam, 
you should be able to construct and interpret a confidence interval and know when and how 
to apply each of the test statistics discussed when conducting hypothesis testing.

A pplied Statistics

In many real-world statistics applications, it is impractical (or impossible) to study an entire 
population. When this is the case, a subgroup of the population, called a sample, can be 
evaluated. Based upon this sample, the parameters of the underlying population can be 
estimated.

For example, rather than attempting to measure the performance of the U.S. stock market 
by observing the performance of all 10,000 or so stocks trading in the United States at any 
one time, the performance of the subgroup of 500 stocks in the S&P 500 can be measured. 
The results of the statistical analysis of this sample can then be used to draw conclusions 
about the entire population of U.S. stocks.

Simple random sampling is a method of selecting a sample in such a way that each item 
or person in the population being studied has the same likelihood of being included in the 
sample. As an example of simple random sampling, assume you want to draw a sample 
of five items out of a group of 50 items. This can be accomplished by numbering each of 
the 50 items, placing them in a hat, and shaking the hat. Next, one number can be drawn 
randomly from the hat. Repeating this process (experiment) four more times results in a 
set of five numbers. The five drawn numbers (items) comprise a simple random sample 
from the population. In applications like this one, a random-number table or a computer 
random-number generator is often used to create the sample. Another way to form an 
approximately random sample is systematic sampling, selecting every rath member from a 
population.

Sampling error is the difference between a sample statistic (the mean, variance, or standard 
deviation of the sample) and its corresponding population parameter (the true mean, 
variance, or standard deviation of the population). For example, the sampling error for the 
mean is as follows:

sampling error of the mean = sample mean -  population mean = x — p
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It is important to recognize that the sample statistic itself is a random variable and, 
therefore, has a probability distribution. The sampling distribution of the sample statistic is 
a probability distribution of all possible sample statistics computed from a set of equal-size 
samples that were randomly drawn from the same population. Think of it as the probability 
distribution of a statistic from many samples.

For example, suppose a random sample of 100 bonds is selected from a population of 
a major municipal bond index consisting of 1 , 0 0 0  bonds, and then the mean return 
of the 100-bond sample is calculated. Repeating this process many times will result in 
many different estimates of the population mean return (i.e., one for each sample). The 
distribution of these estimates of the mean is the sampling distribution o f  the mean. It is 
important to note that this sampling distribution is distinct from the distribution of the 
actual prices of the 1 , 0 0 0  bonds in the underlying population and will have different 
parameters.

To illustrate the mean of the sample average, suppose we have selected two independent 
and identically distributed (i.i.d.) variables at random, X, and X2, from a population. Since 
these two variables are i.i.d., the mean and variance for both observations will be the same, 
respectively.

Recall from Topic 16, the mean of the sum of two random variables is equal to:

E (X i  + X 2) — Px+M-X—2Fx

Thus, the mean of the sample average, E(X) , will be equal to:

% + x2' _  2M-X _ Fx

More generally, we can say that for n observations:

E(X) = p*

By applying the properties of variance for the sums of independent random variables, we 
can also calculate the variance of the sample average. Recall, that for independent variables, 
the covariance term in the variance equation will equal zero. For two observations, the 
variance of the sum of two random variables will equal:

Var(Xj + X2) = 2ct̂
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Thus, when applying the following variance property: 

VarCaXi + cX2) = a2 X Var(Xj) + c2 X Var(X2)

and assuming a and c  are equal to 0.5, the variance of the sample average, Var(X), will be

CT2 -  CT2equal to . In more general terms, Var(X) = — for n observations, and the standard 
2  n

deviation of the sample average is equal to —̂  . This standard deviation measure is known
Vn

as the standard error.

These properties help define the distributional characteristics of the sample distribution of 
the mean and allow us to make assumptions about the distribution when the sample size is 
large.

LO 19.1: Calculate and interpret the sample mean and sample variance.

Population and Sample M ean

Recall from Topic 16, that in order to compute the population mean, all the observed 
values in the population are summed (EX) and divided by the number of observations in 
the population, N.

N

,, — i—1

The sample mean is the sum of all the values in a sample of a population, EX, divided 
by the number of observations in the sample, n. It is used to make inferences about the 
population mean.

n

E * i
x  = ^ l —

n

Population and Sample Variance

Dispersion is defined as the variability around the central tendency. The common theme in 
finance and investments is the tradeoff between reward and variability, where the central 
tendency is the measure of the reward and dispersion is a measure of risk.

Page 90 ©2015 Kaplan, Inc.



Topic 19
Cross Reference to GARP Assigned Reading — Miller, Chapter 7

The population variance is defined as the average of the squared deviations from the 
mean. The population variance (a2) uses the values for all members of a population and is 
calculated using the following formula:

N
E(Xi-p)2
i=l

N

Example: Population variance, cr2

Assume the following 5-year annualized total returns represent all of the managers at a 
small investment firm (30%, 12%, 25%, 20%, 23%). What is the population variance of 
these returns?

Answer:

[30 + 12 + 25 + 20 + 23] „„n/
u = 1 1  = 2 2 %

5

[(30 -  22)2 + (12 -  22)2 + (25 -  22)2 + (20 -  22)2 + (23 -  22)2] 
cr2 = ---------------------------------------- ----------------------------------------- ± = 35.60 (%2)

Interpreting this result, we can say that the average variation from the mean return is 
35.60% squared. Had we done the calculation using decimals instead of whole percents, 
the variance would be 0.00356.

A major problem with using the variance is the difficulty of interpreting it. The computed 
variance, unlike the mean, is in terms of squared units of measurement. How does one 
interpret squared percents, squared dollars, or squared yen? This problem is mitigated 
through the use of the standard deviation. The population standard deviation, a, is the 
square root of the population variance and is calculated as follows:

H

N
E (x-ix )2
i=i

N

Example: Population standard deviation, a

Using the data from the preceding example, compute the population standard deviation.
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Answer:

1(30-2 2 )2 + (12-2 2 )2 + (25 -2 2 )2 + (20-2 2 )2 + (23-2 2 )2
H ------------------------------------------- 5-------------------------------------------

= V35.60 = 5.97%

Calculated with decimals instead of whole percents, we would get: 

a 2 = 0.00356 and o = ^0.00356 = 0.05966 = 5.97%

Since the population standard deviation and population mean are both expressed in the 
same units (percent), these values are easy to relate. The outcome of this example indicates 
that the mean return is 22% and the standard deviation about the mean is 5.97%.

The sample variance, r2, is the measure of dispersion that applies when we are evaluating 
a sample of n observations from a population. The sample variance is calculated using the 
following formula:

E ( X i - X )2
,2 _ j = l __________

n — 1

The most noteworthy difference from the formula for population variance is that the 
denominator for s2 is n -  1, one less than the sample size n, where a 2 uses the entire 
population size N. Another difference is the use of the sample mean, X , instead of the 
population mean, p. Based on the mathematical theory behind statistical procedures, 
the use of the entire number of sample observations, n, instead of n -  1 as the divisor in 
the computation of s2, will systematically underestimate the population parameter, a 2, 
particularly for small sample sizes. This systematic underestimation causes the sample 
variance to be what is referred to as a biased estimator of the population variance. Using 
n -  1 instead of n in the denominator, however, improves the statistical properties of s2 
as an estimator of cr2. Thus, s2, as expressed in the equation above, is considered to be an 
unbiased estimator of cr2.

Example: Sample variance

Assume that the 5-year annualized total returns for the five investment managers used 
in the preceding examples represent only a sample of the managers at a large investment 
firm. What is the sample variance of these returns?
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Answer:

— _  [30 +12 + 25 + 20 + 23] _  22%

(30 -  22)2 + (12 -  22)2 + (25 -  22)2 + (20 -  22)2 + (23 -  22)2

5 -1

Thus, the sample variance of 44.5(%2) can be interpreted to be an unbiased estimator 
of the population variance. Note that 44.5 “percent squared” is 0.00445 and you will 
get this value if you put the percent returns in decimal form [e.g., (0.30 — 0.22)2, and so 
forth.].

As with the population standard deviation, the sample standard deviation can be calculated 
by taking the square root of the sample variance. The sample standard deviation, s, is 
defined as:

s
E(xi- x )2
i=i

n —1

Example: Sample standard deviation

Compute the sample standard deviation based on the result of the preceding example. 

Answer:

Since the sample variance for the preceding example was computed to be 44.5 (%2), the 
sample standard deviation is:

s = [44.5(%2)]1/2 = 6.67% or Vo.00445 = 0.0667

The results shown here mean that the sample standard deviation, s = 6.67%, can be 
interpreted as an unbiased estimator of the population standard deviation, a.

The standard error of the sample mean is the standard deviation of the distribution of the 
sample means.
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When the standard deviation of the population, cr, is known, the standard error of the 
sample mean is calculated as:

CT

where:
Ox = standard error of the sample mean 
a  = standard deviation of the population 
n = size of the sample

Example: Standard error of sample mean (known population variance)

The mean hourly wage for Iowa farm workers is $13.50 with a population standard 
deviation  of $2.90. Calculate and interpret the standard error of the sample mean for a 
sample size of 30.

Answer:

standard deviation, cr, is known, the standard error of the sample 

= $0.53

P rofessor’s Note: On th e TIBAII Plus, th e use o f  the square root key is 
obvious. On th e HP 12C, the square root o f  30 is com pu ted  as:
[30] [g] [ Vx ].

This means that if we were to take all possible samples of size 30 from the Iowa farm 
worker population and prepare a sampling distribution of the sample means, we would 
get a distribution with a mean of $13.50 and standard error of $0.53.

Practically speaking, the popula tions standard deviation is almost never known. Instead, the 
standard error of the sample mean must be estimated by dividing the standard deviation 
of the sample mean by V n :

s

Because the population 
mean is expressed as:

a  _  $2.90
CT* “ A  ~~

Example: Standard error of sample mean (unknown population variance)

Suppose a sample contains the past 30 monthly returns for McCreary, Inc. The mean 
return is 2% and the sample standard deviation is 20%. Calculate and interpret the 
standard error of the sample mean.
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Answer:

Since a  is unknown, the standard error of the sample mean is:

s 20%

V30
3.6%

This implies that if we took all possible samples of size 30 from McCreary’s monthly 
returns and prepared a sampling distribution of the sample means, the mean would be 2 % 
with a standard error of 3.6%.

Example: Standard error of sample mean (unknown population variance)

Continuing with our example, suppose that instead of a sample size of 30, we take a 
sample of the past 200 monthly returns for McCreary, Inc. In order to highlight the 
effect of sample size on the sample standard error, let’s assume that the mean return 
and standard deviation of this larger sample remain at 2% and 20%, respectively. Now, 
calculate the standard error of the sample mean for the 2 0 0 -return sample.

Answer:

The standard error of the sample mean is computed as:

s 2 0 %
V2 0 0

1.4%

The result of the preceding two examples illustrates an important property of sampling 
distributions. Notice that the value of the standard error of the sample mean decreased from 
3.6% to 1.4% as the sample size increased from 30 to 200. This is because as the sample 
size increases, the sample mean gets closer, on average, to the true mean of the population.
In other words, the distribution of the sample means about the population mean gets 
smaller and smaller, so the standard error of the sample mean decreases.

Population and Sample Covariance

The covariance between two random variables is a statistical measure of the degree to 
which the two variables move together. The covariance captures the linear relationship 
between one variable and another. A positive covariance indicates that the variables tend to 
move together; a negative covariance indicates that the variables tend to move in opposite 
directions.
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The population and sample covariances are calculated as:

N
J ] ( X i - p xXYi - p Y) 

population covXY — ---------—-------------
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sample covXY
^(Xj-X XY i-Y)
i=l_________

n — 1

The actual value of the covariance is not very meaningful because its measurement is 
extremely sensitive to the scale of the two variables. Also, the covariance may range from 
negative to positive infinity and it is presented in terms of squared units (e.g., percent 
squared). For these reasons, we take the additional step of calculating the correlation 
coefficient (see Topic 16), which converts the covariance into a measure that is easier to 
interpret.

Confidence Intervals

LO 19.2: Construct and interpret a confidence interval.

Confidence interval estimates result in a range of values within which the actual value 
of a parameter will lie, given the probability of 1 -  a . Here, alpha, a , is called the level 
o f  sign ificance for the confidence interval, and the probability 1 — a  is referred to as the 
degree o f  confidence. For example, we might estimate that the population mean of random 
variables will range from 15 to 25 with a 95% degree of confidence, or at the 5% level of 
significance.

Confidence intervals are usually constructed by adding or subtracting an appropriate value 
from the point estimate. In general, confidence intervals take on the following form:

point estimate ± (reliability factor x standard error) 

where:
point estimate = value of a sample statistic of the population parameter 
reliability factor = number that depends on the sampling distribution of the point 

estimate and the probability that the point estimate falls in the 
confidence interval, (1 -  a )

standard error = standard error of the point estimate
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If the population has a normal distribution w ith a  known variance, a confidence interval for 
the population mean can be calculated as:

-  , cr
x ± z (xi2~r Vn

point estimate of the population mean (sample mean)
reliability factor, a standard normal random variable for which the probability in 
the right-hand tail of the distribution is a/2. In other words, this is the 2-score 
that leaves a /2 of probability in the upper tail.
the standard error of the sample mean where a  is the known standard deviation 
of the population, and n is the sample size

The most commonly used standard normal distribution reliability factors are:
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where: 
x =
za /2  =

a

za/2 = 1 -65 for 90% confidence intervals (the significance level is 10%, 5% in each tail).

z&/2 = 1.96 for 95% confidence intervals (the significance level is 5%, 2.5% in each tail).

za/2 = 2.58 for 99% confidence intervals (the significance level is 1%, 0.5% in each tail).

Do these numbers look familiar? They should! In Topic 17, we found the probability under 
the standard normal curve between z = -1.96 and z = +1.96 to be 0.95, or 95%. Owing to 
symmetry, this leaves a probability of 0.025 under each tail of the curve beyond z = -1.96 
or z = +1.96, for a total of 0.05, or 5%—just what we need for a significance level of 0.05, 
or 5%.

Example: Confidence interval

Consider a practice exam that was administered to 36 FRM Part I candidates. The mean 
score on this practice exam was 80. Assuming a population standard deviation equal to 
15, construct and interpret a 99% confidence interval for the mean score on the practice 
exam for 36 candidates. Note that in this example the population standard deviation is 
known, so we don ’t  have to estimate it.

Answer:

At a confidence level of 99%, za/2 = zQ 005 = 2.58. So, the 99% confidence interval is 
calculated as follows:

x ± za/2 ~̂ = = 80 ± 2 .58-p=  = 80 ± 6.45 
vn V3 6

Thus, the 99% confidence interval ranges from 73.55 to 86.45.
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Confidence intervals can be interpreted from a probabilistic perspective or a practical 
perspective. With regard to the outcome of the practice exam example, these two 
perspectives can be described as follows:

• Probabilistic interpretation. After repeatedly taking samples of exam candidates, 
administering the practice exam, and constructing confidence intervals for each sample’s 
mean, 99% of the resulting confidence intervals will, in the long run, include the 
population mean.

• Practical interpretation. We are 99% confident that the population mean score is between 
73.55 and 86.45 for candidates from this population.

Confidence Intervals for a Population Mean: Normal W ith Unknown Variance

If the distribution of the popula tion is norm al w ith unknown variance, we can use the 
/-distribution to construct a confidence interval:

x d: ta/2 / —
V n

the point estimate of the population mean
the ^-reliability factor (i.e., /-statistic or critical /-value) corresponding to a 
redistributed random variable with n — 1 degrees of freedom, where n is the 
sample size. The area under the tail of the /-distribution to the right of t /2 is

standard error of the sample mean

sample standard deviation

standard normal distribution, the reliability factors for the /-distribution 
depend on the sample size, so we can’t rely on a commonly used set of reliability factors. 
Instead, reliability factors for the /-distribution have to be looked up in a table of Student’s 
/-distribution, like the one at the back of this book.

Owing to the relatively fatter tails of the /-distribution, confidence intervals constructed 
using /-reliability factors (ta/2) will be more conservative (wider) than those constructed 
using 2:-reliability factors (za/2).

where:
x

s

Unlike the

Example: Confidence intervals

Let’s return to the McCreary, Inc. example. Recall that we took a sample of the past 30 
monthly stock returns for McCreary, Inc. and determined that the mean return was 2% 
and the sample standard deviation was 20%. Since the population variance is unknown, 
the standard error of the sample was estimated to be:

s 20%

V30
3 .6 %

Now, let’s construct a 95% confidence interval for the mean monthly return.
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Answer:

Here, we will use the r-reliability factor because the population variance is unknown. 
Since there are 30 observations, the degrees of freedom are 29 = 30 -  1 . Remember, 
because this is a two-tailed test at the 95% confidence level, the probability under each 
tail must be a/2 = 2.5%, for a total of 5%. So, referencing the one-tailed probabilities 
for Student’s f-distribution at the back of this book, we find the critical r-value (reliability 
factor) for a/2 = 0.025 and df = 29 to be t29 2 5 = 2.045. Thus, the 95% confidence 
interval for the population mean is:

2% ±2.045
' 2 0 %'
,v/30,

2 % ± 2.045(3.6%) = 2 % ± 7.4%

Thus, the 95% confidence has a lower limit of —5.4% and an upper limit of +9.4%.

We can interpret this confidence interval by saying we are 95% confident that the 
population mean monthly return for McCreary stock is between -5.4% and +9.4%.

P rofessor’s Note: You sh ou ld  p ra ct ic e  look ing up reliab ility  fa cto r s  ( i. e., cr it ica l 
t-va lues or t-statistics) in  a t-table. The f i r s t  step is always to com pu te the 
degrees o f  fr eed om , w h ich  is n — 1. The se con d  step is to f i n d  the appropria te 
le v e l o f  alpha or sign ifican ce. This d ep end s on w h eth er th e test y o u ’re 
co n ce rn ed  w ith  is on e-ta iled  (use a )  or tw o -ta iled  (use a/2). To look up 
t29 2  5’ f i n d  th e 29 d f r o w  a n d  m atch  it  w ith  th e 0.025 co lum n ; t  = 2.045 is 
th e result. We’l l  do m ore o f  this in  ou r study o f  hypothesis testing.

Confidence Interval for a Population Mean: Nonnormal With Unknown Variance

We now know that the ^-statistic should be used to construct confidence intervals when 
the population distribution is normal and the variance is known, and the r-statistic should 
be used when the distribution is normal but the variance is unknown. But what do we do 
when the distribution is nonnormaP.

As it turns out, the size of the sample influences whether or not we can construct the 
appropriate confidence interval for the sample mean.

• If the distribution is nonnormal but the population variance is known, the z-statistic can be 
used as long as the sample size is large (n > 30). We can do this because the central limit 
theorem assures us that the distribution of the sample mean is approximately normal 
when the sample is large.

• If the distribution is nonnormal and the population variance is unknown, the r-statistic 
can be used as long as the sample size is large (n > 30). It is also acceptable to use the 
z-statistic, although use of the r-statistic is more conservative.

This means that if we are sampling from a nonnormal distribution (which is sometimes the 
case in finance), w e cannot create a con fidence in terva l i f  the sample size is less than 30. So, all 
else equal, make sure you have a sample of at least 30, and the larger, the better.
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Test Statistic

When sampling from  a: W /  Sample Large Sample
(n < 30) (n > 30)

Normal distribution with known variance -̂statistic -̂statistic

Normal distribution with unknown variance t-statistic r-statistic*

Nonnormal distribution with known variance not available -̂statistic

Nonnormal distribution with unknown variance not available t-statistic*

* The ̂ -statistic is theoretically acceptable here, but use of the t-statistic is more conservative.

All of the preceding analysis depends on the sample we draw from the population being 
random. If the sample isn’t random, the central limit theorem doesn’t apply, our estimates 
won’t have the desirable properties, and we can’t form unbiased confidence intervals. 
Surprisingly, creating a random sample is not as easy as one might believe. There are a 
number of potential mistakes in sampling methods that can bias the results. These biases are 
particularly problematic in financial research, where available historical data are plentiful, 
but the creation of new sample data by experimentation is restricted.

Hypothesis Testing

LO 19.3: Construct an appropriate null and alternative hypothesis, and calculate 
an appropriate test statistic.

Hypothesis testing is the statistical assessment of a statement or idea regarding a population. 
For instance, a statement could be, “The mean return for the U.S. equity market is greater 
than zero.” Given the relevant returns data, hypothesis testing procedures can be employed 
to test the validity of this statement at a given significance level.

A hypothesis is a statement about the value of a population parameter developed for the 
purpose of testing a theory or belief. Hypotheses are stated in terms of the population 
parameter to be tested, like the population mean, p. For example, a researcher may be 
interested in the mean daily return on stock options. Hence, the hypothesis may be that the 
mean daily return on a portfolio of stock options is positive.

Hypothesis testing procedures, based on sample statistics and probability theory, are used 
to determine whether a hypothesis is a reasonable statement and should not be rejected or 
if it is an unreasonable statement and should be rejected. The process of hypothesis testing 
consists of a series of steps shown in Figure 2.
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Figure 2: Hypothesis Testing Procedure*

State the hypothesis
I .

Select the appropriate test statistic
I

Specify the level of significance
4

State the decision rule regarding the hypothesis
I

Collect the sample and calculate the sample statistics
i  .

Make a decision regarding the hypothesis
I

Make a decision based on the results of the test

* (Source: Wayne W. Daniel and James C. Terrell, Business Statistics, Basic Concepts and  
M ethodology, Houghton Mifflin, Boston, 1997.)

The Null Hypothesis and A lternative Hypothesis

The null hypothesis, designated H(), is the hypothesis the researcher wants to reject. It is the 
hypothesis that is actually tested and is the basis for the selection of the test statistics. The 
null is generally a simple statement about a population parameter. Typical statements of the 
null hypothesis for the population mean include H(|: p = p(), H(): p < p0, and H(): p > p0, 
where p is the population mean and pQ is the hypothesized value of the population mean.

P rofessor’s Note: The nu ll hypothesis a lw ays in cludes th e “equa l t o ” cond ition .

The alternative hypothesis, designated HA, is what is concluded if there is sufficient 
evidence to reject the null hypothesis. It is usually the alternative hypothesis the researcher is 
really trying to assess. Why? Since you can never really prove anything with statistics, when 
the null hypothesis is discredited, the implication is that the alternative hypothesis is valid.

The C hoice of the Null and A lternative Hypotheses

The most common null hypothesis will be an “equal to” hypothesis. The alternative is often 
the hoped-for hypothesis. When the null is that a coefficient is equal to zero, we hope to 
reject it and show the significance of the relationship.

When the null is less than or equal to, the (mutually exclusive) alternative is framed as 
greater than. If we are trying to demonstrate that a return is greater than the risk-free 
rate, this would be the correct formulation. We will have set up the null and alternative 
hypothesis so rejection of the null will lead to acceptance of the alternative, our goal in 
performing the test.

Hypothesis testing involves two statistics: the test statistic calculated from the sample data 
and the critica l value of the test statistic. The value of the computed test statistic relative to 
the critical value is a key step in assessing the validity of a hypothesis.
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A test statistic is calculated by comparing the point estimate of the population parameter 
with the hypothesized value of the parameter (i.e., the value specified in the null 
hypothesis). With reference to our option return example, this means we are concerned with 
the difference between the mean return of the sample and the hypothesized mean return. As 
indicated in the following expression, the test statistic is the difference between the sample 
statistic and the hypothesized value, scaled by the standard error of the sample statistic.

. . sample statistic — hypothesized valuetest statistic = ------------------------- ---------------;——
standard error of the sample statistic

The standard error of the sample statistic is the adjusted standard deviation of the sample. 
When the sample statistic is the sample mean, x , the standard error of the sample statistic 
for sample size n, is calculated as:

when the population standard deviation, ct, is known, or

s

when the population standard deviation, a , is not known. In this case, it is estimated using 
the standard deviation of the sample, s.

P rofessor’s Note: D on’t  be con fu sed  by th e nota tion  here. A lo t  o f  th e litera ture

© y o u  w il l  en coun ter in  y o u r  studies sim ply uses the term  cr̂  f o r  the standard  
error o f  th e test statistic, regardless o f  w heth er the popu la tion  standard  
d ev ia tion  or sam ple standard  d ev ia tion  was u sed  in its com puta tion .

As you will soon see, a test statistic is a random variable that may follow one of several 
distributions, depending on the characteristics of the sample and the population. We will 
look at four distributions for test statistics: the r-distribution, the ^-distribution (standard 
normal distribution), the chi-squared distribution, and the A-distribution. The critical 
value for the appropriate test statistic—the value against which the computed test statistic is 
compared—depends on its distribution.

One-Tailed and Two-Tailed Tests of Hypotheses

LO 19.4: Differentiate between a one-tailed and a two-tailed test and identify 
when to use each test.

The alternative hypothesis can be one-sided or two-sided. A one-sided test is referred to as 
a one-tailed test, and a two-sided test is referred to as a two-tailed test. Whether the test 
is one- or two-sided depends on the proposition being tested. If a researcher wants to test 
whether the return on stock options is greater than zero, a one-tailed test should be used. 
However, a two-tailed test should be used if the research question is whether the return on 
options is simply different from zero. Two-sided tests allow for deviation on both sides of
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the hypothesized value (zero). In practice, most hypothesis tests are constructed as two- 
tailed tests.

A two-tailed test for the population mean may be structured as:

Ho: F = ho versus Ha: P *  ho

Since the alternative hypothesis allows for values above and below the hypothesized 
parameter, a two-tailed test uses two critical values (or rejection points).

The gen era l decision ru le f o r  a two-ta iled  test is:

Reject HQ if: test statistic > upper critical value or 
test statistic < lower critical value

Let s look at the development of the decision rule for a two-tailed test using a ̂ -distributed
test statistic (a z-test) at a 5 % level of significance, a. = 0.05.

• At a, = 0.05, the computed test statistic is compared with the critical z-values of ±1.96. 
The values of ±1.96 correspond to ±za/2 = ±zQ 025, which is the range of z-values within 
which 95% of the probability lies. These values are obtained from the cumulative 
probability table for the standard normal distribution (z-table), which is included at the 
back of this book.

• If the computed test statistic falls outside the range of critical z-values (i.e., test statistic > 
1.96, or test statistic < -1.96), we reject the null and conclude that the sample statistic is 
sufficiently different from the hypothesized value.

• If the computed test statistic falls within the range ±1.96, we conclude that the sample 
statistic is not sufficiently different from the hypothesized value (p = p0 in this case), and 
we fail to reject the null hypothesis.

The decision ru le (rejection rule) f o r  a tw o-ta iledz -test at a  = 0.05 can be stated as:

Reject H() if: test statistic < -1.96 or 
test statistic >1.96

Figure 3 shows the standard normal distribution for a two-tailed hypothesis test using the 
z-distribution. Notice that the significance level of 0.05 means that there is 0.05 / 2 = 0.025 
probability (area) under each tail of the distribution beyond ±1.96.
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Figure 3: Two-Tailed Hypothesis Test Using the Standard Normal (z) Distribution

Reject H0 Fail to Reject H0 Reject H0

Example: Two-tailed test

A researcher has gathered data on the daily returns on a portfolio of call options over a 
recent 250-day period. The mean daily return has been 0 .1%, and the sample standard 
deviation of daily portfolio returns is 0.25%. The researcher believes the mean daily 
portfolio return is not equal to zero. Construct a hypothesis test of the researcher’s belief.

Answer:

First, we need to specify the null and alternative hypotheses. The null hypothesis is the 
one the researcher expects to reject.

H(): p0 = 0 versus HA: p0 0

Since the null hypothesis is an equality, this is a two-tailed test. At a 5% level of 
significance, the critical ^-values for a two-tailed test are ±1.96, so the decision rule can be 
stated as:

Reject H() if: test statistic < —1.96 or test statistic > +1.96

The standard error of the sample mean is the adjusted standard deviation of the sample. 
When the sample statistic is the sample mean, x, the standard error of the sample statistic 
for sample size n is calculated as:

s
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Since our sample statistic here is a sample mean, the standard error of the sample 

mean for a sample size of 250 is and our test statistic is:
V250

0.001
0.0025
V250

0.001
0.000158

= 6.33

Since 6.33 > 1.96, we reject the null hypothesis that the mean daily option return is 
equal to zero. Note that when we reject the null, we conclude that the sample value is 
significantly different from the hypothesized value. We are saying that the two values 
are different from one another after considering the variation in the sample. That is, the 
mean daily return of 0 .0 0 1  is statistically different from zero given the sample’s standard 
deviation and size.

For a one-tailed hypothesis test of the population mean, the null and alternative hypotheses 
are either:

Upper tail: HQ: p < pQ versus HA: p > p0, or 
Lower tail: H(): p > p0 versus HA: p < p0

The appropriate set of hypotheses depends on whether we believe the population mean, 
p, to be greater than (upper tail) or less than (lower tail) the hypothesized value, pQ. Using 
a z-test at the 5 % level of significance, the computed test statistic is compared with the 
critical values of 1.645 for the upper tail tests (i.e., HA: p > p0) or -1.645 for lower tail tests 
(i.e., Ha : p < pQ). These critical values are obtained from a z-table, where -zQ Q5 = -1.645 
corresponds to a cumulative probability equal to 5%, and the zQ 05 = 1.645 corresponds to a 
cumulative probability of 95% (1 -  0.05).

Let’s use the upper tail test structure where HQ: p < p0 and HA: p > pQ.

• If the calculated test statistic is greater than 1.645, we conclude that the sample statistic 
is sufficiently greater than the hypothesized value. In other words, we reject the null 
hypothesis.

• If the calculated test statistic is less than 1.645, we conclude that the sample statistic 
is not sufficiently different from the hypothesized value, and we fail to reject the null 
hypothesis.

Figure 4 shows the standard normal distribution and the rejection region for a one-tailed 
test (upper tail) at the 5 % level of significance.
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Figure 4: One-Tailed Hypothesis Test Using the Standard Normal (z) Distribution

1.645

Fail to Reject H() Reject H0

Example: One-tailed test

Perform a z-test using the option portfolio data from the previous example to test the 
belief that option returns are positive.

Answer:

In this case, we use a one-tailed test with the following structure:

H(): p < 0 versus HA: p > 0

The appropriate decision rule for this one-tailed z-test at a significance level of 5% is: 

Reject H() if: test statistic > 1.645

The test statistic is computed the same way, regardless of whether we are using a one- 
tailed or two-tailed test. From the previous example, we know the test statistic for the 
option return sample is 6.33. Since 6.33 > 1.645, we reject the null hypothesis and 
conclude that mean returns are statistically greater than zero at a 5 % level of significance.

Type I and Type II Errors

Keep in mind that hypothesis testing is used to make inferences about the parameters of a 
given population on the basis of statistics computed for a sample that is drawn from that 
population. We must be aware that there is some probability that the sample, in some 
way, does not represent the population and any conclusion based on the sample about the 
population may be made in error.
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When drawing inferences from a hypothesis test, there are two types of errors:

• Type I error: the rejection of the null hypothesis when it is actually true.
• Type II error: the failure to reject the null hypothesis when it is actually false.

The significance level is the probability of making a Type I error (rejecting the null when 
it is true) and is designated by the Greek letter alpha (a). For instance, a significance level 
of 5% (a  = 0.05) means there is a 5% chance of rejecting a true null hypothesis. When 
conducting hypothesis tests, a significance level must be specified in order to identify the 
critical values needed to evaluate the test statistic.

The decision for a hypothesis test is to either reject the null hypothesis or fail to reject the 
null hypothesis. Note that it is statistically incorrect to say “accept” the null hypothesis; it 
can only be supported or rejected. The decision rule for rejecting or failing to reject the null 
hypothesis is based on the distribution of the test statistic. For example, if the test statistic 
follows a normal distribution, the decision rule is based on critical values determined from 
the standard normal distribution (z-distribution). Regardless of the appropriate distribution, 
it must be determined if a one-tailed or two-tailed hypothesis test is appropriate before a 
decision rule (rejection rule) can be determined.

A decision rule is specific and quantitative. Once we have determined whether a one- or 
two-tailed test is appropriate, the significance level we require, and the distribution of the 
test statistic, we can calculate the exact critical value for the test statistic. Then we have a 
decision rule of the following form: if the test statistic is (greater, less than) the value X, 
reject the null.

The Power of a Test

While the significance level of a test is the probability of rejecting the null hypothesis when 
it is true, the power of a test is the probability of correctly rejecting the null hypothesis 
when it is false. The power of a test is actually one minus the probability of making a Type 
II error, or 1 -  P(Type II error). In other words, the probability of rejecting the null when 
it is false (power of the test) equals one minus the probability of not rejecting the null when 
it is false (Type II error). When more than one test statistic may be used, the power of the 
test for the competing test statistics may be useful in deciding which test statistic to use. 
Ordinarily, we wish to use the test statistic that provides the most powerful test among all 
possible tests.

Figure 5 shows the relationship between the level of significance, the power of a test, and 
the two types of errors.
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Figure 5: Type I and Type II Errors in Hypothesis Testing

True Condition
Decision Hq is true Hq is false
Do not reject H() Correct decision Incorrect decision 

Type II error

Reject H() Incorrect decision Correct decision
Type I error Power of the test

Significance level, a, 
= P(Type I error)

= 1 -  P(Type II error)

Sample size and the choice of significance level (Type I error probability) will together 
determine the probability of a Type II error. The relation is not simple, however, and 
calculating the probability of a Type II error in practice is quite difficult. Decreasing the 
significance level (probability of a Type I error) from 5% to 1%, for example, will increase 
the probability of failing to reject a false null (Type II error) and, therefore, reduce the 
power of the test. Conversely, for a given sample size, we can increase the power of a test 
only with the cost that the probability of rejecting a true null (Type I error) increases. For a 
given significance level, we can decrease the probability of a Type II error and increase the 
power of a test, only by increasing the sample size.

The Relation Between C onfidence Intervals and Hypothesis Tests

A confidence interval is a range of values within which the researcher believes the true 
population parameter may lie.

A confidence interval is determined as:

sample critical standard ^  population sample
+

critical standard")
statistic value / error — parameter — statistic value error / j

The interpretation of a confidence interval is that for a level of confidence of 95%, for 
example, there is a 9 5 % probability that the true population parameter is contained in the 
interval.

From the previous expression, we see that a confidence interval and a hypothesis test are 
linked by the critical value. For example, a 95% confidence interval uses a critical value 
associated with a given distribution at the 5% level of significance. Similarly, a hypothesis 
test would compare a test statistic to a critical value at the 5% level of significance. To see 
this relationship more clearly, the expression for the confidence interval can be manipulated 
and restated as:

-critical value < test statistic < + critical value

This is the range within which we fail to reject the null for a two-tailed hypothesis test at a 
given level of significance.
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Example: Confidence interval

Using option portfolio data from the previous examples, construct a 95% confidence 
interval for the population mean daily return over the 250-day sample period. Use a 
^-distribution. Decide if the hypothesis p = 0 should be rejected.

Answer:

Given a sample size of 250 with a standard deviation of 0.25%, the standard error can be
computed as s* = / r  = 0.25/V250 = 0.0158% .

/ Vn

At the 5% level of significance, the critical z- values for the confidence interval are zQ 025 =
1.96 and —zQ 025 = -1.96. Thus, given a sample mean equal to 0.1%, the 95% confidence 
interval for the population mean is:

0.1 -  1.96(0.0158) < p < 0.1 + 1.96(0.0158), or 
0.069% < p<  0.1310%

Since there is a 95% probability that the true mean is within this confidence interval, we 
can reject the hypothesis p = 0 because 0 is not within the confidence interval.

Notice the similarity of this analysis with our test of whether p = 0. We rejected the 
hypothesis p = 0 because the sample mean of 0.1% is more than 1.96 standard errors from 
zero. Based on the 95% confidence interval, we reject p = 0 because zero is more than
1.96 standard errors from the sample mean of 0.1%.

Statistical Significance vs. Economic Significance

Statistical significance does not necessarily imply economic significance. For example, we 
may have tested a null hypothesis that a strategy of going long all the stocks that satisfy 
some criteria and shorting all the stocks that do not satisfy the criteria resulted in returns 
that were less than or equal to zero over a 20-year period. Assume we have rejected the 
null in favor of the alternative hypothesis that the returns to the strategy are greater than 
zero (positive). This does not necessarily mean that investing in that strategy will result in 
economically meaningful positive returns. Several factors must be considered.

One important consideration is transactions costs. Once we consider the costs of buying 
and selling the securities, we may find that the mean positive returns to the strategy are not 
enough to generate positive returns. Taxes are another factor that may make a seemingly 
attractive strategy a poor one in practice. A third reason that statistically significant results 
may not be economically significant is risk. In the above strategy, we have additional risk 
from short sales (they may have to be closed out earlier than in the test strategy). Since the 
statistically significant results were for a period of 2 0  years, it may be the case that there 
is significant variation from year to year in the returns from the strategy, even though the 
mean strategy return is greater than zero. This variation in returns from period to period 
is an additional risk to the strategy that is not accounted for in our test of statistical 
significance.
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Any of these factors could make committing funds to a strategy unattractive, even though 
the statistical evidence of positive returns is highly significant. By the nature of statistical 
tests, a very large sample size can result in highly (statistically) significant results that are 
quite small in absolute terms.

The /(-Value

The /(-value is the probability of obtaining a test statistic that would lead to a rejection 
of the null hypothesis, assuming the null hypothesis is true. It is the smallest level of 
significance for which the null hypothesis can be rejected. For one-tailed tests, the /(-value 
is the probability that lies above the computed test statistic for upper tail tests or below the 
computed test statistic for lower tail tests. For two-tailed tests, the /(-value is the probability 
that lies above the positive value of the computed test statistic p lus the probability that lies 
below the negative value of the computed test statistic.

Consider a two-tailed hypothesis test about the mean value of a random variable at the 95% 
significance level where the test statistic is 2.3, greater than the upper critical value of 1.96. 
If we consult the z-table, we find the probability of getting a value greater than 2.3 is 
(1 -  0.9893) = 1.07%. Since it’s a two-tailed test, our /(-value is 2  x 1.07 = 2.14%, as 
illustrated in Figure 6  At a 3%, 4%, or 5% significance level, we would reject the null 
hypothesis, but at a 2% or 1% significance level, we would not. Many researchers report 
/(-values without selecting a significance level and allow the reader to judge how strong the 
evidence for rejection is.

Topic 19
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Figure 6: Two-Tailed Hypothesis Test with /(-Value = 2.14%

test
statistic

The /-Test

When hypothesis testing, the choice between using a critical value based on the 
/-distribution or the z-distribution depends on sample size, the distribution of the 
population, and whether the variance of the population is known.

The /-test is a widely used hypothesis test that employs a test statistic that is distributed 
according to a /-distribution. Following are the rules for when it is appropriate to use the 
/-test for hypothesis tests of the population mean.
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Use the t-test i f  the population variance is unknown and either of the following conditions 
exist:

• The sample is large (n > 30).
• The sample is small (n < 30), but the distribution of the population is normal or 

approximately normal.

If the sample is small and the distribution is non-normal, we have no reliable statistical test.

The computed value for the test statistic based on the r-distribution is referred to as the 
r-statistic. For hypothesis tests of a population mean, a r-statistic with n -  1 degrees of 
freedom is computed as:

x - p 0 
t n - i  — . /—s/Vn

where:
x = sample mean
p0 = hypothesized population mean (i.e., the null) 
s = standard deviation of the sample 
n = sample size

Professor’s Note: This com puta tion  is n o t new. It is the sam e test sta tistic 
com puta tion  tha t w e have been p e r fo rm in g  a ll along. Note th e use o f  the 
sam ple standard  d ev ia tion , s, in  the standard  erro r term  in the denom inator.

To conduct a t-test, the t-statistic is compared to a critical t-value at the desired level of 
significance with the appropriate degrees of freedom.

In the real world, the underlying variance of the population is rarely known, so the t-test 
enjoys widespread application.

The z-Test

The z-test is the appropriate hypothesis test of the population mean when the population is 
normally distributed w ith known variance. The computed test statistic used with the z-test 
is referred to as the z-statistic. The z-statistic for a hypothesis test for a population mean is 
computed as follows:

x - p oz-statistic = ----- -j=
a I vn

where:
x = sample mean
p0 = hypothesized population mean 
ct = standard deviation of the population 
n = sample size

To test a hypothesis, the z-statistic is compared to the critical z-value corresponding to the 
significance of the test. Critical z-values for the most common levels of significance are 
displayed in Figure 7. You should memorize these critical values for the exam.
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Figure 7: Critical z-Values

Level o f  Significance Two-Tailed Test One-Tailed Test

0 .1 0 = 10% ±1.65 + 1.28 or-1.28

0.05 = 5% ±1.96 +1.65 or -1.65

0.01 = 1% ±2.58 +2.33 or-2.33

When the sample size is large and the population variance is unknown, the ^-statistic is:

x - p ,0z-statistic = ----- -=■
s i  v n

where:
x = sample mean
p0 = hypothesized population mean 
s = standard deviation of the sample 
n = sample size

Note the use of the sample standard deviation, s, versus the population standard deviation, cr. 
Remember, this is acceptable if the sample size is large, although the r-statistic is the more 
conservative measure when the population variance is unknown.

Example: z-test or r-test?

Referring to our previous option portfolio mean return problem once more, determine 
which test statistic (z or t) should be used and the difference in the likelihood of rejecting 
a true null with each distribution.

Answer:

The population variance for our sample of returns is unknown. Hence, the r-distribution 
is appropriate. With 250 observations, however, the sample is considered to be large, so 
the z-distribution would also be acceptable. This is a trick question—either distribution, t 
or z, is appropriate. With regard to the difference in the likelihood of rejecting a true null, 
since our sample is so large, the critical values for the t and z are almost identical. Hence, 
there is almost no difference in the likelihood of rejecting a true null.
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LO 19.5: Interpret the results o f hypothesis tests with a specific level of confidence.

Example: The z-test

When your company’s gizmo machine is working properly, the mean length of gizmos is 
2.5 inches. However, from time to time the machine gets out of alignment and produces 
gizmos that are either too long or too short. When this happens, production is stopped 
and the machine is adjusted. To check the machine, the quality control department takes 
a gizmo sample each day. Today, a random sample of 49 gizmos showed a mean length of 
2.49 inches. The population standard deviation is known to be 0.021 inches. Using a 5% 
significance level, determine if the machine should be shut down and adjusted.

Answer:

Let p be the mean length of all gizmos made by this machine, and let x be the 
corresponding mean for the sample.

Let’s follow the hypothesis testing procedure presented earlier in Figure 2. Again, you 
should know this process.

Statement o f  hypothesis. For the information provided, the null and alternative hypotheses 
are appropriately structured as:

Hq: p = 2.5 (The machine does not need an adjustment.)
Ha : p =* 2.5 (The machine needs an adjustment.)

Note that since this is a two-tailed test, HA allows for values above and below 2.5.

Select the appropriate test statistic. Since the population variance is known and the sample 
size is > 30, the z-statistic is the appropriate test statistic. The z-statistic is computed as:

x - p o
g  / x/n

Specify the lev e l o f  significance. The level of significance is given at 5%, implying that we 
are willing to accept a 5% probability of rejecting a true null hypothesis.
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State the decision rule regarding the hypothesis. The ^ sign in the alternative hypothesis 
indicates that the test is two-tailed with two rejection regions, one in each tail of the 
standard normal distribution curve. Because the total area of both rejection regions 
combined is 0.05 (the significance level), the area of the rejection region in each tail is 
0.025. You should know that the critical z-values for ±z() 025 are ±1.96. This means that 
the null hypothesis should not be rejected if the computed z-statistic lies between —1.96 
and +1.96 and should be rejected if it lies outside of these critical values. The decision rule 
can be stated as:

Reject HQ if: z-statistic < —zQ Q25 or z-statistic > z() Q25, or equivalently,
Reject Hq if: z-statistic < —1.96 or z-statistic > + 1.96

Collect the sample and  calculate the test statistic. The value of x from the sample is 2.49. 
Since a  is given as 0.021, we calculate the z-statistic using cr as follows:

x - p 0 2 .4 9 -2 .5  - 0 .0 1Z = ---- 7— = --------- 7= = ------- = — 3.33
ct/V n 0.021 / V49 0.003

Make a decision regarding the hypothesis. The calculated value of the z-statistic is 
—3.33. Since this value is less than the critical value, —z0 025 = —1-96, it falls in the 
rejection region in the left tail of the z-distribution. Hence, there is sufficient evidence to 
reject HQ.

Make a decision based on the results o f  the test. Based on the sample information and the 
results of the test, it is concluded that the machine is out of adjustment and should be 
shut down for repair.

The Chi-Squared Test

The chi-squared test is used for hypothesis tests concerning the variance of a normally 
distributed population. Letting cr2 represent the true population variance and CTq represent 
the hypothesized variance, the hypotheses for a two-tailed test of a single population 
variance are structured as:

Hq: a 2 = erg versus HA: a 2 ^ (Tq

The hypotheses for one-tailed tests are structured as:

H(): a 2 < CTq versus HA: cr2 > ctq , or 
Hq: a 2 > CTq versus HA: a 2 < (Tq

Hypothesis testing of the population variance requires the use of a chi-squared distributed 
test statistic, denoted \ 2- The chi-squared distribution is asymmetrical and approaches the 
normal distribution in shape as the degrees of freedom increase.
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To illustrate the chi-squared distribution, consider a two-tailed test with a 5% level of 
significance and 30 degrees of freedom. As displayed in Figure 8 , the critical chi-squared 
values are 16.791 and 46.979 for the lower and upper bounds, respectively. These values are 
obtained from a chi-squared table, which is used in the same manner as a t-table. A portion 
of a chi-squared table is presented in Figure 9.

Note that the chi-squared values in Figure 9 correspond to the probabilities in the right 
tail of the distribution. As such, the 16.791 in Figure 8 is from the column headed 0.975 
because 95% + 2.5% of the probability is to the right of it. The 46.979 is from the column 
headed 0.025 because only 2.5% probability is to the right of it. Similarly, at a 5% level of 
significance with 10 degrees of freedom, Figure 9 shows that the critical chi-squared values 
for a two-tailed test are 3.247 and 20.483.

Figure 8 : Decision Rule for a Two-Tailed Chi-Squared Test

2.5%

0

Reject H„ Fail to Reject Flo Reject H„

Figure 9: Chi-Squared Table

Degrees Probability in Right Tail
o f  Freedom 0.975 0.95 0.90 0.1 0.05 0.025

9 2.700 3.325 4.168 14.684 16.919 19.023

10 3.247 3.940 4.865 15.987 8.307 20.483

11 3.816 4.575 5.578 17.275 19.675 21.920

30 16.791 18.493 20.599 40.256 43.773 46.979

16.791 46.979

The chi-squared test statistic, x 2> with n — 1 degrees of freedom, is computed as:

Xn—1
( n - l ) s 2

a 2
0

where:
n = sample size 
s2 = sample variance
(Tq = hypothesized value for the population variance
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Similar to other hypothesis tests, the chi-squared test compares the test statistic, "X.n- 1  >to a 
critical chi-squared value at a given level of significance and n — 1 degrees of freedom.

Example: Chi-squared test for a single population variance

Historically, High-Return Equity Fund has advertised that its monthly returns have a 
standard deviation equal to 4%. This was based on estimates from the 1990-1998 period. 
High-Return wants to verify whether this claim still adequately describes the standard 
deviation of the fund’s returns. High-Return collected monthly returns for the 24-month 
period between 1998 and 2000 and measured a standard deviation of monthly returns of 
3.8%. Determine if the more recent standard deviation is different from the advertised 
standard deviation.

Answer:

State the hypothesis. The null hypothesis is that the standard deviation is equal to 4% and, 
therefore, the variance of monthly returns for the population is (0.04)2 = 0.0016. Since 
High-Return simply wants to test whether the standard deviation has changed, up or 
down, a two-sided test should be used. The hypothesis test structure takes the form:

Hq: ct2 = 0.0016 versus HA: ct2 ^  0.0016

Select the appropriate test statistic. The appropriate test statistic for tests of variance using 
the chi-squared distribution is computed as follows:

2 ( n - l ) s 2
X =

CT0

Specify the leve l o f  significance. Let’s use a 5% level of significance, meaning there will be 
2.5% probability in each tail of the chi-squared distribution.

State the decision rule regarding the hypothesis. With a 24-month sample, there are 23 
degrees of freedom. Using the table of chi-squared values at the back of this book, for 
23 degrees of freedom and probabilities of 0.975 and 0.025, we find two critical values, 
11.689 and 38.076. Thus, the decision rule is:

Reject H0 if: x 2 < 11.689, or y f  > 38.076
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This decision rule is illustrated in the following distribution.

Decision Rule for a Two-Tailed Chi-Squared Test of a Single Population Variance

Reject H0 Fail to Reject Hn Reject H0

Collect the sample and calculate the sample statistics. Using the information provided, the 
test statistic is computed as:

X
( n - l ) s 2

a 2
0

(23)(0.001444) 0.033212
0.0016 ~~ 0.0016

20.7575

Make a decision regarding the hypothesis. Since the computed test statistic, \ 2, falls between 
the two critical values, we fail to reject the null hypothesis that the variance is equal to
0.0016.

Make a decision based on the residts o f  the test. It can be concluded that the recently 
measured standard deviation is close enough to the advertised standard deviation that we 
cannot say it is different from 4%, at a 5% level of significance.

The T-Test

The hypotheses concerned with the equality of the variances of two populations are tested 
with an T-distributed test statistic. Hypothesis testing using a test statistic that follows an 
/'-distribution is referred to as the T-test. The T-test is used under the assumption that the 
populations from which samples are drawn are normally distributed and that the samples 
are independent.

If we let a 2 and a 2 represent the variances of normal Population 1 and Population 2, 
respectively, the hypotheses for the two-tailed T-test of differences in the variances can be 
structured as:

HQ: a 2 = a j  versus HA: a 2 ^
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and the one-sided test structures can be specified as:

2 2  2 2  2 2  2 2  Hq: Oj < a 2 versus HA: o f > cr2 , or HQ: Oj > ct2 versus HA: o f  < cr2

The test statistic for the /'-test is the ratio of the sample variances. The /'-statistic is 
computed as:

where:

s f  = variance of the sample of n ( observations drawn from Population 1 
s2 = variance of the sample of n2 observations drawn from Population 2

Note that nj — 1 and rt, -  1 are the degrees of freedom used to identify the appropriate 
critical value from the /'-table (provided in the Appendix).

P rofessor’s Note: Always p u t  the la rger va rian ce in th e num era tor ( sf ). 
F ollow ing this con ven tion  m eans w e on ly have to con sid er th e c r it ica l va lu e f o r  
the r igh t-h and  tail.

An /-distribution is presented in Figure 10. As indicated, the /'-distribution is right-skewed 
and is truncated at zero on the left-hand side. The shape of the /-distribution is determined 
by two separate degrees o f  freedom , the numerator degrees of freedom, cify, and the 
denominator degrees of freedom, df2. Also shown in Figure 10 is that the rejection region is 
in the right-side tail of the distribution. This will always be the case as long as the /"-statistic 
is computed with the largest sample variance in the numerator. The labeling of 1 and 2 is 
arbitrary anyway.

Figure 10: /"-Distribution
numerator dfi = 10 , denominator df> = 10
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Example: /“-test for equal variances

Annie Cower is examining the earnings for two different industries. Cower suspects that 
the earnings of the textile industry are more divergent than those of the paper industry. 
To confirm this suspicion, Cower has looked at a sample of 31 textile manufacturers and 
a sample of 41 paper companies. She measured the sample standard deviation of earnings 
across the textile industry to be $4.30 and that of the paper industry companies to be 
$3.80. Determine if the earnings of the textile industry have greater standard deviation 
than those of the paper industry.

Answer:

State the hypothesis. In this example, we are concerned with whether the variance of 
the earnings of the textile industry is greater (more divergent) than the variance of 
the earnings of the paper industry. As such, the test hypotheses can be appropriately 
structured as:

HQ: of < versus HA: > 02

where:
2

ctj = variance of earnings for the textile industry 

0 2  = variance of earnings for the paper industry

Note: CTi > 02

Select the appropriate test statistic. For tests of difference between variances, the appropriate 
test statistic is:

Specify the lev e l o f  significance. Let’s conduct our hypothesis test at the 5% level of 
significance.

State the decision rule regarding the hypothesis. Using the sample sizes for the two industries, 
the critical A-value for our test is found to be 1.74. This value is obtained from the table 
of the A-distribution at the 5% level of significance with dfj = 30 and df2 = 40. Thus, if 
the computed A-statistic is greater than the critical value of 1.74, the null hypothesis is 
rejected. The decision rule, illustrated in the distribution below, can be stated as:

Reject Hq if: F > 1.74
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Decision Rule for f^Test

Collect the sample and  ca lculate the sample statistics. Using the information provided, the 
/^statistic can be computed as:

st2 $4.302 
s i  $3.802

$18.49
$14.44

1.2805

© .Professor’s Note: R em em ber to square the standard  d ev ia tion s to g e t  the 
variances.

Make a decision regarding the hypothesis. Since the calculated /^statistic of 1.2805 is less 
than the critical E’-statistic of 1.74, we fail to reject the null hypothesis.

Make a decision based on the residts o f  the test. Based on the results of the hypothesis test, 
Cower should conclude that the earnings variances of the industries are not statistically 
significantly different from one another at a 5% level of significance. More pointedly, the 
earnings of the textile industry are not more divergent than those of the paper industry.

Chebyshev’s Inequality

Chebyshev’s inequality states that for any set of observations, whether sample or population 
data and regardless of the shape of the distribution, the percentage of the observations that 
lie within k standard deviations of the mean is at least 1 - 1  /k2 for all k > 1 .

Example: Chebyshev’s inequality

What is the minimum percentage of any distribution that will lie within ±2 standard 
deviations of the mean?
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Answer:

Applying Chebyshev’s inequality, we have:

1 — 1/k2 = 1 — 1/2 2 = 1 -  1/4 = 0.75 or 75%

According to Chebyshev’s inequality, the following relationships hold for any distribution. 
At least:

• 36% of observations lie within ±1.25 standard deviations of the mean.
• 56% of observations lie within +1.50 standard deviations of the mean.
• 75% of observations lie within ±2 standard deviations of the mean.
• 89% of observations lie within ±3 standard deviations of the mean.
• 94% of observations lie within ±4 standard deviations of the mean.

The importance of Chebyshev’s inequality is that it applies to any distribution. If we know 
the underlying distribution is actually normal, we can be even more precise about the 
percentage of observations that will fall within a given number of standard deviations of the 
mean.

Note that with a normal distribution, extreme events beyond ±3 standard deviations are 
very rare (occurring only 0.26% of the time). However, as Chebyshev’s inequality points 
out, events that are ±3 standard deviations may not be so rare for nonnormal distributions 
(potentially occurring 1 1 % of the time). Therefore, simply assuming normality, 
without knowing the parameters of the underlying distribution, could lead to a severe 
underestimation of risk.

Backtesting

LO 19.6: Demonstrate the process o f backtesting VaR by calculating the number o f 
exceedances.

The process of backtesting involves comparing expected outcomes against actual data. For 
example, if we apply a 95% confidence interval, we are expecting an event to exceed the 
confidence interval with a 5% probability. Recall that the 5% in this example is known as 
the level of significance.

It is common for risk managers to backtest their value at risk (VaR) models to ensure 
that the model is forecasting losses with the same frequency predicted by the confidence 
interval (VaR models typically use a 95% confidence interval). When the VaR measure is 
exceeded during a given testing period, it is known as an exception or an exceedance. After 
backtesting the VaR model, if the number of exceptions if greater than expected, the risk 
manager may be underestimating actual risk. Conversely, if the number of exceptions is less 
than expected, the risk manager may be overestimating actual risk.

©2015 Kaplan, Inc. Page 121



Topic 19
Cross Reference to GARP Assigned Reading -  Miller, Chapter 7

Example: Calculating the number of exceedances

Assume that the value at risk (VaR) of a portfolio, at a 95% confidence interval, is 
$100 million. Also assume that given a 100-day trading period, the actual number of daily 
losses exceeding $100 million occurred eight times. Is this VaR model underestimating or 
overestimating the actual level of risk?

Answer:

With a 95% confidence interval, we expect to have exceptions (i.e., losses exceeding 
$100 million) 5% of the time. If the losses exceeding $100 million occurred eight times 
during the 100-day period, exceptions occurred 8 % of the time. Therefore, this VaR 
model is underestimating risk because the number of exceptions is greater than expected 
according to the 95% confidence interval.

One of the main issues with backtesting VaR models is that exceptions are often serially 
correlated. In other words, there is a high probability that an exception will occur after the 
previous period had an exception. Another issue is that the occurrence of exceptions tends 
to be correlated with overall market volatility. In other words, VaR exceptions tend to be 
higher (lower) when market volatility is high (low). This may be the result of a VaR model 
failing to quickly react to changes in risk levels.

P rofessor’s Note: We w ill discuss VaR m ethodologies a n d  back testing VaR in m ore 
d eta il in Book 4.
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Key Concepts

LO 19.1
N

E ( X i - l i ) 2
Population variance = a 2 = — ——------ , where p = population mean and N = size

E ( X i - X )2

Sample variance = s2 = --------------, where X = sample mean and n = sample size
n —1

The standard error of the sample mean is the standard deviation of the distribution of the
sample means and is calculated as cr  ̂ = —j= , where ct, the population standard deviation,

v ns
is known, and as s^ = —j= , where s, the sample standard deviation, is used because the

Vn
population standard deviation is unknown.

LO 19.2

For a normally distributed population, a confidence interval for its mean can be constructed 
using a ^-statistic when variance is known, and a r-statistic when the variance is unknown. 
The ^-statistic is acceptable in the case of a normal population with an unknown variance if 
the sample size is large (30+).

In general, we have:

• x ± z„ / when the variance is known
72  Vn

s
• x ± ta/ —j=  when the variance is unknown

/2 Vn
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LO 19.3

The hypothesis testing process requires a statement of a null and an alternative hypothesis, 
the selection of the appropriate test statistic, specification of the significance level, a decision 
rule, the calculation of a sample statistic, a decision regarding the hypotheses based on the 
test, and a decision based on the test results.

The test statistic is the value that a decision about a hypothesis will be based on. For a test 
about the value of the mean of a distribution:

. . sample mean -  hypothesized meantest statistic = -------------------- —-------------------
standard error of sample mean

With unknown population variance, the r-statistic is used for tests about the mean of a 

normally distributed population: tn_1 = ----— -. If the population variance is known, the

appropriate test statistic is z = ' Mo

Vn
for tests about the mean of a population.

LO 19.4

A two-tailed test results from a two-sided alternative hypothesis (e.g., HA: p p0). A one- 
tailed test results from a one-sided alternative hypothesis (e.g., HA: p > p0, or HA: p < p0).

LO 19.5

Hypothesis testing compares a computed test statistic to a critical value at a stated level of 
significance, which is the decision rule for the test.

A hypothesis about a population parameter is rejected when the sample statistic lies outside 
a confidence interval around the hypothesized value for the chosen level of significance.

LO 19.6

Backtesting is the process of comparing losses predicted by the value at risk (VaR) model 
to those actually experienced over the sample testing period. If a model were completely 
accurate, we would expect VaR to be exceeded with the same frequency predicted by the 
confidence level used in the VaR model. In other words, the probability of observing a loss 
amount greater than VaR should be equal to the level of significance.

Page 124 ©2015 Kaplan, Inc.



Topic 19
Cross Reference to GARP Assigned Reading — Miller, Chapter 7

Concept Checkers

1. An analyst observes that the variance of daily stock returns for Stock X during a
certain period is 0.003. He assumes daily stock returns are normally distributed and 
wants to conduct a hypothesis test to determine whether the variance of daily returns 
on Stock X is different from 0.005. The analyst looks up the critical values for his 
test, which are 9.59 and 34.17. He calculates a test statistic of 11.40 for his set of 
data. What kind of test statistic did the analyst calculate, and should he conclude 
that the variance is different from 0.005?

Test statistic Variance ^  0.005
A. r-statistic Yes
B. Chi-squared statistic Yes
C. r-statistic No
D. Chi-squared statistic No

Use the following data to answer Questions 2 and 3.

Austin Roberts believes the mean price of houses in the area is greater than $145,000. A 
random sample of 36 houses in the area has a mean price of $149,750. The population 
standard deviation is $24,000, and Roberts wants to conduct a hypothesis test at a 1% level 
of significance.

2. The appropriate alternative hypothesis is:
A. HA:p< $145,000.
B. HA:p± $145,000.
C. HA: p >  $145,000.
D. HA: p> $145,000.

3. The value of the calculated test statistic is closest to:
A. 2=0.67.
B. 2=1.19.
C. 2 = 4.00.
D. 2=8.13.

4. The 95% confidence interval of the sample mean of employee age for a major 
corporation is 19 years to 44 years based on a 2-statistic. The population of 
employees is more than 5,000 and the sample size of this test is 100. Assuming 
the population is normally distributed, the standard error of mean employee age is
closest to:
A. 1.96.
B. 2.58.
C. 6.38.
D. 12.50.
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Use the following data to answer Question 5.

Topic 19
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XYZ Corp. Annual Stock Prices
1995 1996 1997 1998 1999 2000
22% 5% -7%  11% 2% 11%

5. Assuming the distribution of XYZ stock returns is a sample, what is the sample
standard deviation?
A. 7.4%.
B. 9.8%.
C. 72.4%.
D. 96.3%.
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Concept Checker Answers

1. D Hypothesis tests concerning the variance of a normally distributed population use the chi- 
squared statistic. The null hypothesis is that the variance is equal to 0.005. Since the test 
statistic falls within the range of the critical values, the test fails to reject the null hypothesis. 
The analyst cannot conclude that the variance of daily returns on Stock X is different from
0.005.

2. D HA: p> $145,000.

3. B 14 9 ,7 5 0 -14 5 ,0 0 0  
z = ---------------- t= —  = 1.1875.

24,000/^36

4. C At the 95% confidence level, with sample size n = 100 and mean 31.5 years, the appropriate 
test statistic is zn/2 = 1 -96. Note: The mean o f 31.5 is calcu lated as the m idpoint o f  the interval, 
or (19 + 44) / 2. Thus, the confidence interval is 31.5 ± 1.96sx, where sx is the standard error 
of the sample mean. If we take the upper bound, we know that 31.5 + 1.96sx = 44, or 
1.96sx = 12.5, or sx = 6.38 years.

5- B The sample standard deviation is the square root of the sample variance:

(22 -  7.3)2 + (5 -  7.3)2 + ( -7  -  7.3)2 + (l 1 -  7.3)2 + (2 -  7.3)2 + (l 1 -  7.3)2

6 - 1

1/2

, ,  AI2
= (96.3%2 ] =9.8%
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

C orrelations and C opulas

Topic 20

Exam Focus

This topic examines correlation and covariance calculations and how covariance is used in 
exponentially weighted moving average (EWMA) and generalized autoregressive conditional 
heteroskedasticity (GARCH) models. The later part of this topic defines copulas and 
distinguishes between several different types of copulas. For the exam, be able to calculate 
covariance using EWMA and GARCH(1,1) models. Also, understand how copulas are 
used to estimate correlations between variables. Finally, be able to explain how marginal 
distributions are mapped to known distributions to form copulas.

Correlation and Covariance

LO 20.1: Define correlation and covariance, differentiate between correlation and 
dependence.

Correlation and covariance refer to the co-movements of assets over time and measure 
the strength between the linear relationships of two variables. Correlation and covariance 
essentially measure the same relationship; however, correlation is standardized so the value 
is always between -1 and 1. This standardized measure is more convenient in risk analysis 
applications than covariance, which can have values between -oo and oo. Correlation is 
mathematically determined by dividing the covariance between two random variables, 
cov(X,Y), by the product of their standard deviations, <7xOy.

cov(X, Y)
Px,Y = -----------

ctxcty

Multiplying each side of this equation by crx<JY provides the formula for calculating 
covariance:

cov(X, Y) — Px,y xctxCTy

In practice, it is necessary to first calculate the covariance between two random variables 
using the following equation and then solve for the standardized correlation.

cov(X,Y) = E[(X -  E(X)) x (Y -  E(Y))] = E(X,Y) -  E(X) x E(Y)
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In this covariance equation, E(X) and E(Y) are the means or expected values of random 
variables X and Y, respectively. E(X,Y) is the expected value of the product of random 
variables Xand Y.

Variables are defined as independent variables if the knowledge of one variable does not 
impact the probability distribution for another variable. In other words, the conditional 
probability of V2 given information regarding the probability distribution of V1 is equal to 
the unconditional probability of V2 as expressed in the following equation:

Topic 20
Cross Reference to GARP Assigned Reading -  Hull, Chapter 11

P(V2 I Vj = x) = P(V2)

A correlation of zero between two variables does not imply that there is no dependence 
between the two variables. It simply implies that there is no linear relationship between the 
two variables, but the value of one variable can still have a nonlinear relationship with the 
other variable.

As an example, suppose variable X has three expected values o f—1, 0, and 1 with an equal 
probability of occurrence, and variable Y has a value of 1 when variable Xhas a value of 
either —1 or 1. When variable X has a value of 0, then variable Eh as a value of 0. This 
V-shaped relationship is illustrated in Figure 1.

Figure 1: Relationship between X  and Y

Value of X

Also suppose that variables S and T  are perfectly positively correlated and that variable S has 
three expected values o f—1, 0, and 1 with an equal probability of occurrence. When variable 
S has a value of—1, 0, or 1, then variable Xhas a value of-1 , 0, and 1, respectively. This 
relationship is illustrated in Figure 2.
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Figure 2: Relationship between S and T

Topic 20
Cross Reference to GARP Assigned Reading — Hull, Chapter 11

With the above information, we can now determine the correlation coefficient and 
dependency of these two pairs of variables. In this example, the coefficient of correlation 
between variables X and Tis zero, and the coefficient of correlation between variables S and 
T  is one.

The coefficient of correlation is a statistical measure of linear dependency. If we know 
the value of X, it will change our expectations of the value or probability distribution of 
Y Likewise, if we know the value of Y, it will change our expectations of the probability 
distribution of X. Clearly, there is a dependency between X and Y, as well as a dependency 
between S and T. A practical example of the V-shaped dependency in Figure 1 is with 
respect to financial derivatives that may have more value with large market movements in 
either direction.

Covariance U sing EWMA and GARCH M odels

LO 20.2: Calculate covariance using the EWMA and GARCH(1,1) models.

Professor’s Note: EWMA and  GARCH m odels f o r  vo la tility  w il l  be d iscu ssed  in 
g r ea ter  d e ta il in Topic 28.

EWMA Model

Covariance is a statistical measure that is calculated over historical time periods. 
Conventional wisdom suggests that more recent observations should carry more weight 
because they more accurately reflect the current market environment. The following 
equation calculates a new covariance on day n using an exponentially weighted moving
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average (EWMA) model. This model is designed to vary the weight given to more recent 
observations (by adjusting X).

covn = \ covn_] + (1 -  X)Xn_j Yn_j 

where:
X = the weight for the most recent covariance on day n — 1 
X j = the percentage change for variable X on day n — 1 
Y j = the percentage change for variable Yon day n — 1

Topic 20
Cross Reference to GARP Assigned Reading — Hull, Chapter 11

Example: Calculating covariance using the EWMA model

Assume an analyst uses the EWMA model with X = 0.90 to update correlation and 
covariance rates. The correlation estimate for two variables X and Yon day n —1 is 0.7. 
In addition, the estimated standard deviations on day n — 1 for variables X  and Yare 
1.5% and 2%, respectively. Also, the percentage change on day n — 1 for variables X and 
Yare 2% and 1 %, respectively. What is the updated estimate of the covariance rate and 
correlation between X and Yon day «?

Answer:

The estimated covariance rate between variables X and Yon day n — 1 can be calculated 
as:

cov(X,Y) = Px,y xctxcty = 0.7x0.015x0.02 = 0.00021

With this value, the EWMA model can update the covariance rate for day n.

covn = 0.9 x 0.00021 + 0.1 x 0.02 x 0.01 = 0.000189 + 0.00002 = 0.000209

Note that the covariance of an asset with itself is equal to the variance of the asset 
( cov(X,X) = crx ). Thus, the EWMA equation can also be used to estimate the new 
variances for variables X and Y The modified equation for updating the variance of X 
becomes:

CTX, n =  X ° x ,n —1 + ( 1 -  X )X 2_ t

CTx,n = 0.9 x 0.0152 + 0.1 x0.022 = 0.0002025 + 0.00004 = 0.0002425

Similarly, the updated variance for variable Yis calculated as follows:

CTY, n = 0.9 x 0.022 + 0.1 x 0.012 = 0.00036 + 0.00001 = 0.00037
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The new standard deviation estimates for X and Y are found by taking the square root of 
their respective variances. The new volatility measure of X is:

CTx>n = Vo.0002425 = 0.0155724

Topic 20
Cross Reference to GARP Assigned Reading -  Hull, Chapter 11

The new volatility measure of Tis: 

a y >n = V0.00037 = 0.0192354

Therefore, the new correlation on day n can be found by dividing the updated covariance 
(covn) by the updated standard deviations for X and Y:

0.000209
0.0155724x0.0192354

0.6977

GARCH(1,1) Model

An alternative method for updating the covariance rate for two variables X and Yuses 
the generalized autoregressive conditional heteroskedasticity (GARCH) model. The 
GARCH(1,1) model for updating covariance rates is defined as follows:

covn = in + OiXn_1Yn_i + (3covn_j

GARCH(1,1) applies a weight of a  to the most recent observation on covariance (Xn lYn l) 
and a weight of (3 to the most recent covariance estimate (covn l ). In addition, a weight of in 
is given to the long-term average covariance rate.

P rofessor’s Note: The EWMA is a sp ecia l case ofG A R C H (l,l), w here uj = 0 , 
a  = 1— A, an d  /3 = X.

An alternative form for writing the GARCH(1,1) model is shown as follows: 

covn = TVL + aX n_1Yn_1 T (3covn_1

where:
= weight assigned to the long-term variance, VL

In this equation, the three weights must equal 100% + a  + (3 = 1). If a  and (3 are known,
the weight for the long-term variance, % can be determined as 1— cv — (3. Therefore, the 
long-term average covariance rate must equal: in / (1 — a  — (3).
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Example: Calculating covariance using the GARCH(1,1) model

Assume an analyst uses daily data to estimate a GARCH(1,1) model as follows:

covn = 0.000002 + 0 .l4X n_1Yn_1 +0.76covn_j

This implies a  = 0.14, (3 = 0.76, and to = 0.000002. The analyst also determines that 
the estimate of covariance on day n — 1 is 0.018 and the most recent observation on 
covariance is 0.02. What is the updated estimate of covariance?

Answer:

The updated estimate of covariance on day n is 0.0304%, which is calculated as:

covn = 0.000002 + (o. 14 x 0.022) + (o.76 x 0.0182 )
= 0.000002 + 0.000056 + 0.000246 = 0.000304

Evaluating Consistency for C ovariances

LO 20.3: Apply the consistency condition to covariance.

A variance-covariance matrix can be constructed using the calculated estimates of variance 
and covariance rates for a set of variables. The diagonal of the matrix represents the variance 
rates where i  = j .  The covariance rates are all other elements of the matrix where i ^ j.

A matrix is known as positive-sem idefin ite if it is internally consistent. The following 
expression defines the necessary condition for an N x N variance-covariance matrix, Q, to 
be internally consistent for all N x 1 vectors to, where n 1 is the transpose of vector u:

> 0

Variance and covariance rates are calculated using the same EWMA or GARCH model 
parameters to ensure that a positive-semidefinite model is constructed. For example, if a 
EWMA model uses X = 0.95 for estimating variances, the same EWMA and X should be 
used to estimate covariance rates.

When small changes are made to a small positive-semidefinite matrix such as a 3 x 3 matrix, 
the matrix will most likely remain positive-semidefinite. However, small changes to a large 
positive-semidefinite matrix such as 1,000 x 1,000 will most likely cause the matrix to no 
longer be positive-semidefinite.
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An example of a variance-covariance matrix that is not internally consistent is shown as 
follows:

1 0 0 .8

0 1 0 .8

00d

0 .8 1

Notice that the variances (i.e., diagonal of the matrix) are all equal to one. Therefore, the 
correlation for each pair of variables must equal the covariance for each pair of variables. 
This is true because the standard deviations are all equal to one. Thus, correlation is 
calculated as the covariance divided by one.

Also, notice that there is no correlation between the first and second variables. However, 
there is a strong correlation between the first and third variables as well as the second and 
third variables. This is very unusual to have one pair with no correlation while the other two 
pairs have high correlations. If we transpose a vector such that = (1, 1, —1), we would 
find that this variance-covariance matrix is not internally consistent since > 0 is not
satisfied.

Another method for testing for consistency is to evaluate the following expression:

Pl2 +  Pl3 +  P23 ~ 2 Pl2Pl3P23 -  1

We can substitute data from the above variance-covariance matrix into this expression 
because all covariances are also correlation coefficients. When computing the formula, we 
would determine that the left side of the expression is actually greater than the right side, 
indicating that the matrix is not internally consistent.

02 + 0.82 + 0.82 -  2 x 0 x 0.8 x 0.8 = 1.28 
1.28 > 1

Generating Samples

LO 20.4: Describe the procedure o f generating samples from a bivariate normal 
distribution.

Suppose there is a bivariate normal distribution with two variables, X  and V Variable X is 
known and the value of variable Vis conditional on the value of variable X. If variables X 
and Vhave a bivariate normal distribution, then the expected value of variable Vis normally 
distributed with a mean of:

X — Uy
Py T Pxy XoY x ---------

CTX
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and a standard deviation of:

Topic 20
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CTY V 1 -  PXY

The means, px and py, of variables X and Y are both unconditional means. The standard 
deviations of variables X and Y are both unconditional standard deviations. Also note that 
the expected value of Tis linearly dependent on the conditional value of X.

The following procedure is used to generate two sample sets of variables from a bivariate 
normal distribution.

Step 1: Independent samples Zy and Zy are obtained from a univariate standardized
normal distribution. Microsoft Excel® and other software programming languages 
have routines for sampling random observations from a normal distribution. For 
example, this is done in Excel with the formula = NORMSINV(RAND()).

Step 2: Samples £x and ey are then generated. The first sample of X variables is the same as 
the random sample from a univariate standardized normal distribution, sx = Zx. 

Step 3: The conditional sample of Yvariables is determined as follows:

e Y — PXYZ X +  Z Y \A  “  PXY

where:
pXY = correlation between variables X and Y in the bivariate normal distribution

Factor M odels

LO 20.5: Describe properties of correlations between normally distributed 
variables when using a one-factor model. * •

A factor model can be used to define correlations between normally distributed variables. 
The following equation is a one-factor model where each U has a component dependent 
on one common factor (F) in addition to another component (Z) that is uncorrelated with 
other variables.

U; = a ;F + y/l - a f  Z;

Between normally distributed variables, one-factor models are structured as follows:

• Every £/; has a standard normal distribution (mean = 0, standard deviation = 1).
• The constant cq is between —1 and 1.
• F  and Zj have standard normal distributions and are uncorrelated with each other.
• Every Z  is uncorrelated with each other.
• All correlations between l l  and U- result from their dependence on a common factor, F.

There are two major advantages of the structure of one-factor models. First, the 
covariance matrix for a one-factor model is positive-semidefinite. Second, the number of 
correlations between variables is greatly reduced. Without assuming a one-factor model, 
the correlations of each variable must be computed. If there are N  variables, this would
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require [N x (N -  1)] / 2 calculations. However, the one-factor model only requires N  
estimates for correlations, where each of the N  variables is correlated with one factor, F.
The most well-known one factor model in finance is the capital asset p r ic in g  m odel (CAPM). 
Under the CAPM, each asset return has a systematic component (measured by beta) that is 
correlated with the market portfolio return. Each asset return also has a nonsystematic (or 
idiosyncratic) component that is independent of the return on other stocks and the market.

Topic 20
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Copulas

LO 20.6: Define copula, describe the key properties of copula and copula 
correlation.

Suppose we have two marginal distributions of expected values for variables A  and Y. The 
marginal distribution of variable A  is its distribution with no knowledge of variable Y The 
marginal distribution of variable Tis its distribution with no knowledge of variable X. If 
both distributions are normal, then we can assume the joint distribution of the variables is 
bivariate normal. However, if the marginal distributions are not normal, then a copula is 
necessary to define the correlation between these two variables.

A copula creates a joint probability distribution between two or more variables while 
maintaining their individual marginal distributions. This is accomplished by mapping 
the marginal distributions to a new known distribution. For example, a Gaussian copula 
(discussed in LO 20.8) maps the marginal distribution of each variable to the standard 
normal distribution, which, by definition, has a mean of zero and a standard deviation of 
one. The mapping of each variable to the new distribution is done based on percentiles.

Suppose we have two triangular marginal distributions for two variables X and Yas 
illustrated in Figure 3.

Figure 3: Marginal Distributions

Marginal Distribution of A Marginal Distribution of Y

These two triangular marginal distributions for A  and Yare preserved by mapping them to a 
known joint distribution. Figure 4 illustrates how a copula correlation is created.
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Figure 4: Mapping Variables to Standard Normal Distributions

Marginal Distribution of X Marginal Distribution of Y

The key property of a copula correlation model is the preservation o f  the original marginal 
distributions while defin ing a correlation between them. A correlation copula is created by 
converting two distributions that may be unusual or have unique shapes and mapping them 
to known distributions with well-defined properties, such as the normal distribution. As 
mentioned, this is done by mapping on a percentile-to-percentile basis.

For example, the 5th percentile observation for the variable X marginal distribution is 
mapped to the 5th percentile point on the Ux standard normal distribution. The 5th 
percentile will have a value of -1.645. This is repeated for each observation on a percentile- 
to-percentile basis. The value that represents the 95th percentile of the X marginal 
distribution will have a value mapped to the 95^’ percentile of the I f  standard normal 
distribution and will have a value of + 1.645. Likewise, every observation on the variable 
Y distribution is mapped to the corresponding percentile on the I f  standard normal 
distribution. The new distribution is now a multivariate normal distribution.

Both Ux and UY are now normal distributions. If we make the assumption that the two 
distributions are joint bivariate normal distributions, then a correlation structure can be 
defined between the two variables. The triangular structures are not well-behaved structures. 
Therefore, it is difficult to define a relationship between the two variables. However, the 
normal distribution is a well-behaved distribution. Therefore, using a copula is a way to 
indirectly define a correlation structure between two variables when it is not possible to 
directly define correlation.

As mentioned, the correlation between Ux and I f  is referred to as the copula correlation. 
The conditional mean of Uy is linearly dependent on I f ,  and the conditional standard 
deviation of Uy is constant because the two distributions are bivariate normal.

For example, suppose the correlation between Ux and I f  is 0.5. A partial table of the joint 
probability distribution between variables X and Ywhen the values of X and Tare 0.1, 0.2, 
and 0.3 is illustrated in Figure 5.
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Figure 5: Partial Cumulative Joint Probability Distribution

Variable Y
Variable X 0 .1 0.2 0.3

0 .1 0 .0 0 6 0 .0 1 7 0 .0 28

0 .2 0 .0 13 0 .0 43 0 .0 8 1

0.3 0 .0 1 7 0 .0 61 0 .1 2 4

Now assume that the variable X under the original distribution had a value of 0.1 at the 5th 
percentile with a corresponding Ux value of—1.645. Also assume that the variable Yunder 
the original distribution had a value of 0.1 with a corresponding value of —2.05. The joint 
probability that < -1.645 and Uy  < -2.05 can be determined as 0.006 based on the row 
and column in Figure 5 that corresponds to a 0.1 value for both variables X and Y.

Types of Copulas

LO 20.8: Describe Gaussian copula, Student t-copula, multivariate copula and one 
factor copula.

A Gaussian copula maps the marginal distribution of each variable to the standard normal 
distribution. The mapping of each variable to the new distribution is done based on 
percentiles. Figure 6 illustrates that V1 and V2 have unique marginal distributions. The 
observations of each distribution is mapped to the standard normal distribution on a 
percentile-to-percentile basis to create a Gaussian copula as follows:
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Figure 6: Mapping Gaussian Copula to Standard Normal Distribution

Distribution of V1 Distribution of V2

Other types of copulas are created by mapping to other well-known distributions. The 
Student’s r-copula is similar to the Gaussian copula. However, variables are mapped to 
distributions of £/ and U2 that have a bivariate Student’s ^-distribution rather than a 
normal distribution.

The following procedure is used to create a Student’s r-copula assuming a bivariate Student’s 
r-distribution with/'degrees of freedom and correlation p.

Step 1: Obtain values of \  by sampling from the inverse chi-squared distribution w ith/ 
degrees of freedom.

Step 2: Obtain values by sampling from a bivariate normal distribution with correlation p. 
Step 3: Multiply / f / x  by the normally distributed samples.

A multivariate copula is used to define a correlation structure for more than two variables. 
Suppose the marginal distributions are known for N variables: Vv  V2, ..., V/. Distribution 
V- for each i variable is mapped to a standard normal distribution, U{. Thus, the correlation 
structure for all variables is now based on a multivariate normal distribution.

Factor copula models are often used to define the correlation structure in multivariate 
copula models. The nature of the dependence between the variables is impacted by the 
choice of the U distribution. The following equation defines a one-factor copula model 
where F  and /  are standard normal distributions:

Uj = a iF + -N/ l - a ? Z i

The t/j distribution has a multivariate Student’s ^-distribution if /  and Tare assumed to 
have a normal distribution and a Student’s r-distribution, respectively. The choice of U
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determines the dependency of the U variables, which also defines the covariance copula for 
the Vvariables.

A practical example of how a one-factor copula model is used is in calculating the value 
at risk (VaR) for loan portfolios. A risk manager assumes a one-factor copula model maps 
the default probability distributions for different loans. The percentiles of the one-factor 
distribution are then used to determine the number of defaults for a large portfolio.

Topic 20
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Tail Dependence

LO 20.7: Explain one tail dependence.

There is greater tail dependence in a bivariate Student’s r-distribution than a bivariate 
normal distribution. In other words, it is more common for two variables to have the 
same tail values at the same time using the bivariate Student’s t-distribution. During a 
financial crisis or some other extreme market condition, it is common for assets to be highly 
correlated and exhibit large losses at the same time. This suggests that the Student’s r-copula 
is better than a Gaussian copula in describing the correlation structure of assets that 
historically have extreme outliers in the distribution tails at the same time.
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Key Concepts

LO 20.1

Correlation and covariance measure the strength between the linear relationship of two 
variables as follows:

PX,Y
cov(X, Y) 

ctx cty

A correlation of zero between two variables does not imply that there is no dependence 
between the two variables.

LO 20.2

The formula for calculating a new covariance on day n using an exponentially weighted 
moving average (EWMA) model is:

covn = X covn_! + (1 -  \)Xn_j Yn_!

GARCH(1,1) applies a weight of a  to the most recent observation on covariance 
(Xn l Yn l ), a weight of [3 to the most recent covariance estimate (covn l ), and a weight of to 
to the long-term average covariance rate as follows:

covn = UJ + oiXn_1Yn_1 T [3 covn_!

LO 20.3

A matrix is positive-semidefinite if it is internally consistent. The following expression 
defines the necessary condition for an N x N variance-covariance matrix, Q, to be internally 
consistent for all N x 1 vectors to, where toT is the transpose of vector to:

toTf2co > 0

LO 20.4

Independent samples of two variables Zx and Zy can be generated from a univariate 
standardized normal distribution. The conditional sample of Xvariables for a bivariate 
normal distribution is then generated as:

e Y -  PXYZ X +  Z Y V1 “  PXY
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LO 20.5

The covariance matrix for a one-factor model is positive-semidefinite. Also, the one-factor 
model only requires N  estimates for correlations, where each of the TV variables is correlated 
with one factor, F.

LO 20.6

A copula creates a joint probability distribution between two or more variables while 
maintaining their individual marginal distributions.

LO 20.7

The Student’s t-copula is better than a Gaussian copula in describing the correlation 
structure of assets that historically have extreme oudiers in tails at the same time.

LO 20.8

A Gaussian copula maps the marginal distribution of each variable to the standard normal 
distribution. The Student’s t-copula maps variables to distributions of and U2 that have 
a bivariate Student’s t-distribution. The multivariate copula defines a correlation structure 
for three or more variables. The choice of U{ determines the dependency of the U variables 
in a one-factor copula model, which also defines the covariance copula for the Kvariables.
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Concept Checkers

1. Suppose an analyst uses the EWMA model with \ = 0.95 to update correlation and 
covariance rates. The observed percentage change on day n -  1 for variables X and 
Yare 2.0% and 1.0%, respectively. The correlation estimate based on historical data 
for two variables A  and Yon day n -  1 is 0.52. In addition, the estimated standard 
deviations on day n — 1 for variables X and Yare 1.4% and 1.8%, respectively. What 
is the new estimate of the correlation between X and Yon day n\
A. 0.14.
B. 0.42.
C. 0.53.
D. 0.68.

2. An equity analyst is concerned about satisfying the consistency condition for 
estimating new covariance rates. Which of the following procedures will most likely 
result in a positive-semidefinite matrix?
A. The analyst uses an EWMA model with \ = 0.95 to update variances and a 

GARCH(1,1) model with X = 0.95 to update the covariance rates for a 1,000 x
1.000 variance-covariance matrix.

B. The analyst uses an EWMA model with X = 0.90 to update variances and an 
EWMA model with X = 0.90 to update the covariance rates for a 3 x 3 variance- 
covariance matrix.

C. The analyst uses a GARCH(1,1) model with X = 0.95 to update variances and a 
GARCH(1,1) model with X = 0.90 to update the covariance rates for a 1,000 x
1.000 variance-covariance matrix.

D. The analyst uses an EWMA model with X = 0.90 to update variances and a 
GARCH(1,1) model with X = 0.90 to update the covariance rates for a 3 x 3 
variance-covariance matrix.

3. Suppose two samples, and Zy, are generated from a bivariate normal distribution. 
If variable Tis conditional on variable X, which of the following statements 
regarding these two samples is incorrect?
A. The expected value of Thas a nonlinear relationship with all values of X.
B. The mean and standard deviations for sample Zx are unconditional.
C. The value of variable Tis normally distributed.
D. The conditional sample of Tvariables is determined by:

eY =  PXYZ X +  Z Y \Z1 - PXY •
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4. Which of the following statements is most reflective of a characteristic of one-factor 
models between multivariate normally distributed variables? The one-factor model is 
shown as follows:

Uj = oijF + ■sjl-af'-Z;

A. Each U has a component dependent on one common factor (F) in addition to 
another component (Z.J that is uncorrelated with other variables.

B. A and Z must both have Student’s ^-distributions.
C. The covariance matrix for a one-factor model is not positive-semidefinite.
D. The number of calculations for estimating correlations is equal to

[N x (N -  1)] / 2.

5. Suppose a risk manager wishes to create a correlation copula to estimate the risk of 
loan defaults during a financial crisis. Which type of copula will most accurately 
measure tail risk?
A. Gaussian copula.
B. Student’s r-copula.
C. Gaussian one-factor copula.
D. Standard normal copula.
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Concept Checker Answers

1. C First, calculate the estimated covariance rate between variables X  and Yon day n — 1 as: 

cov(X, Y) = Px,y Xctxcty = 0 .52x 0 .0 14x 0 .0 18  = 0.00013 

The EWMA model is then used to update the covariance rate for day n:

covn = 0.95 X  0.00013 + 0.05 x  0.02 x  0.01 = 0.0001235 + 0.00001 = 0.0001335 

The updated variance of X  is:

CT̂ n = 0.95  x 0.0142 + 0.05 x0 .022 = 0.0001862 + 0.00002 =  0.0002062 

The new volatility measure of X  is then:

ax,n =  \/0.0002062 = 0.0143597

The updated variance for variable Yis:

a 2 n =  0.95 xO.0182 +  0.05xO.Ol2 =  0.0003078 + 0.000005 = 0.0003128 

The new volatility measure of Yis then:

= V0.0003128 = 0.01768615

The new correlation is found by dividing the new covn by the new standard deviations for X 
and Yas follows:

0.0001335
0.0143597x0.0176862

0.5257

2. B A matrix is positive-semidefinite if it is internally consistent. Variance and covariance rates
must be calculated using the same EWMA or GARCH model and parameters to ensure that 
a positive-semidefinite model is constructed. For example, if an EWMA model is used with 
X = 0.90 for estimating variances, the same EWMA model and X should be used to estimate 
covariance rates.

3. A Both samples are normally distributed. The expected value of variable Yis normally
distributed with a mean of:

X llv
|t y + PxY x 0"y X

and a standard deviation of: 

ctY V1 - PXY

The expected value of Yis therefore linearly dependent on the conditional value o f  X.

4. A Each U- has a component dependent on one common factor (F) in addition to another
component (Z) that is uncorrelated with other variables. Tand Z- have standard normal 
distributions and are uncorrelated with each other. The covariance matrix for a one-factor 
model is positive-semidefinite and the one-factor model only requires N  estimates for 
correlations, where each o f the N  variables is correlated with one factor, F.
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5. B  There is greater ta il d ependence in a bivariate Students ^-distribution than a bivariate normal 
distribution. This suggests that the Students t-copula is better than a Gaussian copula in 
describing the correlation structure of assets that historically have extreme outliers in tails at 
the same time.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Linear Regression with O ne 
Regressor

Topic 21

Exam Focus

Linear regression refers to the process of representing relationships with linear equations 
where there is one dependent variable being explained by one or more independent variables. 
There will be deviations from the expected value of the dependent variable called error terms, 
which represent the effect of independent variables not included in the population regression 
function. Typically we do not know the population regression function; instead, we estimate 
it with a method such as ordinary least squares (OLS). For the exam, be able to apply the 
concepts of simple linear regression and understand how sample data can be used to estimate 
population regression parameters (i.e., the intercept and slope of the linear regression).

Regression Analysis

LO 21.1: Explain how regression analysis in econometrics measures the 
relationship between dependent and independent variables.

A regression analysis has the goal of measuring how changes in one variable, called a 
dependent or explained variable can be explained by changes in one or more other variables 
called the independent or explanatory variables. The regression analysis measures the 
relationship by estimating an equation (e.g., linear regression model). The parameters of the 
equation indicate the relationship.

A scatter plot is a visual representation of the relationship between the dependent variable 
and a given independent variable. It uses a standard two-dimensional graph where the values 
of the dependent, or Yvariable, are on the vertical axis, and those of the independent, or X 
variable, are on the horizontal axis.

A scatter plot can indicate the nature of the relationship between the dependent and 
independent variable. The most basic property indicated by a scatter plot is whether there 
is a positive or negative relationship between the dependent variable and the independent 
variable. A closer inspection can indicate if the relationship is linear or nonlinear.

As an example, let us assume that we have access to all the returns data for a certain class of 
hedge funds over a given year. The population consists of 30 hedge funds that follow the 
same strategy, but they differ by the length of the lockup period. The lockup period is the 
minimum number of years an investor must keep funds invested. For this given strategy of 
hedge funds, the lockup periods range from five to ten years. Figure 1 contains the hedge 
fund data, and Figure 2 is a scatter plot that illustrates the relationship.
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Figure 1: Hedge Fund Data

Lockup (yrs) Returns (% ) p e r  y ea r Average Return
5 10 14 14 15 12 13
6 17 12 15 16 10 14

7 16 19 19 13 13 16
8 15 20 19 15 16 17
9 21 20 16 20 18 19
10 20 17 21 23 19 20

Figure 2: Return Over Lockup Period

The scatter plot indicates that there is a positive relationship between the hedge fund 
returns and the lockup period. We should keep in mind that the data represents returns 
over the same period (i.e., one year). The factor that varies is the amount of time a 
manager knows that he will control the funds. One interpretation of the graph could be 
that managers who know that they can control the funds over a longer period can engage 
in strategies that reap a higher return in any given year. As a final note, the scatter plot in 
this example indicates a fairly linear relationship. With each 1-year increase in the lockup 
period, according to the graph, the corresponding returns seem to increase by a similar 
amount.

Population Regression Function

LO 21.2: Interpret a population regression function, regression coefficients, 
parameters, slope, intercept, and the error term.

Assuming that the 30 observations represent the population of hedge funds that are in the 
same class (i.e., have the same basic investment strategy) then their relationship can provide 
a population regression function. Such a function would consist of parameters called 
regression coefficients. The regression equation (or function) will include an intercept term 
and one slope coefficient for each independent variable. For this simple two-variable case, 
the function is:

E(return | lockup period) = B() + Bj x (lockup period)
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Or more generally:

Topic 21
Cross Reference to GARP Assigned Reading -  Stock & Watson, Chapter 4

E(Yj | Xj) = B0 + Bj x (Xj)

In the equation, BQ is the intercept coefficient, which is the expected value of the return if 
X = 0. Bj is the slope coefficient, which is the expected change in Yfor a unit change in X. 
In this example, for every additional year of lockup, a hedge fund is expected to earn an 
additional Bj per year in return.

The Error Term

There is a dispersion of F-values around each conditional expected value. The difference 
between each Y and its corresponding conditional expectation (i.e., the line that fits the 
data) is the error term or noise component denoted e;.

ei = Yi -E (Y ; |X i)

The deviation from the expected value is the result of factors other than the included 
X-variable. One way to break down the equation is to say that E(Y; | X;) = BQ + Bj x X; 
is the deterministic or systematic component, and e. is the nonsystematic or random 
component. The error term provides another way of expressing the population regression 
function:

Y; = B0 + Bj x X; + e;

The error term represents effects from independent variables not included in the model. In 
the case of the hedge fund example, e; is probably a function of the individual manager’s 
unique trading tactics and management activities within the style classification. Variables 
that might explain this error term are the number of positions and trades a manager makes 
over time. Another variable might be the years of experience of the manager. An analyst 
may need to include several of these variables (e.g., trading style and experience) into the 
population regression function to reduce the error term by a noticeable amount. Often, it 
is found that limiting an equation to the one or two independent variables with the most 
explanatory power is the best choice.

Sample Regression Function

LO 21.3: Interpret a sample regression function, regression coefficients, 
parameters, slope, intercept, and the error term.

The sample regression function is an equation that represents a relationship between the 
Y and X  variable(s) that is based only on the information in a sample of the population. 
In almost all cases the slope and intercept coefficients of a sample regression function 
will be different from that of the population regression function. If the sample of X and 
Yvariables is truly a random sample, then the difference between the sample coefficients
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and the population coefficients will be random too. There are various ways to use notation 
to distinguish the components of the sample regression function from the population 
regression function. Here we have denoted the population parameters with capital letters 
(i.e., Bq and B1) and the sample coefficients with small letters as indicated in the following 
sample regression function:

Yi = b0 + bj x X  + ej

The sample regression coefficients are bQ and bp which are the intercept and slope. There 
is also an extra term on the end called the residual: e- = Y; — (bQ + bj x Xj). Since the 
population and sample coefficients are almost always different, the residual will very rarely 
equal the corresponding population error term (i.e., generally e{ ^ e; ).

Properties of Regression

Topic 21
Cross Reference to GARP Assigned Reading — Stock & Watson, Chapter 4

LO 21.4: Describe the key properties o f a linear regression.

Under certain, basic assumptions, we can use a linear regression to estimate the population 
regression function. The term “linear” has implications for both the independent variable 
and the coefficients. One interpretation of the term linear relates to the independent 
variable(s) and specifies that the independent variable(s) enters into the equation without 
a transformation such as a square root or logarithm. If it is the case that the relationship 
between the dependent variable and an independent variable is non-linear, then an analyst 
would do that transformation first and then enter the transformed value into the linear 
equation as X. For example, in estimating a utility function as a function of consumption, 
we might allow for the property of diminishing marginal utility by transforming 
consumption into a logarithm of consumption. In other words, the actual relationship is:

E(utility | amount consumed) = B() + Bj x In (amount consumed)

Here we let Y = utility and X  = In (amount consumed) and estimate: E(Y; | X) = BQ + B j x (X) 
using linear techniques.

A second interpretation for the term linear applies to the parameters. It specifies that the 
dependent variable is a linear function of the parameters, but does not require that there is 
linearity in the variables. Two examples of non-linear relationships are as follows:

E(Y | X;) = B0 + (Bj)2 X  (Xj)

E(Yi |X i) = B 0 + ( l/ B 1) x ( X i)

It would not be appropriate to apply linear regression to estimate the parameters of these 
functions. The primary concern for linear models is that they display linearity in the 
parameters. Therefore, when we refer to a linear regression model we generally assume that 
the equation is linear in the parameters; it may or may not be linear in the variables.
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Ordinary Least Squares Regression
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LO 21.5: Define an ordinary least squares (OLS) regression and calculate the 
intercept and slope of the regression.

Ordinary least squares (OLS) estimation is a process that estimates the population 
parameters B; with corresponding values for b; that minimize the squared residuals 
(i.e., error terms). Recall the expression e; = Y; — (bQ + tq x X;); the OLS sample coefficients 
are those that:

minimize Z e2 = S[Y; — (bQ + tq x X;)]2

The estimated slope coefficient (bj) for the regression line describes the change in Yfor a 
one unit change in X. It can be positive, negative, or zero, depending on the relationship 
between the regression variables. The slope term is calculated as:

£ ( X i - X ) ( Y i - Y )
i=i_________________

E ( X i - X )2
i=l

Cov(X, Y) 
Var(X)

The intercept term (bQ) is the line’s intersection with the Y-axis at X = 0. It can be positive, 
negative, or zero. A property of the least squares method is that the intercept term may be 
expressed as:

b0 = Y -b jX

where:
Y = mean of Y 
X = mean of X

The intercept equation highlights the fact that the regression line passes through a point 
with coordinates equal to the mean of the independent and dependent variables (i.e., the 
point, X,Y).
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Assumptions Underlying Linear Regression

LO 21.6: Describe the method and three key assumptions o f OLS for estimation of 
parameters.

OLS regression requires a number of assumptions. Most of the major assumptions pertain
to the regression model’s residual term (i.e., error term). Three key assumptions are as
follows:

• The expected value of the error term, conditional on the independent variable, is zero 
(E(e;|X;) = 0).

• All (X, Y) observations are independent and identically distributed (i.i.d.).
• It is unlikely that large outliers will be observed in the data. Large outliers have the 

potential to create misleading regression results.

Additional assumptions include:

• A linear relationship exists between the dependent and independent variable.
• The model is correctly specified in that it includes the appropriate independent variable 

and does not omit variables.
• The independent variable is uncorrelated with the error terms.
• The variance of is constant for all Xp VarjeJXj) = a 2.
• No serial correlation of the error terms exists [i.e., Corr(S;, e; -) = 0 for j=l, 2, 3  ].

The point being that knowing the value of an error for one observation does not reveal 
information concerning the value of an error for another observation.

• The error term is normally distributed.

Properties of OLS Estimators

LO 21.7: Summarize the benefits of using OLS estimators.

OLS estimators and terminology are used widely in practice when applying regression 
analysis techniques. In fields such as economics, finance, and statistics, the presentation 
of OLS regression results is the same. This means that the calculation of bQ and bj and 
the interpretation and analysis of regression output is easily understood across multiple 
fields of study. As a result, statistical software packages make it easy for users to apply OLS 
estimators. In addition to practical benefits, OLS estimators also have theoretical benefits. 
OLS estimated coefficients are unbiased, consistent, and (under special conditions) efficient. 
Recall from Topic 16, that these characteristics are desirable properties of an estimator.

LO 21.8: Describe the properties of OLS estimators and their sampling 
distributions, and explain the properties o f consistent estimators in general.

Since OLS estimators are derived from random samples, these estimators are also random 
variables because they vary from one sample to the next. Therefore, OLS estimators will 
have their own probability distributions (i.e., sampling distributions). These sampling 
distributions allow us to estimate population parameters, such as the population mean, the 
population regression intercept term, and the population regression slope coefficient.
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Drawing multiple samples from a population will produce multiple sample means. The 
distribution of these sample means is referred to as the sampling distribution o f  the sample 
mean. The mean of this sampling distribution is used as an estimator of the population 
mean and is said to be an unbiased estimator of the population mean. Recall that an 
unbiased estimator is one for which the expected value of the estimator is equal to the 
parameter you are trying to estimate.

Given the central limit theorem, for large sample sizes, it is reasonable to assume that the 
sampling distribution will approach the normal distribution. This means that the estimator 
is also a consistent estimator. Recall that a consistent estimator is one for which the 
accuracy of the parameter estimate increases as the sample size increases. Note that a general 
guideline for a large sample size in regression analysis is a sample greater than 100.

Like the sampling distribution of the sample mean, OLS estimators for the population 
intercept term and slope coefficient also have sampling distributions. The sampling 
distributions of OLS estimators, bQ and b 1, are unbiased and consistent estimators of 
population parameters, B0 and Br  Being able to assume that bQ and tq are normally 
distributed is a key property in allowing us to make statistical inferences about population 
coefficients.

Topic 21
Cross Reference to GARP Assigned Reading — Stock & Watson, Chapter 4

OLS Regression Results

LO 21.9: Interpret the explained sum of squares, the total sum of squares, the 
residual sum of squares, the standard error o f the regression, and the regression R2.

LO 21.10 : Interpret the results o f an OLS regression.

The sum of squared residuals (SSR), sometimes denoted SSE, for sum of squared errors, 
is the sum of squares that results from placing a given intercept and slope coefficient into 
the equation and computing the residuals, squaring the residuals and summing them. It is 
represented by Ze;2. The sum is an indicator of how well the sample regression function 
explains the data.

Assuming certain conditions exist, an analyst can use the results of an ordinary least 
squares regression in place of the unknown population regression function to describe the 
relationship between the dependent and independent variable (s). In our earlier example 
concerning hedge fund returns and lockup periods, we might assume that an analyst only 
has access to a sample of returns data (e.g., six observations). This may be the result of the 
fact that hedge funds are not regulated and the reporting of returns is voluntary. In any case, 
we will assume that the data in Figure 3 is the sample of six observations and includes the 
corresponding computations for computing OLS estimates.
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Figure 3: Sample of Returns and Corresponding Lockup Periods

Lockup Returns (X -X ) (Y -Y ) Cov(X,Y) Var(X)

5 10 -2.5 -6 15 6.25
6 12 -1 .5 -4 6 2.25
7 19 -0.5 3 -1 .5 0.25
8 16 0.5 0 0 0.25
9 18 1.5 2 3 2.25

10 21 2.5 5 12.5 6.25
Sum 45 96 0 0 35 17.50

Average 7.5 16

From Figure 3, we can compute the sample coefficients:

J55
17

b0 = 1 6 -2 x 7 .5  = 1

Thus, the sample regression function is: Yj = 1 + 2 x X; + e;. This means that, according to 
the data, on average a hedge fund with a lockup period of six years will have a 2% higher 
return than a hedge fund with a 5-year lockup period.

The Coefficient of Determination

The coefficient of determination, represented by R2, is a measure of the “goodness of fit” 
of the regression. It is interpreted as a percentage of variation in the dependent variable 
explained by the independent variable. The underlying concept is that for the dependent 
variable, there is a total sum of squares (TSS) around the sample mean. The regression 
equation explains some portion of that TSS. Since the explained portion is determined by 
the independent variables, which are assumed independent of the errors, the total sum of 
squares can be broken down as follows:

Total sum of squares = explained sum of squares + sum of squared residuals

^ ( Y i - Y ) 2 =  J ] ( Y - Y ) 2 +  ^ ( Y ; -Y )2

TSS = ESS + SSR

Professor’s Note: As m entioned previously, sum o f  squared residm ls (SSR) is also

© known as the sum o f  squared errors (SSE). In the same regard, tota l sum o f  squares 
(TSS) is also known as sum o f  squares total (SST), and  explained sum o f  squares 
(ESS) is also known as regression sum o f  squares (RSS).

Figure 4 illustrates how the total variation in the dependent variable (TSS) is composed of 
SSR and ESS.
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Figure 4: Components of the Total Variation

The coefficient of determination can be calculated as follows:

r 2  E S S _ E ^ i - ^ 2
TSS ^ (Y | - Y )2

R2=, ^ =1 Effi-V
TSS ^ ( Y i- Y )2

Example: Computing R2

Figure 5 contains the relevant information from our hedge fund example where the 
average of the hedge fund returns was 16% (i.e., Y = 16). Compute the coefficient of 
determination for the hedge fund regression line.

Figure 5: Computing the Coefficient of Determination

Lockup Returns,
Y; e-i e 2i E ( Yi - Y);̂  Yi E ( Yi - Yi)2

5 10 - i i 36 11 1

6 12 - i i 16 13 1

7 19 4 16 9 15 16

8 16 -1 1 0 17 1

9 18 -1 1 4 19 1

10 21 0 0 25 21 0

Sum 45 96 0 20 90 96 20

Answer:

The coefficient of determination is 77.8%, which is calculated as follows:

R2= 1 - E < yi - Y 2

E < Yi - y >2

20
= 1 - — =0.778 

90
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In a simple two-variable regression, the square root of R2 is the correlation coefficient (r) 
between X; and Yj. If the relationship is positive, then:

r =

For the hedge fund data, the correlation coefficient is: r = \f0J78 = 0.882

The correlation coefficient is a standard measure of the strength of the linear relationship 
between two variables. Initially it may seem similar to the coefficient of determination, 
but it is not for two reasons. First, the correlation coefficient indicates the sign of the 
relationship, whereas the coefficient of determination does not. Second, the coefficient of 
determination can apply to an equation with several independent variables, and it implies 
a causation or explanatory power, while the correlation coefficient only applies to two 
variables and does not imply causation between the variables.

The Standard Error o f the Regression

The standard error of the regression (SER) measures the degree of variability of the actual 
Y-values relative to the estimated Y-values from a regression equation. The SER gauges the 
“fit” of the regression line. The smaller the standard error, the better the fit.

The SER is the standard deviation of the error terms in the regression. As such, SER is also 
referred to as the standard error of the residual, or the standard error of estimate (SEE).

In some regressions, the relationship between the independent and dependent variables is 
very strong (e.g., the relationship between 10-year Treasury bond yields and mortgage rates). 
In other cases, the relationship is much weaker (e.g., the relationship between stock returns 
and inflation). SER will be low (relative to total variability) if the relationship is very strong 
and high if the relationship is weak.

Topic 21
Cross Reference to GARP Assigned Reading -  Stock & Watson, Chapter 4
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Key Concepts

LO 21.1

Regression analysis attempts to measure the relationship between a dependent variable and 
one or more independent variables.

A scatter plot (a.k.a. scattergram) is a collection of points on a graph where each point 
represents the values of two variables (i.e., an X/Y pair).

LO 21.2

A population regression line indicates the expected value of a dependent variable 
conditional on one or more independent variables: E(Y; | X;) = BQ + Bj x (Xj).

The difference between an actual dependent variable and a given expected value is the error 
term or noise component denoted e; = Y; -  E(Y; | X;).

LO 21.3

The sample regression function is an equation that represents a relationship between the Y 
and X variable(s) using only a sample of the total data. It uses symbols that are similar but 
still distinct from that of the population Y; = bQ + bj x X  + t .

LO 21.4

In a linear regression model, we generally assume that the equation is linear in the 
parameters, and that it may or may not be linear in the variables.

LO 21.5

Ordinary least squares estimation is a process that estimates the population parameters B; 
with corresponding values for bj that minimize Scj2 = X [Y — (bQ + b ( x Xj)]2. The formulas 
for the coefficients are:

£ ( X i - X ) ( Y i - Y )
i=l______________

i=i * •

Cov(X,Y)
Var(X)

LO 21.6

Three key assumptions made with simple linear regression include:

• The expected value of the error term, conditional on the independent variable, is zero.
• All (X, Y) observations are independent and identically distributed (i.i.d.).
• It is unlikely that large outliers will be observed in the data.
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LO 21.7

OLS estimators are used widely in practice. In addition to practical benefits, OLS estimators 
exhibit desirable properties of an estimator.

LO 21.8

Since OLS estimators are random variables, they have their own sampling distributions. 
These sampling distributions are used to estimate population parameters. Given that the 
expected value of the estimator is equal to the parameter being estimated and the accuracy 
of the parameter estimate increases as the sample size increases, we can say that OLS 
estimators are both unbiased and consistent.

LO 21.9

Explained sum of squares (ESS) measures the variation in the dependent variable that is 
explained by the independent variable.

Total sum of squares (TSS) measures the total variation in the dependent variable. TSS is 
equal to the sum of the squared differences between the actual Y-values and the mean of Y.

Sum of squared residuals (SSR) measures the unexplained variation in the dependent 
variable.

The standard error of the regression (SER) measures the degree of variability of the actual 
Y-values relative to the estimated Y-values from a regression equation.

The coefficient of determination, represented by R2, is a measure of the “goodness of fit” of 
the regression.

LO 21.10

Assuming certain conditions exist, an analyst can use the results of an ordinary least 
squares regression in place of an unknown population regression function to describe the 
relationship between the dependent and independent variable.
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Concept Checkers

1. If the value of the independent variable is zero, then the expected value of the 
dependent variable would be equal to the:
A. slope coefficient.
B. intercept coefficient.
C. error term.
D. residual.

2. The error term represents the portion of the:
A. dependent variable that is not explained by the independent variable(s) but 

could possibly be explained by adding additional independent variables.
B. dependent variable that is explained by the independent variable(s).
C. independent variables that are explained by the dependent variable.
D. dependent variable that is explained by the error in the independent variable(s).

3. What is the most appropriate interpretation of a slope coefficient estimate equal to
10.0?

A. The predicted value of the dependent variable when the independent variable is 
zero is 10.0.

B. The predicted value of the independent variable when the dependent variable is 
zero is 0.1.

C. For every one unit change in the independent variable the model predicts that 
the dependent variable will change by 10 units.

D. For every one unit change in the independent variable the model predicts that 
the dependent variable will change by 0.1 units.

4. A linear regression function assumes that the equation must be linear in:
A. both the variables and the coefficients.
B. the coefficients but not necessarily the variables.
C. the variables but not necessarily the coefficients.
D. neither the variables nor the coefficients.

5. Ordinary least squares refers to the process that:
A. maximizes the number of independent variables.
B. minimizes the number of independent variables.
C. produces sample regression coefficients.
D. minimizes the sum of the squared error terms.

©2015 Kaplan, Inc. Page 159



Topic 21
Cross Reference to GARP Assigned Reading — Stock & Watson, Chapter 4

Concept Checker Answers

1. B The equation is E(Y | X) = bQ + bj x X. IfX  = 0, then Y = bQ (i.e., the intercept coefficient).

2. A The error term represents effects from independent variables not included in the model. It
could be explained by additional independent variables.

3. C The slope coefficient is best interpreted as the predicted change in the dependent variable
for a 1-unit change in the independent variable. If the slope coefficient estimate is 10.0 and 
the independent variable changes by one unit, the dependent variable will change by 10 
units. The intercept term is best interpreted as the value of the dependent variable when the 
independent variable is equal to zero.

4. B Linear regression refers to a regression that is linear in the coefficients/parameters; it may or
may not be linear in the variables.

5. D OLS is a process that minimizes the sum of squared residuals to produce estimates o f the
population parameters known as sample regression coefficients.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Regression with a  Single Regressor: 
Hypothesis Tests and C onfidence 
Intervals

Topic 22

Exam Focus

As shown in the previous topic, the classical linear regression model requires several 
assumptions. One of those assumptions is homoskedasticity, which means a constant 
variance of the errors over the sample. If the assumptions are true, the estimated coefficients 
have the desirable properties of being unbiased and having a minimum variance when 
compared to other estimators. It is usually assumed that the errors are normally distributed, 
which allows for standard methods of hypothesis testing of the estimated coefficients. For the 
exam, be able to construct confidence intervals and perform hypothesis tests on regression 
coefficients, and understand how to detect heteroskedasticity.

Regression C oefficient Confidence Intervals

LO 22.1: Calculate, and interpret confidence intervals for regression coefficients.

Hypothesis testing for a regression coefficient may use the confidence interval for the 
coefficient being tested. For instance, a frequently asked question is whether an estimated 
slope coefficient is statistically different from zero. In other words, the null hypothesis is HQ: 
Bj = 0 and the alternative hypothesis is HA: Bj * 0. If the confidence interval at the desired 
level of significance does not include zero, the null is rejected, and the coefficient is said to 
be statistically different from zero.

The confidence interval for the regression coefficient, Bp is calculated as:

bl ± (tc X %  )> 0r [bl -  (tc X %  ) < B1 < bl + (tc X %  )]

In this expression, t is the critical two-tailed r-value for the selected confidence level with 
the appropriate number of degrees of freedom, which is equal to the number of sample 
observations minus 2 (i.e., n -  2).

The standard error of the regression coefficient is denoted as . It is a function of the 
SER: as SER rises, also increases, and the confidence interval widens. This makes sense 
because SER measures the variability of the data about the regression line, and the more 
variable the data, the less confidence there is in the regression model to estimate a 
coefficient.
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© Professor’s Note: I t is h igh ly unlikely you  w il l  have to ca lcu la te on th e exam. 
It is in c lu d ed  in th e ou tpu t o f  a l l  sta tistica l so ftw are packages a n d  sh ou ld  be 
g iv en  to yo u  i f  y o u  n eed  it.

Example: Calculating the confidence interval for a regression coefficient

The estimated slope coefficient, Bp from a regression run on WPO stock is 0.64 with a 
standard error equal to 0.26. Assuming that the sample had 36 observations, calculate 
the 95% confidence interval for Bp

Answer:

The confidence interval for bj is:

bl ± (<x x  %  )>or [bl -  (tc x sbj) < Bl < bl + (<x x  sb i)]

The critical two-tail /-values are ± 2.03 (from the /-table with n — 2 = 34 degrees of 
freedom). We can compute the 95% confidence interval as:

0.64±(2.03)(0.26) = 0.64 ±0.53 = 0.11 to 1.17

Because this confidence interval does not include zero, we can conclude that the slope 
coefficient is significantly different from zero.

Regression Coefficient Hypothesis Testing

LO 22.3: Interpret hypothesis tests about regression coefficients.

A /-test may also be used to test the hypothesis that the true slope coefficient, Bp 
is equal to some hypothesized value. Letting bj be the point estimate for Bp the 
appropriate test statistic with n -  2 degrees of freedom is:

t b i - B i  

Sbi

The decision rule for tests of significance for regression coefficients is:

Reject H0 if t > +tcritical or t < - t critical

Rejection of the null means that the slope coefficient is differen t from the hypothesized 
value of Bp
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To test whether an independent variable explains the variation in the dependent variable 
(i.e., it is statistically significant), the hypothesis that is tested is whether the true slope is 
zero (Bj =0). The appropriate test structure for the null and alternative hypotheses is:

Hq: Bj= 0 versus HA: Bj * 0

Topic 22
Cross Reference to GARP Assigned Reading -  Stock & Watson, Chapter 5

Example: Hypothesis test for significance of regression coefficients

Again, suppose that the estimated slope coefficient for the WPO regression is 0.64 with 
a standard error equal to 0.26. Assuming that the sample has 36 observations, determine 
if the estimated slope coefficient is significantly different than zero at a 5% level of 
significance.

Answer:

The calculated test statistic is tg —Bj 0 .6 4 -0  
sbi 0.26

The critical two-tailed r-values are ± 2.03 (from the r-table with df = 36 -  2 = 34). 
Because t > tcritic£j  (i.e., 2.46 > 2.03), we reject the null hypothesis and conclude that the 
slope is different from zero. Note that the r-test and the confidence interval lead to the 
same conclusion to reject the null hypothesis and conclude that the slope coefficient is 
statistically significant.

LO 22.2: Interpret the p-value.

Comparing a test statistic to critical values is the preferred method for testing statistical 
significance. Another method involves the computation and interpretation of a p-value. 
Recall from Topic 19, the /(-value is the smallest level of significance for which the null 
hypothesis can be rejected.

For two-tailed tests, the /(-value is the probability that lies above the positive value of 
the computed test statistic p lu s the probability that lies below the negative value of the 
computed test statistic. For example, by consulting the z-table, the probability that lies 
above a test statistic of 2.46 is: (1 — 0.9931) = 0.0069 = 0.69%. With a two-tailed test, this 
/(-value is: 2 x 0.69% = 1.38%. Therefore, the null hypothesis can be rejected at any level of 
significance greater than 1.38%. However, with a level of significance of, say, 1%, we would 
fail to reject the null.

A very small /(-value provides support for rejecting the null hypothesis. This would 
indicate a large test statistic that is likely greater than critical values for a common level 
of significance (e.g., 5%). Many statistical software packages for regression analysis report 
/(-values for regression coefficients. This output gives researchers a general idea of statistical 
significance without selecting a significance level.
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Predicted Values

Predicted values are values of the dependent variable based on the estimated regression 
coefficients and a prediction about the value of the independent variable. They are the 
values that are pred icted  by the regression equation, given an estimate of the independent 
variable.

For a simple regression, the predicted (or forecast) value of Fis:

Y = b0 + b1Xp 

where:
Y = predicted value of the dependent variable 
Xp = forecasted value of the independent variable

Example: Predicting the dependent variable

Given the regression equation:

WPO = -2 .3%  + (0.64) (S&P 500)

Calculate the predicted value of WPO excess returns if forecasted S&P 500 excess 
returns are 10%.

Answer:

The predicted value for WPO excess returns is determined as follows:

WPO = -2 .3%  + (0.64)(10%) = 4.1%

Confidence Intervals for Predicted Values

Confidence intervals for the predicted value of a dependent variable are calculated in a 
manner similar to the confidence interval for the regression coefficients. The equation for 
the confidence interval for a predicted value of Fis:

Y ± ( tc x sf ) => [Y — (tc x  sp) <  Y <  Y +  ( tc x Sf )]

where:
t = two-tailed critical r-value at the desired level of significance with df = n — 2 
sf = standard error of the forecast
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The challenge with computing a confidence interval for a predicted value is calculating 
sf. It’s highly unlikely that you will have to calculate the standard error of the forecast (it 
will probably be provided if you need to compute a confidence interval for the dependent 
variable). However, if you do need to calculate sf, it can be done with the following formula 
for the variance of the forecast:

Topic 22
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s2
f = SER2 1 +  -  +

n
( X - X )2
( n - l ) s 2

where:
SER2 = variance of the residuals = the square of the standard error of the regression
2

sx = variance of the independent variable
X = value of the independent variable for which the forecast was made 

Example: Confidence interval for a predicted value

Calculate a 95% prediction interval on the predicted value of WPO from the previous 
example. Assume the standard error of the forecast is 3.67, and the forecasted value of 
S&P 500 excess returns is 10%.

Answer:

The predicted value for WPO is:

WPO = —2.3% + (0.64)(l0%) = 4.1%

The 5% two-tailed critical r-value with 34 degrees of freedom is 2.03. The prediction 
interval at the 95% confidence level is:

WPO ± (tc x  sf ) => [4.1% ± (2.03 x  3.67%)] = 4.1% ± 7.5% 

or

—3.4% to 11.6%

This range can be interpreted as, given a forecasted value for S&P 500 excess returns of 
10%, we can be 95% confident that the WPO excess returns will be between -3.4% and 
11.6% .
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Dummy Variables

Observations for most independent variables (e.g., firm size, level of GDP, and interest 
rates) can take on a wide range of values. However, there are occasions when the 
independent variable is binary in nature—it is either “on” or “off.” Independent variables 
that fall into this category are called dummy variables and are often used to quantify the 
impact of qualitative events.

Dummy variables are assigned a value of “0” or “1.” For example, in a time series regression 
of monthly stock returns, you could employ a “January” dummy variable that would take 
on the value of “1” if a stock return occurred in January and “0” if it occurred in any other 
month. The purpose of including the January dummy variable would be to see if stock 
returns in January were significantly different than stock returns in all other months of the 
year. Many “January Effect” anomaly studies employ this type of regression methodology.

The estimated regression coefficient for dummy variables indicates the difference in the 
dependent variable for the category represented by the dummy variable and the average 
value of the dependent variable for all classes except the dummy variable class. For example, 
testing the slope coefficient for the January dummy variable would indicate whether, and by 
how much, security returns are different in January as compared to the other months.

W hat is Heteroskedasticity?

LO 22.4: Evaluate the implications of homoskedasticity and heteroskedasticity.

If the variance of the residuals is constant across all observations in the sample, the 
regression is said to be homoskedastic. When the opposite is true, the regression exhibits 
heteroskedasticity, which occurs when the variance of the residuals is not the same across all 
observations in the sample. This happens when there are subsamples that are more spread 
out than the rest of the sample.

Unconditional heteroskedasticity occurs when the heteroskedasticity is not related to the 
level of the independent variables, which means that it doesn’t systematically increase or 
decrease with changes in the value of the independent variable(s). While this is a violation 
of the equal variance assumption, i t  usually causes no major problem s w ith the regression.

Conditional heteroskedasticity is heteroskedasticity that is related to the level of 
(i.e., conditional on) the independent variable. For example, conditional heteroskedasticity 
exists if the variance of the residual term increases as the value of the independent variable 
increases, as shown in Figure 1. Notice in this figure that the residual variance associated 
with the larger values of the independent variable, X, is larger than the residual variance 
associated with the smaller values of X. Conditional heteroskedasticity does create significant 
problem s f o r  statistical inference.
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Figure 1: Conditional Heteroskedasticity

Effect of Heteroskedasticity on Regression Analysis

There are several effects of heteroskedasticity you need to be aware of:

• The standard errors are usually unreliable estimates.
• The coefficient estimates (the b-) aren’t affected.
• If the standard errors are too small, but the coefficient estimates themselves are not 

affected, the t-statistics will be too large and the null hypothesis of no statistical 
significance is rejected too often. The opposite will be true if the standard errors are too 
large.

Detecting Heteroskedasticity

As was shown in Figure 1, a scatter plot of the residuals versus one of the independent
variables can reveal patterns among observations.
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Example: Detecting heteroskedasticity with a residual plot

You have been studying the monthly returns of a mutual fund over the past five years, 
hoping to draw conclusions about the fund’s average performance. You calculate the 
mean return, the standard deviation, and the portfolio’s beta by regressing the fund’s 
returns on S&P 500 index returns (the independent variable). The standard deviation 
of returns and the fund’s beta don’t seem to fit the firm’s stated risk profile. For your 
analysis, you have prepared a scatter plot of the error terms (actual return -  predicted 
return) for the regression using five years of returns, as shown in the following figure. 
Determine whether the residual plot indicates that there may be a problem with the data.

Residual Plot

Residual

Independent
Variable

Answer:

The residual plot in the previous figure indicates the presence of conditional 
heteroskedasticity. Notice how the variation in the regression residuals increases as the 
independent variable increases. This indicates that the variance of the fund’s returns 
about the mean is related to the level of the independent variable.

Correcting Heteroskedasticity

Heteroskedasticity is not easy to correct, and the details of the available techniques are 
beyond the scope of the FRM curriculum. The most common remedy, however, is to 
calculate robust standard errors. These robust standard errors are used to recalculate the 
/■-statistics using the original regression coefficients. On the exam, use robust standard errors 
to calculate /-statistics if there is evidence of heteroskedasticity. By default, many statistical 
software packages apply homoskedastic standard errors unless the user specifies otherwise.
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LO 22.5: Determine the conditions under which the OLS is the best linear 
conditionally unbiased estimator.

LO 22.6: Explain the Gauss-Markov Theorem and its limitations, and alternatives 
to the OLS.

The Gauss-Markov theorem says that if the linear regression model assumptions are true 
and the regression errors display homoskedasticity, then the OLS estimators have the 
following properties.

1. The OLS estimated coefficients have the minimum variance compared to other 
methods of estimating the coefficients (i.e., they are the most precise).

2. The OLS estimated coefficients are based on linear functions.

3. The OLS estimated coefficients are unbiased, which means that in repeated sampling 
the averages of the coefficients from the sample will be distributed around the true 
population parameters [i.e., E(bQ) = BQ and E ^ j) = B J.

4. The OLS estimate of the variance of the errors is unbiased [i.e., E(ct2 )= a 2].

The acronym for these properties is “BLUE,” which indicates that OLS estimators are the 
best linear unbiased estimators.

One limitation of the Gauss-Markov theorem is that its conditions may not hold in 
practice, particularly when the error terms are heteroskedastic, which is sometimes observed 
in economic data. Another limitation is that alternative estimators, which are not linear 
or unbiased, may be more efficient than OLS estimators. Examples of these alternative 
estimators include: the weighted least squares estimator (which can produce an estimator 
with a smaller variance—to combat heteroskedastic errors) and the least absolute deviations 
estimator (which is less sensitive to extreme outliers given that rare oudiers exist in the 
data).

Small Sample Sizes

LO 22.7: Apply and interpret the t-statistic when the sample size is small.

The central limit theorem is important when analyzing OLS results because it allows for the 
use of the /-distribution when conducting hypothesis testing on regression coefficients. This 
is possible because the central limit theorem says that the means of individual samples will 
be normally distributed when the sample size is large. However, if the sample size is small, 
the distribution of a /-statistic becomes more complicated to interpret.

In order to analyze a regression coefficient /-statistic when the sample size is small, we must 
assume the assumptions underlying linear regression hold. In particular, in order to apply 
and interpret the /-statistic, error terms must be homoskedastic (i.e., constant variance
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of error terms) and the error terms must be normally distributed. If this is the case, the 
r-statistic can be computed using the default standard error (i.e., the homoskedasticity-only 
standard error), and it follows a r-distribution with n -  2 degrees of freedom.

In practice, it is rare to assume that error terms have a constant variance and are normally 
distributed. However, it is generally the case that sample sizes are large enough to apply the 
central limit theorem meaning that we can calculate r-statistics using homoskedasticity- 
only standard errors. In other words, with a large sample size, differences between the 
r-distribution and the standard normal distribution can be ignored.

Topic 22
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Key Concepts

LO 22.1

The confidence interval for the regression coefficient, Bj, is calctdated as:

bj ± (tc x sbl), or [bj -  (tc x sb]) < Bj < bj + (tc x sbl)]

LO 22.2

The p - v alue is the smallest level of significance for which the ntdl hypothesis can be 
rejected. Interpreting the /-value offers an alternative approach when testing for statistical 
significance.

LO 22.3

A f-test with n — 2 degrees of freedom is used to conduct hypothesis tests of the estimated 
regression parameters:

t b i - B !

sb,

A predicted value of the dependent variable, Y , is determined by inserting the predicted 
value of the independent variable, Xp, in the regression equation and calculating 
Yp = b0 + bjXp.

The confidence interval for a predicted F-value is [Y — (tc x sp) < Y < Y + (tc x sf )J, 
where sf is the standard error of the forecast.

Qualitative independent variables (dummy variables) capture the effect of a binary 
independent variable:

• Slope coefficient is interpreted as the change in the dependent variable for the case when 
the dummy variable is one.

• Use one less dummy variable than the number of categories. * •

LO 22.4

Homoskedasticity refers to the condition of constant variance of the residuals.
Heteroskedasticity refers to a violation of this assumption.

The effects of heteroskedasticity are as follows:

• The standard errors are usually unreliable estimates.
• The coefficient estimates (the A) aren’t affected.
• If the standard errors are too small, but the coefficient estimates themselves are not 

affected, the t-statistics will be too large and the null hypothesis of no statistical 
significance is rejected too often. The opposite will be true if the standard errors are too 
large.
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LO 22.5

The Gauss-Markov theorem says that if linear regression assumptions are true, then OLS 
estimators are the best linear unbiased estimators.

LO 22.6

The limitations of the Gauss-Markov theorem are that its conditions may not hold in 
practice and alternative estimators may be more efficient. Examples of alternative estimators 
include the weighted least squares estimator and the least absolute deviations estimator.

LO 22.7

In order to interpret f-statistics of regression coefficients when a sample size is small, we 
must assume the assumptions underlying linear regression hold. In practice, it is generally 
the case that sample sizes are large, meaning that t-statistics can be computed using 
homoskedasticity-only standard errors.
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Concept Checkers

1. What is the appropriate alternative hypothesis to test the statistical significance of 
the intercept term in the following regression?

Y =ai +a2j(X) +

A. Ha: al * 0 .
B. h a : al > 0.
C. h a : a2 * 0 .
D. h a : a2 > 0.

Use the following information for Questions 2 through 4.

Bill Coldplay is analyzing the performance of the Vanguard Growth Index Fund (VIGRX) 
over the past three years. The fund employs a passive management investment approach 
designed to track the performance of the MSCI US Prime Market Growth index, a 
broadly diversified index of growth stocks of large U.S. companies.

Coldplay estimates a regression using excess monthly returns on VIGRX (exVIGRX) as 
the dependent variable and excess monthly returns on the S&P 500 index (exS&P) as the 
independent variable. The data are expressed in decimal terms (e.g., 0.03, not 3%).

exVIGRXf = b0 + bjlexS&P^ + e(

A scatter plot of excess returns for both return series from June 2004 to May 2007 are 
shown in the following figure.

Analysis of Large Cap Growth Fund
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Results from that analysis are presented in the following figures

Coefficient Coefficient Estimate Standard Error

0.0023 0.0022

1.1163 0.0624

Source ofVariation Sum o f  Squares

Explained 0.0228

Residual 0.0024

2. The 90% confidence interval for bQ is closest to:
A. -0.0014 to +0.0060.
B. -0.0006 to +0.0052.
C. +0.0001 to +0.0045.
D. -0.0006 to +0.0045.

3. Are the intercept term and the slope coefficient statistically significantly different 
from zero at the 5% significance level?

Intercept term significant? Slope coefficient significant?
A. Yes Yes
B. Yes No
C. No Yes
D. No No

4. Coldplay would like to test the following hypothesis: HQ: B] < 1 vs. HA: B, > 1 at 
the 1% significance level. The calculated f-statistic and the appropriate conclusion
are:

Calculated t-statistic Appropriate conclusion
A. 1.86 Reject H0
B. 1.86 Fail to reject H0
C. 2.44 Reject H0
D. 2.44 Fail to reject H0

5. Consider the following statement: In a simple linear regression, the appropriate 
degrees of freedom for the critical r-value used to calculate a confidence interval 
around both a parameter estimate and a predicted Y-value is the same as the number 
of observations minus two. The statement is:
A. justified.
B. not justified, because the appropriate degrees of freedom used to calculate a 

confidence interval around a parameter estimate is the number of observations.
C. not justified, because the appropriate degrees of freedom used to calculate a 

confidence interval around a predicted Y-value is the number of observations.
D. not justified, because the appropriate degrees of freedom used to calculate a 

confidence interval depends on the explained sum of squares.
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Concept Checker Answers

1. A In this regression, a: is the intercept term. To test the statistical significance means to test the
null hypothesis that a j is equal to zero versus the alternative that it is not equal to zero.

2. A Note that there are 36 monthly observations from June 2004 to May 2007, so n = 36.
The critical two-tailed 10% t- value with 34 (n -  2 = 36 -  2 = 34) degrees of freedom is 
approximately 1.69. Therefore, the 90% confidence interval for bQ (the intercept term) is 
0.0023 +/- (0.0022)(1.69), or-0.0014 to +0.0060.

3. C The critical two-tailed 5% t-value with 34 degrees of freedom is approximately 2.03. The
calculated r-statistics for the intercept term and slope coefficient are, respectively, 0.0023 / 
0.0022 = 1.05 and 1.1163 / 0.0624 = 17.9. Therefore, the intercept term is not statistically 
different from zero at the 5% significance level, while the slope coefficient is.

4. B Notice that this is a one-tailed test. The critical one-tailed 1% t-value with 34 degrees of
freedom is approximately 2.44. The calculated r-statistic for the slope coefficient is 
(1.1163— 1) / 0.0624 = 1.86. Therefore, the slope coefficient is not statistically different 
from one at the 1% significance level, and Coldplay should fail to reject the null hypothesis.

5. A In simple linear regression, the appropriate degrees of freedom for both confidence intervals
is the number of observations in the sample («) minus two.

©2015 Kaplan, Inc. Page 175



The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Linear Regression with M ultiple 
Regressors

Topic 23

Exam Focus

Multiple regression is, in many ways, simply an extension of regression with a single 
regressor. The coefficient of determination, t-statistics, and standard errors of the coefficients 
are interpreted in the same fashion. There are some differences, however; namely that 
the formulas for the coefficients and standard errors are more complicated. The slope 
coefficients are called partial slope coefficients because they measure the effect of changing 
one independent variable, assuming the others are held constant. For the exam, understand 
the implications of omitting relevant independent variables from the model, the adjustment 
to the coefficient of determination when adding additional variables, and the effect that 
heteroskedasticity and multicollinearity have on regression results.

Omitted Variable Bias

LO 23.1: Define and interpret omitted variable bias, and describe the methods for 
addressing this bias.

Omitting relevant factors from an ordinary least squares (OLS) regression can produce 
misleading or biased results. Omitted variable bias is present when two conditions are met: 
(1) the omitted variable is correlated with the movement of the independent variable in 
the model, and (2) the omitted variable is a determinant of the dependent variable. When 
relevant variables are absence from a linear regression model, the results will likely lead to 
incorrect conclusions as the OLS estimators may not accurately portray the actual data.

Omitted variable bias violates the assumptions of OLS regression when the omitted variable 
is in fact correlated with current independent (explanatory) variable(s). The reason for this 
violation is because omitted factors that partially describe the movement of the dependent 
variable will become part of the regression’s error term since they are not properly identified 
within the model. If the omitted variable is correlated with the regression’s slope coefficient, 
then the error term will also be correlated with the slope coefficient. Recall, that according 
to the assumptions of linear regression, the independent variable must be uncorrelated with 
the error term.

The issue of omitted variable bias occurs regardless of the size of the sample and will 
make OLS estimators inconsistent. The correlation between the omitted variable and the 
independent variable will determine the size of the bias (i.e., a larger correlation will lead 
to a larger bias) and the direction of the bias (i.e., whether the correlation is positive or 
negative). In addition, this bias can also have a dramatic effect on the test statistics used to 
determine whether the independent variables are statistically significant.
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Testing for omitted variable bias would check to see if the two conditions addressed 
earlier are present. If a bias is found, it can be addressed by dividing data into groups and 
examining one factor at a time while holding other factors constant. However, in order to 
understand the full effects of all relevant independent variables on the dependent variable, 
we need to utilize multiple independent coefficients in our model. Multiple regression 
analysis is therefore used to eliminate omitted variable bias since it can estimate the effect 
of one independent variable on the dependent variable while holding all other variables 
constant.

M ultiple Regression Basics

LO 23.2: Distinguish between single and multiple regression.

Multiple regression is regression analysis with more than one independent variable. It 
is used to quantify the influence of two or more independent variables on a dependent 
variable. For instance, simple (or univariate) linear regression explains the variation in stock 
returns in terms of the variation in systematic risk as measured by beta. With multiple 
regression, stock returns can be regressed against beta and against additional variables, such 
as firm size, equity, and industry classification, that might influence returns.

The general multiple linear regression model is:

Yi = Bo + B lX li + B2X2i + + BkXki + £i
where:
Y; = ith observation of the dependent variable Y, i = 1,2, ... , n
X. = independent variables, j = 1, 2, ... , k
Xji = ith observation of the/th independent variable
B0 = intercept term
Bj = slope coefficient for each of the independent variables 
£; = error term for the ith observation
n = number of observations 
k = number of independent variables

LO 23-5: Describe the OLS estimator in a multiple regression.

The multiple regression methodology estimates the intercept and slope coefficients such

that the sum of the squared error terms, is minimized. The estimators of these
i=l

coefficients are known as ordinary least squares (OLS) estimators. The OLS estimators are 
typically found with statistical software, but can also be computed using calculus or a trial- 
and-error method. The result of this procedure is the following regression equation:

Yi — B0 +  b>ix ii +  b2X 2i + . . .  +  b ^ X y

where the lowercase h ’s indicate an estimate for the corresponding regression coefficient

The residual, e;, is the difference between the observed value, Y;, and the predicted value 
from the regression, Y j:

ei = Yi -  Y  = Y  -  (b0 +b1x li +b2X2i + ... + bkXki)
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LO 23.3: Interpret the slope coefficient in a multiple regression.

Let’s illustrate multiple regression using research by Arnott and Asness (2003).1 As part of 
their research, the authors test the hypothesis that future 10-year real earnings growth in 
the S&P 500 (EG 10) can be explained by the trailing dividend payout ratio of the stocks in 
the index (PR) and the yield curve slope (YCS). YCS is calculated as the difference between 
the 10-year T-bond yield and the 3-month T-bill yield at the start of the period. All three 
variables are measured in percent.

Formulating the Multiple Regression Equation

The authors formulate the following regression equation using annual data 
(46 observations):

EG10 = B0 + BjPR + B2YCS + e

The results of this regression are shown in Figure 1.

Figure 1: Estimates for Regression of EG 10 on PR and YCS

Coefficient Standard Error

Intercept -11.6% 1.657%

PR 0.25 0.032

YCS 0.14 0.280

Interpreting the Multiple Regression Results

The interpretation of the estimated regression coefficients from a multiple regression is the
same as in simple linear regression for the intercept term but significantly different for the
slope coefficients:

• The intercept term is the value of the dependent variable when the independent 
variables are all equal to zero.

• Each slope coefficient is the estimated change in the dependent variable for a one-unit 
change in that independent variable, holding the other independent variables constant. 
That’s why the slope coefficients in a multiple regression are sometimes called partial 
slope coefficients.

For example, in the real earnings growth example, we can make these interpretations:

• Intercept ternr. If the dividend payout ratio is zero and the slope of the yield curve is zero, 
we would expect the subsequent 10-year real earnings growth rate to be —11.6%.

• PR coefficient-. If the payout ratio increases by 1%, we would expect the subsequent 10- 
year earnings growth rate to increase by 0.25%, holding YCS constant.

• YCS coefficient. If the yield curve slope increases by 1%, we would expect the subsequent 
10-year earnings growth rate to increase by 0.14%, holding PR constant.

1. Arnott, Robert D., and Clifford S. Asness. 2003. “Surprise! Higher Dividends = Higher 
Earnings Growth.” Financial Analysts Journal, vol. 59, no. 1 (January/February): 70—87.
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Let’s discuss the interpretation of the multiple regression slope coefficients in more detail. 
Suppose we run a regression of the dependent variable f o n a  single independent variable 
XI and get the following result:

Y = 2.0 + 4.5X1

The appropriate interpretation of the estimated slope coefficient is that if XI increases by 1 
unit, we would expect Y to increase by 4.5 units.

Now suppose we add a second independent variable XI to the regression and get the 
following result:

Y= 1.0+ 2.5X1 + 6.0X2

Notice that the estimated slope coefficient for XI changed from 4.5 to 2.5 when we added 
X2 to the regression. We would expect this to happen most of the time when a second 
variable is added to the regression, unless X2 is uncorrelated with XI, because if XI increases 
by 1 unit, then we would expect XI to change as well. The multiple regression equation 
captures this relationship between XI and X2 when predicting Y.

Now the interpretation of the estimated slope coefficient for XI is that if XI increases by 1 
unit, we would expect Y to increase by 2.5 units, hold ing X2 constant.

LO 23.4: Describe homoskedasticity and heteroskedasticity in a multiple 
regression.

In multiple regression, homoskedasticity and heteroskedasticity are just extensions of their 
definitions discussed in the previous topic. Homoskedasticity refers to the condition that 
the variance of the error term is constant for all independent variables, X, from i = 1 to n: 
Var(ej | X j) = cr2 . Heteroskedasticity means that the dispersion of the error terms varies 
over the sample. It may take the form of conditional heteroskedasticity, which says that the 
variance is a function of the independent variables.

M easures of Fit

LO 23.6: Calculate and interpret measures o f fit in multiple regression.

The standard error of the regression (SER) measures the uncertainty about the accuracy 
of the predicted values of the dependent variable, Yj = b0 + bjXj. Graphically, the 
relationship is stronger when the actual x,y data points lie closer to the regression line 
(i.e., the e- are smaller).

Formally, SER is the standard deviation of the predicted values for the dependent variable 
about the regression line. Equivalently, it is the standard deviation of the error terms in the 
regression. SER is sometimes specified as s .
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Recall that regression minimizes the sum of the squared vertical distances between the 
predicted value and actual value for each observation (i.e., prediction errors). Also, recall
that the sum of the squared prediction errors, ^  ( Y i - Y i )  , is called the sum of squared

i= l

residuals, SSR (not to be confused with SER). If the relationship between the variables in 
the regression is very strong (actual values are close to the line), the prediction errors, and 
the SSR, will be small. Thus, as shown in the following equations, the standard error of the 
regression is a function of the SSR:

X/[Yi — (b0 + b ;X j)]2 
i=1 \

n 0
E T - Yi)
i=i t

n
£ ■ *
i=l

5/ ?  =
/ SSR .

V n - k - 1  ) n - k - 1  V n - k - 1  \n —k —1

where:
n
k
n
£ (Yi-*i)
i= l

Y ^ b o + b iX ;

= number of observations 
= number of independent variables

= SSR = the sum of squared residuals

= a point on the regression line corresponding to a value ofXj. It is the 
expected (predicted) value of Y, given the estimated relation 
between X  and Y.

Similar to the standard deviation for a single variable, SER measures the degree of variability 
of the actual Y-values relative to the estimated Y-values. The SER gauges the “fit” of the 
regression line. The smaller the standard error, the better the fit.

Coefficient of Determination, R2

The multiple coefficient of determination, R2, can be used to test the overall effectiveness 
of the entire set of independent variables in explaining the dependent variable. Its 
interpretation is similar to that for simple linear regression: the percentage of variation in 
the dependent variable that is collectively explained by all of the independent variables. For 
example, an R2 of 0.63 indicates that the model, as a whole, explains 63% of the variation 
in the dependent variable.

R2 is calculated the same way as in simple linear regression.

^ 2  total variation — unexplained variation TSS — SSR explained variation ESS
total variation TSS total variation TSS

Page 180 ©2015 Kaplan, Inc.



Adjusted R2

Topic 23
Cross Reference to GARP Assigned Reading -  Stock & Watson, Chapter 6

Unfortunately, R2 by itself may not be a reliable measure o f  the explanatory p ow er o f  the 
multiple regression model. This is because R2 almost always increases as independent variables 
are added to the model, even if the marginal contribution of the new variables is not 
statistically significant. Consequently, a relatively high R2 may reflect the impact of a large 
set of independent variables rather than how well the set explains the dependent variable. 
This problem is often referred to as overestimating the regression.

To overcome the problem of overestimating the impact of additional variables on the 
explanatory power of a regression model, many researchers recommend adjusting R2 for the 
number of independent variables. The adjusted R2 value is expressed as:

R2 = 1 — n —1
n - k - 1

x ( l - R 2)

where:
n = number of observations 
k = number of independent variables 
R2 = adjusted R2

R2 is less than or equal to R2. So while adding a new independent variable to the model 
will increase R2, it may either increase or decrease the R2 . If the new variable has only a small 
effect on R2, the value of R2 may decrease. In addition, R2 may be less than zero if the R2 
is low enough.

Example: Calculating R2 and adjusted R2

An analyst runs a regression of monthly value-stock returns on five independent variables 
over 60 months. The total sum of squares for the regression is 460, and the sum of 
squared errors is 170. Calculate the R2 and adjusted R2.

Answer:

R2 4 6 0 -17 0
460

0.630 63.0%

Rf = 1 - 6 0 - 1
. 6 0 - 5 - 1 ,

x (1-0.63) 0.596 = 59.6%

The R2 of 63% suggests that the five independent variables together explain 63% of the 
variation in monthly value-stock returns.
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Example: Interpreting adjusted R2

Suppose the analyst now adds four more independent variables to the regression, and the 
R2 increases to 65.0%. Identify which model the analyst would most likely prefer.

Answer:

With nine independent variables, even though the R2 has increased from 63% to 65%, 
the adjusted R2 has decreased from 59.6% to 58.7%:

R f = 1 -
6 0 - 1

6 0 - 9 - 1
x (1-0.65) 0.587 = 58.7%

The analyst would prefer the first model because the adjusted R2 is higher and the model 
has five independent variables as opposed to nine.

A ssumptions of M ultiple Regression

LO 23.7: Explain the assumptions of the multiple linear regression model.

As with simple linear regression, most of the assumptions made with the multiple regression
pertain to e, the model’s error term:

• A linear relationship exists between the dependent and independent variables. In other 
words, the model in LO 23.2 correctly describes the relationship.

• The independent variables are not random, and there is no exact linear relation between 
any two or more independent variables.

• The expected value of the error term, conditional on the independent variables, is zero 
[i.e„ E (e |X j, X 2,...Xk ) = 0].

• The variance of the error terms is constant for all observations [i.e., E(e?) =ct2 ].
• The error term for one observation is not correlated with that of another observation 

[i.e., E(e;ep = 0, j ^  i].
• The error term is normally distributed.

M ulticollinearity

LO 23.8: Explain the concept of imperfect and perfect m ulticollinearity and their 
implications.

Multicollinearity refers to the condition when two or more of the independent variables, 
or linear combinations of the independent variables, in a multiple regression are highly 
correlated with each other. This condition distorts the standard error of the regression and 
the coefficient standard errors, leading to problems when conducting r-tests for statistical 
significance of parameters.
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The degree of correlation will determine the difference between perfect and imperfect 
multicollinearity. If one of the independent variables is a perfect linear combination of the 
other independent variables, then the model is said to exhibit perfect multicollinearity.
In this case, it will not be possible to find the OLS estimators necessary for the regression 
results. Imperfect multicollinearity arises when two or more independent variables are 
highly correlated, but less than perfecdy correlated. When conducting regression analysis, 
we need to be cognizant of imperfect multicollinearity since OLS estimators will be 
computed, but the resulting coefficients may be improperly estimated. In general, when 
using the term multicollinearity, we are referring to the im perfect case, since this regression 
assumption violation requires detecting and correcting.

Effect of Multicollinearity on Regression Analysis

As a result of multicollinearity, there is a grea ter probability that we w ill incorrectly conclude 
that a variable is not statistically significant (e.g., a Type II error). Multicollinearity is 
likely to be present to some extent in most economic models. The issue is whether the 
multicollinearity has a significant effect on the regression results.

Detecting Multicollinearity

The most common way to detect multicollinearity is the situation where r-tests indicate 
that none of the individual coefficients is significantly different than zero, while the R2 
is high. This suggests that the variables together explain much of the variation in the 
dependent variable, but the individual independent variables do not. The only way this can 
happen is when the independent variables are highly correlated with each other, so while 
their common source of variation is explaining the dependent variable, the high degree of 
correlation also “washes out” the individual effects.

High correlation among independent variables is sometimes suggested as a sign of 
multicollinearity. In fact, as a general rule of thumb: If the absolute value of the sample 
correlation between any two independent variables in the regression is greater than 0.7, 
multicollinearity is a potential problem. However, this only works if there are exactly 
two independent variables. If there are more than two independent variables, while 
individual variables may not be highly correlated, linear combinations might be, leading to 
multicollinearity. High correlation among the independent variables suggests the possibility 
of multicollinearity, but low correlation among the independent variables does not necessarily 
indicate multicollinearity is not present.

Topic 23
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Example: Detecting multicollinearity

Bob Watson runs a regression of mutual fund returns on average P/B, average P/E, and 
average market capitalization, with the following results:

Variable Coefficient p-Value

Average P/B 3.52 0.15

Average P/E 2.78 0.21

Market Cap 4.03 0.11

R2 89.6%

Determine whether or not multicollinearity is a problem in this regression.

Answer:

The R2 is high, which suggests that the three variables as a group do an excellent job 
of explaining the variation in mutual fund returns. However, none of the independent 
variables individually is statistically significant to any reasonable degree, since the ̂ -values 
are larger than 10%. This is a classic indication of multicollinearity.

Correcting Multicollinearity

The most common method to correct for multicollinearity is to omit one or more of the 
correlated independent variables. Unfortunately, it is not always an easy task to identify the 
variable(s) that are the source of the multicollinearity. There are statistical procedures that 
may help in this effort, like stepwise regression, which systematically remove variables from 
the regression until multicollinearity is minimized.
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Key Concepts

LO 23.1

Omitted variable bias is present when two conditions are met: (1) the omitted variable 
is correlated with the movement of the independent variable in the model, and (2) the 
omitted variable is a determinant of the dependent variable.

LO 23.2

The multiple regression equation specifies a dependent variable as a linear function of two 
or more independent variables:

Yi = B0 + B jX j ; + B2X2i + ... + + £j

The intercept term is the value of the dependent variable when the independent variables 
are equal to zero. Each slope coefficient is the estimated change in the dependent variable 
for a one-unit change in that independent variable, holding the other independent variables 
constant.

LO 23.3

In a multivariate regression, each slope coefficient is interpreted as a partial slope coefficient 
in that it measures the effect on the dependent variable from a change in the associated 
independent variable holding other things constant.

LO 23.4

Homoskedasticity means that the variance of error terms is constant for all independent 
variables, while heteroskedasticity means that the variance of error terms varies over the 
sample. Heteroskedasticity may take the form of conditional heteroskedasticity, which says 
that the variance is a function of the independent variables.

LO 23.5

Multiple regression estimates the intercept and slope coefficients such that the sum of the 
squared error terms is minimized. The estimators of these coefficients are known as ordinary 
least squares (OLS) estimators. The OLS estimators are typically found with statistical 
software.
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LO 23.6

The standard error of the regression is the standard deviation of the predicted values for the 
dependent variable about the regression line:

SER =
V n —k —1

The coefficient of determination, R2, is the percentage of the variation in Y that is explained 
by the set of independent variables.

• R2 increases as the number of independent variables increases—this can be a problem.
• The adjusted R2 adjusts the R2 for the number of independent variables.

R f = 1 -
n — 1

n — k — 1,
x (1 — R2)

LO 23.7

Assumptions of multiple regression mosdy pertain to the error term, e -

• A linear relationship exists between the dependent and independent variables.
• The independent variables are not random, and there is no exact linear relation between 

any two or more independent variables.
• The expected value of the error term is zero.
• The variance of the error terms is constant.
• The error for one observation is not correlated with that of another observation.
• The error term is normally distributed.

LO 23.8

Perfect multicollinearity exists when one of the independent variables is a perfect linear 
combination of the other independent variable. Imperfect multicollinearity arises when two 
or more independent variables are highly correlated, but less than perfectly correlated.
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Concept Checkers

Use the following table for Question 1.

Source Sum o f  Squares (SS)

Explained 1,025
Residual 925

1. The total sum of squares (TSS) is closest to:
A. 100.
B. 1.108.
C. 1,950.
D. 0.9024.

Use the following information to answer Questions 2 and 3.

Multiple regression was used to explain stock returns using the following variables:

Dependent variable:

RET = annual stock returns (%)

Independent variables:

MKT = market capitalization = market capitalization / $1.0 million

IND = industry quartile ranking (IND = 4 is the highest ranking)

FORT = Fortune 500 firm, where {FORT = 1 if the stock is that of a Fortune 500 
firm, FORT = 0 if not a Fortune 500 stock}

The regression results are presented in the tables below. 2

Coefficient Standard
Error t-Statistic p-Value

Intercept 0.5220 1.2100 0.430 0.681

Market capitalization 0.0460 0.0150 3.090 0.021

Industry ranking 0.7102 0.2725 2.610 0.040

Fortune 500 0.9000 0.5281 1.700 0.139

2. Based on the results in the table, which of the following most accurately represents 
the regression equation?
A. 0.43 + 3.09(MKT) + 2.61 (IND) + 1.70(FORT).
B. 0.681 + 0.021 (MKT) + 0.04(IND) + 0.139(FORT).
C. 0.522 + 0.0460(MKT) + 0.7102(IND) + 0.9(FORT).
D. 1.21 + 0.015 (MKT) + 0.2725(IND) + 0.5281(FORT).
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3. The expected amount of the stock return attributable to it being a Fortune 500 stock 
is closest to:
A. 0.522.
B. 0.046.
C. 0.710.
D. 0.900.

4. Which of the following situations is not possible from the results of a multiple 
regression analysis with more than 50 observations?

R2 Adjusted R2
A. 71% 69%
B. 83% 86%
C. 54% 12%
D. 10% -2%

5. Assumptions underlying a multiple regression are most likely to include:
A. The expected value of the error term is 0.00 < i < 1.00.
B. Linear and non-linear relationships exist between the dependent and 

independent variables.
C. The error for one observation is not correlated with that of another observation.
D. The variance of the error terms is not constant for all observations.
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Concept Checker Answers

1. C TSS = 1,025 + 925 = 1,950

2. C The coefficients column contains the regression parameters.

3. D The regression equation is 0.522 + 0.0460(MKT) + 0.7102(IND) + 0.9(FORT). The
coefficient on FORT is the amount of the return attributable to the stock of a Fortune 500 
firm.

4. B Adjusted R2 must be less than or equal to R2. Also, if R2 is low enough and the number of
independent variables is large, adjusted R2 may be negative.

5. C Assumptions underlying a multiple regression include: the error for one observation is not
correlated with that of another observation; the expected value of the error term is zero; a 
linear relationship exists between the dependent and independent variables; the variance of 
the error terms is constant.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Hypothesis Tests and C onfidence 
Intervals in M ultiple Regression

Topic 24

Exam Focus

This topic addresses methods for dealing with uncertainty in a multiple regression model. 
Hypothesis tests and confidence intervals for single- and multiple-regression coefficients will 
be discussed. For the exam, you should know how to use a r-test to assess the significance of 
the individual regression parameters and an T-test to assess the effectiveness of the model as 
a whole in explaining the dependent variable. Also, be able to identify the common model 
misspecifications. Focus on interpretation of the regression equation and the test statistics. 
Remember that most of the test and descriptive statistics discussed (e.g., r-stat, T-stat, and 
R2) are provided in the output of statistical software. Hence, application and interpretation 
of these measurements are more likely than actual computations on the exam.

LO 24.1: Construct, apply, and interpret hypothesis tests and confidence intervals 
for a single coefficient in a multiple regression.

Hypothesis Testing of Regression Coefficients

As with simple linear regression, the magnitude of the coefficients in a multiple regression 
tells us nothing about the importance of the independent variable in explaining the 
dependent variable. Thus, we must conduct hypothesis testing on the estimated slope 
coefficients to determine if the independent variables make a significant contribution to 
explaining the variation in the dependent variable.

The f-statistic used to test the significance of the individual coefficients in a multiple 
regression is calculated using the same formula that is used with simple linear regression:

t b j- B j

sb;

estimated regression coefficient — hypothesized value 
coefficient standard error of bj

The r-statistic has n — k — 1 degrees of freedom.

P rofessor’s Note: An easy way to rem em ber the num ber o f  d egrees o f  fr e ed om  f o r  
this test is to recogn iz e tha t “k” is th e num ber o f  regression co e ffic ien ts  in the 
regression, a n d  the “1 ” is f o r  th e in tercep t term . Therefore, th e d egrees o f  fr e ed om  
is th e num ber o f  observa tion s m inus k m inus 1.
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Determining Statistical Significance

The most common hypothesis test done on the regression coefficients is to test statistical 
significance, which means testing the null hypothesis that the coefficient is zero versus the 
alternative that it is not:

“testing statistical significance” =>■ H(): h  = 0 versus HA: h  ^  0

Example: Testing the statistical significance of a regression coefficient

Consider again, from the previous topic, the hypothesis that future 10-year real earnings 
growth in the S&P 500 (EG 10) can be explained by the trailing dividend payout ratio 
of the stocks in the index (PR) and the yield curve slope (YCS). Test the statistical 
significance of the independent variable PR in the real earnings growth example at the 
10% significance level. Assume that the number of observations is 46. The results of the 
regression are reproduced in the following figure.

Coefficient and Standard Error Estimates for Regression of EG 10 on PR and YCS
Coefficient Standard Error

Intercept —11.6% 1.657%

PR 0.25 0.032

YCS 0.14 0.280

Answer:

We are testing the following hypothesis:

Hq: PR = 0 versus HA: PR ^  0

The 10% two-tailed critical /-value with 4 6 - 2 -  1 =43 degrees of freedom is 
approximately 1.68. We should reject the null hypothesis if the /-statistic is greater than 
1.68 or less than -1.68.

The /-statistic is:

t =

Therefore, because the /-statistic of 7.8 is greater than the upper critical /-value of 1.68, 
we can reject the null hypothesis and conclude that the PR regression coefficient is 
statistically significantly different from zero at the 10% significance level.

©2015 Kaplan, Inc. Page 191



Topic 24
Cross Reference to GARP Assigned Reading — Stock & Watson, Chapter 7 

Interpreting p-Values

The p -value is the smallest level of significance for which the null hypothesis can be 
rejected. An alternative method of doing hypothesis testing of the coefficients is to compare 
the p -v  alue to the significance level:

• If the Rvalue is less than significance level, the null hypothesis can be rejected.
• If the Rvalue is greater than the significance level, the null hypothesis cannot be rejected.

Example: Interpreting /(-values

Given the following regression results, determine which regression parameters for 
the independent variables are statistically significantly different from zero at the 1% 
significance level, assuming the sample size is 60.

Variable Coefficient Standard Error t-Statistic p-Value

Intercept 0.40 0.40 1.0 0.3215

XI 8.20 2.05 4.0 0.0002

X2 0.40 0.18 2.2 0.0319

X3 -1.80 0.56 -3.2 0.0022

Answer:

The independent variable is statistically significant if the /(-value is less than 1%, or 0.01. 
Therefore XI and X3 are statistically significantly different from zero.

Figure 1 shows the results of the t-tests for each of the regression coefficients of our 10-year 
earnings growth example, including the /(-values.

Figure 1: Regression Results for Regression of EG 10 on PR and YCS

Coefficient Standard Error t-statistic p-value

Intercept -11.6% 1.657% -7.0 < 0.0001

PR 0.25 0.032 7.8 < 0.0001

YCS 0.14 0.280 0.5 0.62

As we determined in a previous example, we can reject the null hypothesis and conclude 
that PR is statistically significant. We can also draw the same conclusion for the intercept 
term because -7 .0  is less than the lower critical value of-1.68 (because it is a two-tailed 
test). However, we fail to reject the null hypothesis for YCS, so we cannot conclude that 
YCS has a statistically significant effect on the dependent variable, EG 10, when PR is also 
included in the model. The /(-values tell us exactly the same thing (as they always will): the
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intercept term and PR are statistically significant at the 10% level because their ̂ -values are 
less than 0.10, while YCS is not statistically significant because its /rvalue is greater than 0.10.

Other Tests of the Regression Coefficients

You should also be prepared to formulate one- and two-tailed tests in which the null 
hypothesis is that the coefficient is equal to some value other than zero, or that it is greater 
than or less than some value.

Topic 24
Cross Reference to GARP Assigned Reading -  Stock & Watson, Chapter 7

Example: Testing regression coefficients (two-tail test)

Using the data from Figure 1, test the null hypothesis that PR is equal to 0.20 versus the 
alternative that it is not equal to 0.20 using a 5% significance level.

Answer:

We are testing the following hypothesis:

Hq: PR = 0.20 versus HA: PR ^  0.20

The 5% two-tailed critical t-value with 46 -  2 — 1 = 43 degrees of freedom is 
approximately 2.02. We should reject the null hypothesis if the f-statistic is greater than 
2.02 or less than -2.02.

The r-statistic is:

0 .2 5 -0 .2 0t = ---------------= 1.56
0.032

Therefore, because the r-statistic of 1.56 is between the upper and lower critical r-values 
o f-2 .02 and 2.02, we cannot reject the null hypothesis and must conclude that the 
PR regression coefficient is not statistically significantly different from 0.20 at the 5% 
significance level.
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Example: Testing regression coefficients (one-tail test)

Using the data from Figure 1, test the null hypothesis that the intercept term is greater 
than or equal to -10.0% versus the alternative that it is less than -10.0% using a 1% 
significance level.

Answer:

We are testing the following hypothesis:

Hq: Intercept > -10.0% versus HA: Intercept < -10.0%

The 1% one-tailed critical t- value with 46 -  2 -  1 = 43 degrees of freedom is 
approximately 2.42. We should reject the null hypothesis if the /-statistic is less than 
-2.42.

The /-statistic is:

t
- 11.6% - ( - 10.0% )  

1.657%
-0 .9 6

Therefore, because the /-statistic o f—0.96 is not less than -2.42, we cannot reject the null 
hypothesis.

Confidence Intervals for a Regression Coefficient

The confidence interval for a regression coefficient in multiple regression is calculated and 
interpreted the same way as it is in simple linear regression. For example, a 95% confidence 
interval is constructed as follows:

bj ± (tc x sb.)

or

estimated regression coefficient ± (critical /-value) (coefficient standard error)

The critical /-value is a two-tailed value with n — k — 1 degrees of freedom and a 
5% significance level, where n is the number of observations and k is the number of 
independent variables.
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Example: Calculating a confidence interval for a regression coefficient

Calculate the 90% confidence interval for the estimated coefficient for the independent 
variable PR in the real earnings growth example.

Answer:

The critical t-value is 1.68, the same as we used in testing the statistical significance at the 
10% significance level (which is the same thing as a 90% confidence level). The estimated 
slope coefficient is 0.25 and the standard error is 0.032. The 90% confidence interval is:

0.25 ± (1.68)(0.032) = 0.25 ± 0.054 = 0.196 to 0.304

P rofessor’s Note: N otice tha t because zero is not con ta in ed  in th e 90%  
con fid en ce in terva l, w e can con clu d e tha t th e PR co e f fic ien t  is sta tistica lly 
sign ifica n t a t th e 10% level. C onstru cting a co n fid en ce  in te rva l a n d  
con du ctin g  a t-test w ith  a nu ll hypothesis o f  “equa l to z ero” w il l  always result 
in the sam e con clu sion  rega rd in g th e sta tistica l s ign ifica n ce o f  the regression  
co efficien t.

Predicting the Dependent Variable

We can use the regression equation to make predictions about the dependent variable based 
on foreca sted  values o f  the independent variables. The process is similar to forecasting with 
simple linear regression, only now we need predicted values for more than one independent 
variable. The predicted value of dependent variable Tis:

Yj = b0 + bjXj; + b2X2; + -  + bkXy

where:
Yj = the predicted value of the dependent variable

bj = the estimated slope coefficient for the/th independent variable

Xji = the forecast of the j th  independent variable, j = 1, 2, ..., k

Professor’s Note: The p red ict ion  o f  th e d ep end en t va riab le uses the estim ated  
in tercep t a n d  a ll o f  th e estim ated  slope co efficien ts, regardless o f  w heth er  
th e es tim a ted  co e fficien ts  are sta tistica lly sign ifica n tly  d iffe r en t fr om  zero.
For example, suppose y o u  estim ate th e fo l lo w in g  regression equation :
Y = 6  + 2Xj + 4X2  , and  y o u  d e term in e tha t on ly th e f i r s t  in d ep end en t variab le 
(Xj) is sta tistica lly sign ifica n t (i.e., y o u  r e je c ted  the nu ll tha t I f  = 0). To 
p r ed ic t  Y given  fo re ca s ts o fX ] = 0 .6  a n d  X2 = 0.8, y o u  w ou ld  use th e com p lete
m odel: Y = 6  + (2  X  0.6) + (4  X  0.8) = 10.4. A lternatively, y o u  co u ld  drop X2 and  
reestim ate th e m od el u sing ju s t  XI, bu t rem em ber tha t th e co e f fi c ien t  on XI w il l  
likely change.
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Example: Calculating a predicted value for the dependent variable

An analyst would like to use the estimated regression equation from the previous example 
to calculate the predicted 10-year real earnings growth for the S&P 500, assuming 
the payout ratio of the index is 50%. He observes that the slope of the yield curve is 
currently 4%.

Answer:

EG10 = -11.6% + 0.25(50%) + 0.14(4%) = 1.46%

The model predicts a 1.46% real earnings growth rate for the S&P 500, assuming a 50% 
payout ratio, when the slope of the yield curve is 4%.

Joint Hypothesis Testing

LO 24.2: Construct, apply, and interpret hypothesis tests and confidence intervals 
for multiple coefficients in a multiple regression.

LO 24.3: Interpret the F-statistic.

LO 24.5: Interpret confidence sets for multiple coefficients.

A joint hypothesis tests two or more coefficients at the same time. For example, we could 
develop a null hypothesis for a linear regression model with three independent variables that 
sets two of these coefficients equal to zero: H0: bj = 0 and b2 = 0 versus the alternative 
hypothesis that one of them is not equal to zero. That is, if just one of the equalities in 
this null hypothesis does not hold, we can reject the entire null hypothesis. Using a joint 
hypothesis test is preferred in certain scenarios since testing coefficients individually leads 
to a greater chance of rejecting the null hypothesis. For example, instead of comparing one 
t-statistic to its corresponding critical value in a joint hypothesis test, we are testing two 
t-statistics. Thus, we have an additional opportunity to reject the null. A robust method for 
applying joint hypothesis testing, especially when independent variables are correlated, is 
known as the A-statistic.

The A-Statistic

An A-test assesses how well the set of independent variables, as a group, explains the 
variation in the dependent variable. That is, the A-statistic is used to test whether a t least one 
of the independent variables explains a significant portion of the variation of the dependent 
variable.
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For example, if there are four independent variables in the model, the hypotheses are 
structured as:
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Hq: Bj = B2 = B3 = = 0 versus HA: at least one Bj ^  0

The /-statistic, which is always a one-ta iled  test, is calculated as:

ESS/
_____  k
SSR/

/ n - k - 1

where:
ESS = explained sum of squares 
SSR = sum of squared residuals

Professor’s Note: The exp la ined sum  o f  squares a n d  the sum o f  squared  residuals 
are f o u n d  in an analysis o f  va rian ce (ANOVA) table. We w ill analyze an 
ANOVA table fr om  a m u ltip le regression shortly.

To determine whether at least one of the coefficients is statistically significant, the calculated 
/-statistic is compared with the one-tailed critical /-value, / ,  at the appropriate level of 
significance. The degrees of freedom for the numerator and denominator are:

df =knumerator

^denominator n k 1

where:
n = number of observations 
k = number of independent variables

The decision rule for the /-test is:

Decision rule: reject HQ if F (test-statistic) > Fc (critical value)

Rejection of the null hypothesis at a stated level of significance indicates that at least one of 
the coefficients is significantly different than zero, which is interpreted to mean that at least 
one of the independent variables in the regression model makes a significant contribution to 
the explanation of the dependent variable.

P rofessor’s Note: I t m ay have o ccu rred  to yo u  that an ea sier way to test a ll o f  
th e co e fficien ts  sim u ltaneously is to ju s t  con du ct a ll o f  the in d iv idu a l t-tests 
a n d  see how  m any o f  them  you  can reject. This is th e w ron g approach, however, 
because i f  you  se t th e sign ifica n ce le v e l  f o r  ea ch  t-test a t 5%, f o r  example, the 
sign ifica n ce le v e l fr om  testin g them  a ll sim u ltaneously is NOT 5%, bu t rather 
som e h igh er p ercen ta ge. Ju st rem em ber to use th e F -test on th e exam i f  y o u  are 
asked to test a ll o f  the co e fficien ts  simultaneously.
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Example: Calculating and interpreting the T-statistic

An analyst runs a regression of monthly value-stock returns on five independent variables 
over 60 months. The total sum of squares is 460, and the sum of squared residuals is 
170. Test the null hypothesis at the 5% significance level (95% confidence) that all five 
of the independent variables are equal to zero.

Answer:

The null and alternative hypotheses are:

Hq: Bj = B2 = B3 = B4 = B5 = 0 versus HA: at least one B. 0

ESS = TSS — SSR = 460 —170 = 290

F = 5 5 2 = 1 8 .4 1  
3.15

The critical A-value for 5 and 54 degrees of freedom at a 5% significance level is 
approximately 2.40. Remember, it’s a one-tailed test, so we use the 5% A-table! 
Therefore, we can reject the null hypothesis and conclude that at least one of the five 
independent variables is significantly different than zero.

P rofessor’s Note: When testin g th e hypothesis tha t a ll th e regression co e fficien ts  
are sim ultaneously eq ua l to zero, the F -test is always a on e -ta iled  test, d esp ite  
th e f a c t  that i t  looks like it  sh ou ld  b e a tw o -ta iled  test b ecau se th ere is an equa l 
sign in the nu ll hypothesis.

Interpreting Regression Results

Just as in simple linear regression, the variability of the dependent variable or total sum 
of squares (TSS) can be broken down into explained sum of squares (ESS) and sum of 
squared residuals (SSR). As shown previously, the coefficient of determination is:

r 2 _ E S S  £ ( y - y ) _ 1 S S R _ X E g 2

TSS E(Y; - Y ) 2 TSS E ( Y i - Y ) 2

Regression results usually provide R2 and a host of other measures. However, it is useful to 
know how to compute R2 from other parts of the results. Figure 2 is an ANOVA table of 
the results of a regression of hedge fund returns on lockup period and years of experience of 
the manager. In the ANOVA table, the value of 90 represents TSS, the ESS equals 84.057, 
and the SSR is 5.943. Although the output results provide the value R2 = 0.934, it can also 
be computed using TSS, ESS, and SSR like so:

R 2 8T057 = i _  Y943 
90 ~~ 90

0.934
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The coefficient of multiple correlation is simply the square root of / -̂squared. In the case of 
a multiple regression, the coefficient of multiple correlation is always positive.
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Figure 2: ANOVA Table

/̂ -squared 0.934

Adj R- squared 0.890

Standard error 1.407

Observations 6

Degrees o f  
Freedom SS MS F

Explained 2 84.057 42.029 21.217
Residual 3 5.943 1.981
Total 5 90

Variables C oeff Std
Error t-stat P-value Lower 95 % Upper 95 %

Intercept -4 .4511 3.299 -1.349 0.270 -14 .950 6.048
Lockup 2.057 0.337 6.103 0.009 0.984 3.130
Experience 2.008 0.754 2.664 0.076 -0.391 4.407

The results in Figure 2 produce the following equation:

Y; =  -4.451 +  2.057 x X i; +  2.008 x X 2i

This equation tells us that holding other variables constant, increasing the lockup period 
will increase the expected return of a hedge fund by 2.057%. Also, holding other variables 
constant, increasing the manager’s experience one year will increase the expected return of a 
hedge fund by 2.008%. A hedge fund with an inexperienced manager and no lockup period 
will earn a negative return of-4.451%.

The ANOVA table outputs the standard errors, r-statistics, probability values (p-values), 
and confidence intervals for the estimated coefficients. These can be used in a hypothesis 
test for each coefficient. For example, for the independent variable experience (b2), the 
output indicates that the standard error is se(b2) = 0.754, which yields a r-statistic of: 2.008 
/ 0.754 = 2.664. The critical r-value at a 5% level of significance is tQ Q25 = 3.182. Thus, a 
hypothesis stating that the number of years of experience is not related to returns could not 
be rejected. In other words, the result is to not reject the null hypothesis that B2 = 0. This 
is also seen with the provided confidence interval. Upper and lower limits of the confidence 
interval can be found in the ANOVA results.

tb2 -  hx/2 x se(b2)] < B2 < tb2 + lal2 x se(b2)]
(2.008 -  3.182 x 0.754) < B2 < (2.008 + 3.182 x 0.754)

-0.391 < B 2 < 4.407

Since the confidence interval contains the value zero, then the null hypothesis: HQ: B2 = 0 
cannot be rejected in a two-tailed test at the 5% level of significance. Figure 2 provides a 
third way of performing a hypothesis test by providing a p-value. The p-value indicates the
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minimum level of significance at which the two-tailed hypothesis test can be rejected. In 
this case, the p-value is 0.076 (i.e., 7.6%), which is greater than 5%.

The statistics for b y indicate that a null hypothesis can be rejected at a 5% level using a two- 
tailed test. The r-statistic is 6.103, and the confidence interval is 0.984 to 3.13. The p-value 
of 0.9% is less than 5%.

The statistics in the ANOVA table also allow for the testing of the joint hypothesis that 
both slope coefficients equal zero.

Ho: = B2 = 0 

Ha : B j ^ 0 or B2 ^ 0

The test statistic in this case is the A-statistic where the degrees of freedom are indicated by 
two numbers: the number of slope coefficients (2) and the sample size minus the number of 
slope coefficients minus one (6 — 2 — 1 = 3). The A-statistic given the hedge fund data can 
be calculated as follows:

E S ^  84.057,^ 4 2 m

F - S S R /  -  5.943/ -  1.981 " 2L217 
df /3

The critical A-statistic at a 5% significance level is FQ 05 = 9.55. Since the value from the 
regression results is greater than that value: F = 21.217 > 9-55, a researcher would reject 
the null hypothesis: FI0: Bj = B2 = 0. It should be noted that rejecting the null hypothesis 
indicates one or both of the coefficients are significant.

S p e c if ic a t io n  B ia s

Specification bias refers to how the slope coefficient and other statistics for a given 
independent variable are usually different in a simple regression when compared to those 
of the same variable when included in a multiple regression. To illustrate this point, the 
following three OLS results correspond to a two-variable regression using only the indicated 
independent variable and the results for a three-variable:

Yj = 1 + 2 X (lockup);
t = 3.742

Y; = 11.714+ 1.714 x (experience);
t = 2.386

Y; = —4.451 + 2.057 x (lockup); + 2.008 x (experience);
t = 6.103 t = 2.664

Specification bias is indicated by the extent to which the coefficient for each independent 
variable is different when compared across equations (e.g., for lockup, the slope is 2 in the 
two-variable equation, and the slope is 2.057 in the multivariate regression). This is because 
in the two-variable regression, the slope coefficient includes the effect of the included 
independent variable in the equation and, to some extent, the indirect effect of the excluded
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variable(s). In this case, the bias for the coefficient on the lockup coefficient was not large 
because the experience variable was not significant as indicated in its two-variable regression 
(t = 2.386 < tQ 025 = 2.78) and was not significant in the multivariable regression either.

R2 a n d  A d ju s t e d  R2
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LO 24.7: Interpret the R2 and adjusted-R2 in a multiple regression.

To further analyze the importance of an added variable to a regression, we can compute an 
adjusted coefficient of determination, or adjusted R2. The reason adjusted R2 is important 
is because, mathematically speaking, the coefficient of determination, R2, must go up 
if a variable with any explanatory power is added to the regression, even if the marginal 
contribution of the new variables is not statistically significant. Consequently, a relatively 
high R2 may reflect the impact of a large set of independent variables rather than how well 
the set explains the dependent variable. This problem is often referred to as overestimating 
the regression.

When computing both the R2 and the adjusted R2, there are a few pitfalls to acknowledge, 
which could lead to invalid conclusions.

1. If adding an additional independent variable to the regression improves the R2, this 
variable is not necessary statistically significant.

2. The R2 measure may be spurious, meaning that the independent variables may show 
a high R2; however, they are not the exact cause of the movement in the dependent 
variable.

3. If the R2 is high, we cannot assume that we have found all relevant independent 
variables. Omitted variables may still exist, which would improve the regression results 
further.

4. The R2 measure does not provide evidence that the most or least appropriate 
independent variables have been selected. Many factors go into finding the most robust 
regression model, including omitted variable analysis, economic theory, and the quality 
of data being used to generate the model.

LO 24.4: Interpret tests o f single restrictions involving multiple coefficients.

With the T-statistic, we constructed a null hypothesis that tested multiple coefficients 
being equal to zero. However, what if we wanted to test whether one coefficient was equal 
to another such that: H(): b| = b2 ? The alternative hypothesis in this scenario would be 
that the two are not equal to each other. Hypothesis tests of single restrictions involving 
multiple coefficients requires the use of statistical software packages, but we will examine 
the methodology of two different approaches.

The first approach is to directly test the restriction stated in the null. Some statistical 
packages can test this restriction and output a corresponding T-stat. This is the easier of the 
two methods; however, a second method will need to be applied if your statistical package 
cannot directly test the restriction.
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The second approach transforms the regression and uses the null hypothesis as an 
assumption to simplify the regression model. For example, in a regression with two 
independent variables: Yj = B0 + BjXy + B2X2j + £;, we can add and subtract B2Xjj 
to ultimately transform the regression to: B0 + (Bj — B2)Xj ; + B2(Xj; + X2; ) + One 
of the coefficients will drop out in this equation when assuming that the null hypothesis 
of Bj = B2 is valid. We can remove the second term from our regression equation so that: 
B0 + B2 (Xjj + X2i )+ £j. We observe that the null hypothesis test changes from a single 
restriction involving multiple coefficients to a single restriction on just one coefficient.

© P rofessor’s Note: R em em ber tha t this p rocess is typ ica lly d on e w ith  sta tistica l 
so ftw are packages, so on the exam, y o u  w ou ld  sim ply be asked to descr ib e 
and/or in terp ret these tests.

M o d e l  M i s s p e c if ic a t io n
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LO 24.6: Identify examples of omitted variable bias in multiple regressions.

Recall from the previous topic that omitting relevant factors from a regression can produce 
misleading or biased results. Similar to simple linear regression, omitted variable bias in 
multiple regressions will result if the following two conditions occur:

• The omitted variable is a determinant of the dependent variable.
• The omitted variable is correlated with a t least one of the independent variables.

As an example of omitted variable bias, consider a regression in which we’re trying to 
predict monthly returns on portfolios of stocks (R) using three independent variables: 
portfolio beta (B), the natural log of market capitalization (InM), and the natural log of the 
price-to-book ratio ln(PB). The correct specification of this model is as follows:

R = b0 + bjB + b2lnM + bglnPB + £

Now suppose we did not include InM in the regression model:

R = ag + ajB + a2lnPB + e

If InM is correlated with any of the remaining independent variables (B or InPB), then 
the error term is also correlated with the same independent variables, and the resulting 
regression coefficients are biased and inconsistent. That means our hypothesis tests and 
predictions using the model will be unreliable.
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Key Concepts

LO 24.1

A t-test is used for hypothesis testing of regression parameter estimates:

bi — B,
t = —----- -, with n -  k -  1 degrees of freedom

sb.)

Testing for statistical significance means testing HQ: If = 0 vs. Ha : B ^ O .

LO 24.2

The confidence interval for regression coefficient is:

estimated regression coefficient ± (critical t-value) (coefficient standard error) 

The value of dependent variable Y is predicted as:

Y — b0 + b1X1 + b2X2 +.. .  + bkXk

LO 24.3

The T-distributed test statistic can be used to test the significance of all (or any subset of) 
the independent variables (i.e., the overall fit of the model) using a one-tailed test:

F =
ESS/

k

— k —1]
with k and n -  k -  1 degrees of freedom

LO 24.4

Hypothesis tests of single restrictions involving multiple coefficients requires the use of 
statistical software packages.

©2015 Kaplan, Inc. Page 203



Topic 24
Cross Reference to GARP Assigned Reading -  Stock & Watson, Chapter 7

LO 24.5

The ANOVA table outputs the standard errors, t-statistics, probability values (^-values), and 
confidence intervals for the estimated coefficients.

Upper and lower limits of the confidence interval can be found in the ANOVA results.

tb 2 -  hx/2 x se (b 2)] <  B2 <  tb 2 + *0/2 X

The statistics in the ANOVA table also allow for the testing of the joint hypothesis that 
both slope coefficients equal zero.

Hq: Bj = B2 = 0 

H^: Bj 5* 0 or B2 ^ 0

The test statistic in this case is the A-statistic.

LO 24.6

Omitting a relevant independent variable in a multiple regression results in regression 
coefficients that are biased and inconsistent, which means we would not have any 
confidence in our hypothesis tests of the coefficients or in the predictions of the model.

LO 24.7

Restricted least squares models restrict one or more of the coefficients to equal a given 
value and compare the R2 of the restricted model to that of the unrestricted model where 
the coefficients are not restricted. An A-statistic can test if there is a significant difference 
between the restricted and unrestricted R2.
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Concept Checkers

Use the following table for Question 1.

Source Sum o f  Squares (SS) Degrees o f  Freedom

Explained 1,025 5
Residual 925 25

1. The R2 and the A-statistic, respectively, are closest to:
R2 A-statistic

A. 53% 1.1
B. 47% 1.1
C. 53% 5.5
D. 47% 5.5

Use the following information to answer Question 2.

An analyst calculates the sum of squared residuals and total sum of squares from a multiple 
regression with four independent variables to be 4,320 and 9,105, respectively. There are 65 
observations in the sample.

2. The critical A-value for testing H() = Bj = B2 = = 0 vs.
Ha : at least one B. ^  0 at the 5% significance level is closest to:
A. 2.37.
B. 2.53.
C. 2.76.
D. 3.24.

3. When interpreting the R2 and adjusted R2 measures for a multiple regression, which
of the following statements incorrectly reflects a pitfall that could lead to invalid
conclusions?
A. The R2 measure does not provide evidence that the most or least appropriate 

independent variables have been selected.
B. If the R2 is high, we have to assume that we have found all relevant independent 

variables.
C. If adding an additional independent variable to the regression improves the R2, 

this variable is not necessarily statistically significant.
D. The R2 measure may be spurious, meaning that the independent variables may 

show a high R2; however, they are not the exact cause of the movement in the 
dependent variable.
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Use the following information for Questions 4 and 5.

Phil Ohlmer estimates a cross sectional regression in order to predict price to earnings 
ratios (P/E) with fundamental variables that are related to P/E, including dividend payout 
ratio (DPO), growth rate (G), and beta (B). In addition, all 50 stocks in the sample come 
from two industries, electric utilities or biotechnology. He defines the following dummy 
variable:

IND = 0 if the stock is in the electric utilities industry, or 
= 1 if the stock is in the biotechnology industry

The results of his regression are shown in the following table.

Variable Coefficient t-Statistic

Intercept 6.75 3.89*

IND 8.00 4.50*

DPO 4.00 1.86

G 12.35 2.43*

B -0.50 1.46

^significant at the 5% level

4. Based on these results, it would be most appropriate to conclude that:
A. biotechnology industry PEs are statistically significantly larger than electric 

utilities industry PEs.
B. electric utilities PEs are statistically significantly larger than biotechnology 

industry PEs, holding DPO, G, and B constant.
C. biotechnology industry PEs are statistically significantly larger than electric 

utilities industry PEs, holding DPO, G, and B constant.
D. the dummy variable does not display statistical significance.

5. Ohlmer is valuing a biotechnology stock with a dividend payout ratio of 0.00, a beta 
of 1.50, and an expected earnings growth rate of 0.14. The predicted P/E on the 
basis of the values of the explanatory variables for the company is closest to:
A. 7.7.
B. 15.7.
C. 17.2.
D. 11.3.
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Concept Checker Answers

i. c R2 ^  = ^  = 53°/o
TSS 1,950

ESS
F = _ iL

SSR
df

1,025
5

925
25

= ^  = 5.5
37

2. B This is a one-tailed test, so the critical T-value at the 5% significance level with 4 and 60
degrees of freedom is approximately 2.53.

3. B If the R2 is high, we cannot assume that we have found all relevant independent variables.
Omitted variables may still exist, which would improve the regression results further.

4. C The /-statistic tests the null that industry PEs are equal. The dummy variable is significant
and positive, and the dummy variable is defined as being equal to one for biotechnology 
stocks, which means that biotechnology PEs are statistically significantly larger than electric 
utility PEs. Remember, however, this is only accurate if we hold the other independent 
variables in the model constant.

5. B Note that IND = 1 because the stock is in the biotech industry. Predicted P/E = 6.75
+ (8.00x1) + (4.00x0.00) + (12.35x0.14) -  (0.50x1.5) = 15.7.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

M odeling and Forecasting Trend

Topic 25

Exam Focus

The focus of this topic is on selecting the best forecasting model to estimate a trend using 
four common selection criteria. For the exam, you should understand how mean squared 
error (MSE) is calculated and how adjusting for degrees of freedom, k, is accomplished with 
the unbiased MSE (or s2), Akaike information criterion (AIC), and Schwarz information 
criterion (SIC). Also, be able to explain how these three selection tools compare based on 
penalty factors and the consistency property.

Mean Squared Error

LO 25.1: Define mean squared error (MSE) and explain the implications o f MSE 
in model selection.

Mean squared error (MSE) is a statistical measure computed as the sum of squared residuals 
divided by the total number of observations in the sample.

T

£«?
MSE = — —

T
where:
T = total sample size
e( = y t — y t (the residual for observation t  or difference between the observed and 

expected observation)
y = (3q + (3jTIMEt (i.e., a regression model)

The MSE is based on in-sample data. The regression model with the smallest MSE is also 
the model with the smallest sum of squared residuals. The residuals are calculated as the 
difference between the actual value observed and the predicted value based on the regression 
model. Scaling the sum of squared residuals by 1 / T does not change the ranking of the 
models based on squared residuals.
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MSE is closely related to the coefficient of determination (R2). Notice in the R2 equation 
that the numerator is simply the sum of squared residuals (SSR), which is identical to the 
MSE numerator.

R2 =1 —-
E * .2
t=l

B y . - ? * 2
t=l

The denominator in the R2 calculation is the sum of the difference of observations from the 
mean. Notice that we subtract the second term from one in the R2 calculation. Thus, the 
regression model with the smallest MSE is also the one that has the largest R2.

Model selection is one of the most important criteria in forecasting data. Unfortunately, 
selecting the best model based on the highest R2 or smallest MSE is not effective in 
producing good out-of-sample forecasting models. A better methodology to select the best 
forecasting model is to find the model with the smallest out-of-sample, one-step-ahead 
MSE.

Reducing MSE Bias

LO 25.2: Explain how to reduce the bias associated with MSE and similar 
measures.

The use of in-sample MSE to estimate out-of-sample MSE is not very effective because in- 
sample MSE cannot increase when more variables are included in the forecasting model. 
Thus, MSE will have a downward bias when predicting out-of-sample error variance. 
Selection criteria differ based on the penalty imposed when the number of parameter 
estimates is increased in the regression model. One way to reduce the bias associated with 
MSE is to impose a penalty on the degrees of freedom, k. The s2 measure is an unbiased 
estimate of the MSE because it corrects for degrees of freedom as follows:

T

As more variables are included in a regression equation, the model is at greater risk of 
over-fitting the in-sample data. This problem is also often referred to as data mining. The 
problem with data mining is that the regression model does a very good job of explaining 
the sample data but does a poor job of forecasting out-of-sample data. As more parameters 
are introduced to a regression model, it will explain the data better, but may be worse at 
forecasting out-of-sample data.

Therefore, it is important to adjust for the number of variables or parameters used in a 
regression model because increasing the number of parameters will not necessarily improve 
the forecasting model. The degrees of freedom penalty rises with more parameters, but the 
MSE could fall. Thus, the best model is selected based on the smallest unbiased MSE, or s2.

© 2015 Kaplan, Inc. Page 209



Topic 25
Cross Reference to GARP Assigned Reading -  Diebold, Chapter 5

The unbiased MSE estimate, s2, will rank models in the same way as the adjusted R2 
measure. Adjusted R2 using the s2 estimate can be computed as follows:

(yt - y)2
h  T- !

Notice that the denominator in this equation is based only on the data used in the 
regression. Therefore, it will be a constant number and the model with the highest adjusted 
R2 will also have the smallest s2. Thus, the s2 and adjusted R2 criteria will always rank 
forecasting models equivalently.

M o d e l  S e l e c t io n  C r it e r ia

LO 25.3: Compare and evaluate model selection criteria, including s2, the Akaike 
information criterion (AIC), and the Schwarz information criterion (SIC).

As mentioned, selection criteria are often compared based on a penalty factor. The unbiased 
MSE estimate, s2, defined earlier, can be re-written (by multiplying T to the numerator and 
denominator) to highlight the penalty for degrees of freedom. In the following equation, 
the first term (T / T -  k) can be thought of as the penalty factor.

s2 = T
i T - k J

t=l
T

This notation is useful when comparing different selection criteria because it takes the form 
of a pena lty fa cto r  times the MSE. The Akaike information criterion (AIC) and the Schwarz 
information criterion (SIC) use different penalty factors as follows:

(2k) E e?
AIC = e^T J — —  

T

mXN
SIC = t t J — —

T

Note that the penalty factors for s2, AIC, and SIC are (T / T — k), ê 2k 1T ,̂ and T̂ k 1 , 
respectively.

Suppose an analyst runs a forecasting model with a total sample size of 150. Figure 1 
illustrates the change in penalty factors for the s2, AIC, and SIC as the degrees of freedom 
to total sample size (k / T) changes from 0 to 0.20. The s2 penalty factor is the flattest 
line with a slow increase in penalty as k / T increases. The AIC penalty factor increases
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at a slightly higher rate than the s2 penalty factor, and the SIC penalty factor increases 
exponentially at an increasing rate and, therefore, has the highest penalty factor.

Topic 25
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Figure 1: Penalty Factor for s2, AIC, and SIC
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LO 25.4: Explain the necessary conditions for a model selection criteria to 
demonstrate consistency. * •

Consistency is a key property that is used to compare different selection criteria. Two 
conditions are required for a model selection criteria to be considered consistent based on 
whether the true model is included among the regression models being considered.

• When the true model or data-generatingprocess (DGP) is one of the defined regression 
models, then the probability of selecting the true model approaches one as the sample 
size increases.

• When the true model is not one of the defined regression models being considered, then 
the probability of selecting the best approximation model approaches one as the sample 
size increases.

Because we live in a very complex world, almost all economic and financial models have 
assumptions that simplify this complex environment. Thus, the reality is that the second 
condition of consistency is more relevant. All of our models are most likely false so, 
therefore, we are seeking the best approximation.

So how do our selection criteria fair based on consistency? MSE does not penalize for 
degrees of freedom and therefore is not consistent. The unbiased MSE, s2, adjusts MSE for 
degrees of freedom, but the adjustment is too small for consistency. Figure 1 illustrated that 
AIC has a larger penalty factor than s2. However, with large sample sizes the AIC tends to 
select models that have too many variables or parameters. This suggests that the penalty 
factor for degrees of freedom is still not large enough. The most consistent selection criteria 
with the greatest penalty factor for degrees of freedom is the SIC.

While the SIC is considered the most consistent criteria, the AIC is still a useful measure. If 
we consider the fact that the true model may be much more complicated than the models 
under consideration, then the AIC measure should be examined. Asymptotic efficien cy is the
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property that chooses a regression model with one-step-ahead forecast error variances closest 
to the variance of the true model. Interestingly, the AIC is asymptotically efficient and the 
SIC is not asymptotically efficient.

In conclusion, choosing the best forecasting model is an important task and we have 
discussed four key selection criteria. Adjusting for the degrees of freedom is extremely 
important and the SIC is the best selection criteria because it is consistent and also has the 
highest penalty factor. The AIC is also an important measure that is often considered in 
addition to SIC.
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Key Concepts

LO 25.1

Mean squared error (MSE) is a statistical measure computed as the sum of squared residuals 
(SSR) divided by the number of observations in a regression model:

E4
MSE = t=l

T

LO 25.2

The unbiased MSE, s2, adjusts for the degrees of freedom, k, in the denominator as follows:

T

LO 25.3

The penalty factors for s2, Akaike information criterion (AIC), and Schwarz information 
criterion (SIC) are (T / T -  k), e(2k /T\ and T(k / , respectively. SIC has the largest penalty
factor.

LO 25.4

A selection criteria is considered to be consistent if the following two conditions are met:

• When the true model or data-generating process (DGP) is one of the defined regression 
models under consideration, then the probability of selecting the true model approaches 
one as the sample size increases.

• When the true model is not one of the defined regression models being considered, then 
the probability of selecting the best approximation model approaches one as the sample 
size increases.

The SIC is the most consistent selection criteria.
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Concept Checkers

1. Which of the following statements best describes the effectiveness of the mean 
squared error (MSE) and R2 criteria in selecting the best out-of-sample model?
A. R2 is the preferred criteria over MSE and will rank forecasting regression models 

more effectively than MSE.
B. MSE is the preferred criteria over R2 and will rank forecasting regression models 

more effectively than R2.
C. MSE is the preferred criteria over adjusted R2 and will rank forecasting 

regression models more effectively than adjusted R2.
D. MSE and R2 will rank forecasting models the same.

2. Richard Frank, FRM, is running a regression model to forecast in-sample data. He 
is concerned about data mining and over-fitting the data. Which of the following 
criteria provides the highest penalty factor based on degrees of freedom?
A. Mean squared error (MSE).
B. Unbiased mean squared error (s2).
C. Akaike information criterion (AIC).
D. Schwarz information criterion (SIC).

3. Which of the following statements does not accurately describe the mean squared 
error (MSE) statistical measure?
A. The regression model with the smallest MSE is also the model with the smallest 

sum of squared residuals.
B. Scaling the sum of squared residuals by 1 / T changes the ranking of the models 

based on squared residuals.
C. The residuals in the numerator of the MSE calculation are defined as the 

difference between the actual value observed and the predicted value based on 
the regression model.

D. The best regression model based on minimizing the MSE will also be the one 
that maximizes R2.

4. Sally Morgan, a junior analyst, is identifying a forecasting model based on a number 
of industry factors, company factors, and leading market indicators. She decides to 
choose the model with the highest R2 measure because she knows this is a goodness- 
of-fit measure for selecting regression models. Morgan chooses a model with a very 
large number of parameters. How will Morgan’s supervisor, Jessica Bolt, most likely 
respond to Morgan’s choice of models? Bolt will:
A. agree with Morgan as R2 is the best goodness-of-fit measure available.
B. agree with Morgan as R2 is a common acceptable statistical measure and 

maximizing R2 is the same as minimizing MSE.
C. disagree with Morgan because MSE is a better measure than R2 for selecting 

forecasting models.
D. disagree with Morgan because R2 is a biased measure.
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When selecting the best forecasting model among possible regression models,
the property of consistency is desired. Which of the following statements most
accurately describes a required condition for a model to be considered consistent?
A. When the true model is one of the defined regression models under 

consideration, then the probability of selecting the best approximation model 
approaches one with a very large sample size.

B. When the true model is one of the defined regression models under 
consideration, then the probability of selecting the true model approaches one 
with a very small sample size.

C. When the true model is not one of the defined regression models being 
considered, then the probability of selecting the best approximation model 
approaches one as the sample size increases.

D. When the true model is not one of the defined regression models being 
considered, the choice of the model selected is irrelevant and cannot be 
determined.

Topic 25
Cross Reference to GARP Assigned Reading — Diebold, Chapter 5
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Concept Checker Answers

1. D MSE and R2 will rank forecasting models the same. Neither criteria adjusts for the number of
parameters and, therefore, both are based on similar measures of the sum of squared residuals 
for the regression model.

2. D The Schwarz information criterion (SIC) has the highest penalty factor. The mean squared
error (MSE) does not penalize the regression model based on the increased number of 
parameters, k. The penalty factors for s2, AIC, and SIC are (T / T -  k), ê 2k/T ,̂ an d T ^ T ), 
respectively. Thus, SIC has the greatest penalty factor.

3. B Scaling the sum of squared residuals by 1 / T in the MSE statistic does n ot change the
ranking of the models based on squared residuals. The rankings will be the same.

4. D The model selected by Morgan is at greater risk of over-fitting the in-sample data. It is
important to adjust for the number of variables or parameters used in a regression model.
The best model should be selected based on the smallest unbiased MSE, or s2.

5- C A selection criteria is considered to be consistent if the following two conditions are met:
(1) when the true model is not one of the defined regression models being considered, then 
the probability of selecting the best approximation model approaches one as the sample 
size increases and (2) when the true model or data-generating-process (DGP) is one of the 
defined regression models under consideration, then the probability of selecting the true 
model approaches one as the sample size increases.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

C haracterizing Cycles

Topic 26

E x a m  F o c u s

This topic focuses on ways to characterize a cycle in forecasting models. Along with seasonal 
and trend components, cycles constitute an essential third component in a forecasting model. 
Cyclicality captures the dynamics of a data series outside of trend or seasonal data. Thus, the 
complexity of cyclical dynamics demands a more robust forecasting model. For the exam, 
understand the concept of covariance stationary and the requirements for a time series to 
exhibit covariance stationarity. Also, be able to define a white noise process and know how 
a lag operator works. The concepts introduced in this topic serve as a foundation for the 
material in the next topic on modeling cycles.

C o v a r ia n c e  S t a t io n a r y

LO 26.1: Define covariance stationary, autocovariance function, autocorrelation 
function, partial autocorrelation function and autoregression. * •

A time series is a set of observations for a variable over successive periods of time (e.g., 
monthly stock market returns for the past 10 years). The series has a trend if a consistent 
pattern can be seen by plotting the data (i.e., the individual observations) on a graph. For 
example, a seasonal trend in sales data is easily detected by plotting the data and noting the 
significant jump in sales during the same month(s) each year. To forecast a time series, one 
needs to understand and characterize its structure. The following terminology relates to 
modeling data interrelationships and stability over time.

• Autoregression refers to the process of regressing a variable on lagged or past values of 
itself. As we will see in the next topic, when the dependent variable for a time series is 
regressed against one or more lagged values of itself, the resultant model is called as an 
autoregressive (AR) model. For example, the sales for a firm could be regressed against 
the sales for the firm in the previous month. Thus, in an autoregressive time series, 
past values of a variable are used to predict the current (and hence future) value of the 
variable.

• A time series is covariance stationary if its mean, variance, and covariances with lagged 
and leading values do not change over time. Covariance stationarity is a requirement for 
using AR models.

• Autocovariance function refers to the tool used to quantify stability of the covariance 
structure. Its importance lies in its ability to summarize cyclical dynamics in a series that 
is covariance stationary.
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• Autocorrelation function refers to the degree of correlation and interdependency 
between data points in a time series. It recognizes the fact that correlations lend 
themselves to clearer interpretation than covariances. Recall that the degree of correlation 
is measured on a continuum from —1 to 1, whereas degrees of covariance employ a much 
wider range, which can be unwieldy in determining levels of association.

• Partial autocorrelation function refers to the partial correlation and interdependency 
between data in a time series that measures the association between data in a series after 
controlling for the effects of lagged observations.

LO 26.2: Describe the requirements for a series to be covariance stationary.

A time series is covariance stationary if it satisfies the following three conditions:

1. Constant and fin ite  expected value. The expected value of the time series is constant over 
time.

2. Constant an d fin ite variance. The time series volatility around its mean (i.e., the 
distribution of the individual observations around the mean) does not change over 
time.

3. Constant an d fin ite  covariance between values at any given  lag. The covariance of the time 
series with leading or lagged values of itself is constant.

LO 26.3: Explain the implications o f working with models that are not covariance 
stationary.

Requirements for covariance stationarity of a time series, though strict in appearance, make 
allowances for many series that are not covariance stationary. This is achieved by working 
with models that provide special treatment to trend and seasonality components that are 
stationary, which allows the remaining, or residual, cyclical component to be covariance 
stationary.

Note that forecasting models whose “probabilistic nature” changes (i.e., lacks covariance 
stationarity) would not lend themselves well to predicting the future. Such a trait 
would make the process of characterizing a cycle difficult, if not impossible. However, 
a nonstationary series can be transformed to appear covariance stationary by using 
transformed data, such as growth rates.

W h it e  N o ise

LO 26.4: Define white noise, describe independent white noise and normal 
(Gaussian) white noise.

LO 26.5: Explain the characteristics o f the dynamic structure of white noise.

A time series process with a zero mean, constant variance, and no serial correlation is 
referred to as a white noise process (or zero-mean white noise). This is the simplest type of 
time series process and it is used as a fundamental building block for more complex time
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series processes. Even though a white noise process is serially uncorrelated, it may not be 
serially independent or normally distributed.

Variants of a white noise process include independent white noise and normal white noise.
A time series process that exhibits both serial independence and a lack of serial correlation 
is referred to as independent white noise (or strong white noise). A time series process that 
exhibits serial independence, is serially uncorrelated, and is normally distributed is referred 
to as normal white noise (or Gaussian white noise).

The dynamic structure of a white noise process includes the following characteristics:

• The unconditional mean and variance must be constant for any covariance stationary 
process.

• The lack of any correlation in white noise means that all autocovariances and 
autocorrelations are zero beyond displacement zero (displacement refers to the 
distance of a moving body from a central point). This same result holds for the partial 
autocorrelation function of white noise.

• Both conditional and unconditional means and variances are the same for an 
independent white noise process (i.e., they lack any forecastable dynamics).

• Events in a white noise process exhibit no correlation between the past and present.

L a g  O p e r a t o r s

Topic 26
Cross Reference to GARP Assigned Reading — Diebold, Chapter 7

LO 26.6: Explain how a lag operator works.

A lag operator quantifies how a time series evolves by lagging a data series. It enables a 
model to express how past data links to the present and how present data links to the future. 
For example, a lag operator, L, operates on series, y , by lagging it as follows:

Lyt = yt- i

Another example of a common lag operator is a first-d ifferen ce operator (A), which applies a 
polynomial in the lag operator as follows:

Ayt = (l-L)yt = yt —yt_j

A key component of an operator is the distributed lag, which is a weighted sum of present 
and past values in a data series, achieved by lagging present values upon past values.
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W o l d ’s  R e p r e s e n t a t io n  T h e o r e m

LO 26.7: Describe Wold’s theorem.

LO 26.8: Define a general linear process.

LO 26.9: Relate rational distributed lags to Wold’s theorem.

Wold’s representation theorem is a model for the covariance stationary residual (i.e., a 
model that is constructed after making provisions for trends and seasonal components). 
Thus, the theorem enables the selection of the correct model to evaluate the evolution of 
covariance stationarity. Wold’s representation utilizes an infinite number of distributed lags, 
where the one-step-ahead forecasted error terms are known as innovations.

The general linear process is a component in the creation of forecasting models in a 
covariance stationary time series. It uses Wold’s representation to express innovations that 
capture an evolving information set. These evolving information sets move the conditional 
mean over time (recall that a requirement of stationarity is a constant unconditional mean). 
Thus, it can model the dynamics of a times series process that is outside of covariance 
stationarity (i.e., unstable).

As mentioned, applying Wold’s representation requires an infinite number of distributed 
lags. However, it is not practical to model an infinite number of parameters. Therefore, 
we need to restate this lag model as infinite polynomials in the lag operator because 
infinite polynomials do not necessarily contain an infinite number of parameters. Infinite 
polynomials that are a ratio of finite-order polynomials are known as rational polynomials. 
The distributed lags constructed from these rational polynomials are known as rational 
distributed lags. With these lags, we can approximate Wold’s representation. In the next 
topic, we’ll examine the properties of an autoregressive moving average (ARMA) process, 
which is a practical approximation for Wold’s representation.

E s t im a t in g  t h e  M e a n  a n d  A u t o c o r r e l a t io n  F u n c t io n s

LO 26.10: Calculate the sample mean and sample autocorrelation and describe the 
Box-Pierce Q-statistic and the Ljung-Box Q-statistic.

LO 26 .11: Describe sample partial autocorrelation.

Sample data for a time series forms the basis for estimating the sample mean and sample 
autocorrelation of a covariance stationary series. With these estimated parameters, an analyst 
can study the dynamics that underpin the dataset and find a model that best fits the data. 
Sample data can be used to estimate the sample mean and the sample autocorrelation.
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The sample mean is an approximation of the mean of the population and can be used 
to estimate the autocorrelation function. The sample mean, given a sample size of T, is 
computed as follows:

y T Ex.
t=l

The sample autocorrelation estimates the degree to which white noise characterizes a 
series of data. Recall that for a time series to be classified as a white noise process, all 
autocorrelations must be zero in the population dataset. The sample autocorrelation, as a 
function of displacement t, is computed as follows:

Z [(yt-y)(yt-r-y)]
P(t) = ^ - y ----------

Z(y t-y )2
t=i

Similar to sample autocorrelation, the sample partial autocorrelation can also be used to 
determine whether a time series exhibits white noise. It differs from sample autocorrelation 
in that it performs linear regression on a finite or feasible data series. However, the outcome 
of sample partial autocorrelation is typically identical to that achieved through sample 
autocorrelation. Sample partial autocorrelations usually plot within two-standard-error 
bands (i.e., 95% confidence interval) when the time series is white noise.

A Q-statistic can be used to measure the degree to which autocorrelations vary from zero 
and whether white noise is present in a dataset. This can be done by evaluating the overall 
statistical significance of the autocorrelations. This statistical measure is approximately chi- 
squared distributed with m degrees of freedom in large samples under the null hypothesis of 
no autocorrelations.

The Box-Pierce Q-statistic reflects the absolute magnitudes of the correlations, because it 
sums the squared autocorrelations. Thus, the signs do not cancel each other out, and large 
positive or negative autocorrelation coefficients will result in large Q-statistics. The Ljung- 
Box Q-statistic is similar to the Box-Pierce Q-statistic except that it replaces the sum of 
squared autocorrelations with a weighted sum of squared autocorrelations. For large sample 
sizes, weights for both statistics are roughly equal.
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Key Concepts

LO 26.1

The terms covariance stationary, autocovariance function, autocorrelation function, partial 
autocorrelation function, and autoregression relate to the degree of data interrelationships 
and their stability. A time series is covariance stationary if its mean, variance, and 
covariances with lagged and leading values do not change over time.

LO 26.2

A time series is covariance stationary if it satisfies the following three conditions:
(1) constant and finite expected value, (2) constant and finite variance, and (3) constant and 
finite covariance between values at any given lag.

LO 26.3

Models that lack covariance stationarity are unstable and do not lend themselves to 
meaningful forecasting.

LO 26.4

A time series process with a zero mean, constant variance, and no serial correlation is 
referred to as white noise. This is the simplest type of time series process and is used as a 
building block for more complex time series processes.

LO 26.5

The lack of any correlation in a white noise process means that all autocovariances and 
autocorrelations are zero beyond displacement zero. The past is not correlated with the 
present which, in turn, is not correlated with the future.

LO 26.6

A lag operator enables a forecasting model to express how past data links to the present and 
how present data links to the future.

LO 26.7

Wold’s representation theorem evaluates covariance stationarity as a prerequisite for time 
series modeling. It utilizes an infinite number of distributed lags.

LO 26.8

The general linear process is intended to capture an information set that evolves.
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LO 26.9

The distributed lags constructed from rational polynomials are known as rational 
distributed lags. With these lags, Wold’s representation can be approximated.

LO 26.10

Understanding the degree of data correlation and dynamics that underpin the dataset is 
critical to the characterization of a cycle. If white noise is present, then there should be 
no forecastable events. Q-statistics further refine the measurement of the degree to which 
autocorrelations vary from zero and whether white noise is present in the dataset.

L0 2 6 .ll

Sample partial autocorrelation is a somewhat simplified version of sample autocorrelation in 
that it uses a finite data series.
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Concept Checkers

1. All of the following traits characterize the covariance stationarity of a time series 
process, except:
A. stability of the mean.
B. stability of the covariance structure.
C. a nonconstant variance in the time series.
D. stability of the autocorrelation.

2. Which of the following features correctly characterizes a white noise process?
A. Conditional mean in the dataset.
B. Minimal variance.
C. No correlation between data points.
D. Partial autocorrelations are greater than zero.

3. Which of the following statements is most likely correct regarding lag operators? Lag 
operators:
A. consider only infinite-order polynomials.
B. quantify how a time series evolves by lagging a data series.
C. are of limited use in modeling a time series.
D. only use lagged future values.

4. Regarding Q-statistics, the Box-Pierce and Ljung-Box Q-statistics:
A. produce different results.
B. are more accurate for smaller datasets.
C. essentially yield the same result.
D. both use an unweighted sum of squared autocorrelations.

5. Regarding sample partial autocorrelations, which of the following statements is true? 
A sample partial autocorrelation:
A. is identical to sample autocorrelation.
B. differs from sample autocorrelation in the size of the dataset to which it applies.
C. utilizes non-linear regressions.
D. typically falls within a one-standard-error band.
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Concept Checker Answers

1. C The time series volatility around its mean (i.e., the distribution of the individual observations
around the mean) does not change over time.

2. C The lack of any correlation in white noise means that all autocovariances and
autocorrelations are zero.

3. B  Lag operators may use finite-order polynomials and are an essential tool to model a time
series. They quantify how a time series evolves by typically lagging present values upon past 
values.

4. C Both Q-statistics typically arrive at the same result. The Ljung-Box statistic works better with
smaller samples o f data and replaces the sum of squared autocorrelations in the Box-Pierce 
statistic with a weighted sum of squared autocorrelations.

5. B  The linear regression that is part of the sample partial autocorrelation process takes place on
a feasible data sample, which differs from the infinite data sample for partial autocorrelations. 
Sample partial autocorrelations should fall within two-standard-error (standard deviation) 
bands.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

M odeling Cycles: MA, AR, and 
ARMA M odels

Topic 27

Exam Focus

Moving average (MA) processes can be used to capture the relationship between a time series 
variable and its current and lagged random shocks. This is useful for researchers if an event 
is mostly described by random shocks. However, it becomes even more useful when it is 
transformed into an autoregressive representation. An autoregressive (AR) process attempts 
to capture how a time series variable’s lagged observations of itself combine with random 
shocks to forecast a variable. Sometimes forecasters need a combination of these two concepts 
to improve the usefulness of a forecasting model, which results in an autoregressive moving 
average model (ARMA). For the exam, understand the properties of an MA(1) process and 
an AR(1) process and how they can be broaden to incorporate additional lag operators. Also, 
be able to describe an ARMA process and understand its applications.

First-Order M oving Average Process

LO 27.1: Describe the properties of the first-order moving average (MA(1)) 
process, and distinguish between autoregressive representation and moving average 
representation.

Conceptually, a moving average process is a linear regression of the current values of a time 
series against both the current and previous unobserved white noise error terms, which are 
random shocks. The first-order moving average [MA(1)] process has a mean of zero and a 
constant variance and can be defined as:

y t — et +0£t- i  

where:
y = the time series variable being estimated 
e = current random white noise shock 
e j = one-period lagged random white noise shock 
0 = coefficient for the lagged random shock

The MA(1) process is considered to be first-order because it only has one lagged error term 
(e l). This yields a very short-term memory because it only incorporates what happens 
one period ago. If we ignore the lagged error term for a moment and assume that et > 0, 
then y > 0. This is equivalent to saying that a positive error term will yield a positive 
dependent variable (y ). When adding back the lagged error term, we are now saying that 
the dependent variable is impacted by not only the current error term, but also the previous
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period’s unobserved error term, which is amplified by a coefficient (0). Consider an example 
using daily demand for ice cream (y ) to better understand how this works:

y t = e t +0.3et_1

Topic 27
Cross Reference to GARP Assigned Reading — Diebold, Chapter 8

In this equation, the error term (et) is the daily change in temperature. Using only the 
current period’s error term (et), if the daily change in temperature is positive, then we would 
estimate that daily demand for ice cream would also be positive. But, if the daily change 
yesterday (e j) was also positive, then we would expect an amplified impact on our daily 
demand for ice cream by a factor of 0.3.

One key feature of moving average processes is called the autocorrelation (p) cutoff. We 
would compute the autocorrelation using the following formula:

Pi =
Q

— ; where p_ = 0 for t > 1 
1 + 01

Using the previous example of estimating daily demand for ice cream with 0 = 0.3, we 
would compute the autocorrelation to be 0.2752 as follows:

0.2752 0.3
1 + 0.32

For any value beyond the first lagged error term, the autocorrelation will be zero in an 
MA(1) process. This is important because it is one condition of being covariance stationary 
(i.e., mean = 0, variance = cr2), which is a condition of this process being a useful estimator.

It is also important to note that this moving average representation has both a current 
random shock (et) and a lagged unobservable shock (et l) on the independent side of this 
equation. This presents a problem for forecasting in the real world because it does not 
incorporate observable shocks. The solution for this problem is known as an autoregressive 
representation where the MA(1) process formula is inverted so we have a lagged shock 
and a lagged value of the time series itself. The condition for inverting an MA(1) process is 
|0| < 1. The autoregressive representation, which is an algebraic rearrangement of the MA(1) 
process formula, is expressed in the following formula:

et = y t - e£t-i

This process of inversion enables the forecaster to express current observables in terms of 
past observables.
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MA(q) Process

LO 27.2: Describe the properties of a general finite-order process o f order q 
(MA(q)) process.

The MA(1) process is a subset of a much larger picture. Forecasters can broaden their 
horizon to a finite-order moving average process of order q, which essentially adds lag 
operators out to the c f1' observation and potentially improves on the MA(1) process. The 
MA(q) process is expressed in the following formula:

y t = et + ®l£t—1 + — + Qqet-q

where:
y = the time series variable being estimated 
e = current random white noise shock 
8 j = one-period lagged random white noise shock 
8 = ^-period lagged random white noise shock
0 = coefficients for the lagged random shocks

The MA(q) process theoretically captures complex patterns in greater detail, which can 
potentially provide for more robust forecasting. This also lengthens the memory from one 
period to the q^' period. Returning to the previous example, using the demand for ice 
cream, a forecaster could use not only the current and previous day’s changes in temperature 
to predict ice cream demand, but also the entire previous week’s demand to enhance the 
informational value of the estimation.

Just as the MA(1) process exhibits autocorrelation cutoff after the first lagged error term, 
the MA(q) process experiences autocorrelation cutoff after the q^ lagged error term. Again, 
this is important because covariance stationarity is essential to the predictive ability of the 
model.

First-Order A utoregressive Process

LO 27.3: Describe the properties of the first-order autoregressive (AR(1)) process, 
and define and explain the Yule-Walker equation.

We have seen that when a moving average process is inverted it becomes an autoregressive 
representation, and is, therefore, more useful because it expresses the current observables in 
terms of past observables. An autoregressive process does not need to be inverted because 
it is already in the more favorable rearrangement, and is, therefore, capable of capturing a 
more robust relationship compared to the unadjusted moving average process. The first- 
order autoregressive [AR(1)] process must also have a mean of zero and a constant variance.
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It is specified in the form of a variable regressed against itself in a lagged form. This 
relationship can be shown in the following formula:

Topic 27
Cross Reference to GARP Assigned Reading — Diebold, Chapter 8

yt = <f>yt-i + et
where:
y = the time series variable being estimated 
y j = one-period lagged observation of the variable being estimated 
e = current random white noise shock
cj> = coefficient for the lagged observation of the variable being estimated

Just like the moving average process, the predictive ability of this model hinges on it being 
covariance stationary. In order for an AR(1) process to be covariance stationary, the absolute 
value of the coefficient on the lagged operator must be less than one (i.e., |(j>| < 1).

Using our previous example of daily demand for ice cream, we would forecast our current 
period daily demand (yt) as a function of a coefficient (o) multiplied by our lagged daily 
demand for ice cream (y j) and then add a random error shock (et). This process enables us 
to use a past observed variable to predict a current observed variable.

In order to estimate the autoregressive parameters, such as the coefficient (<()), forecasters 
need to accurately estimate the autocovariance of the data series. The Yule-Walker 
equation is used for this purpose. When using the Yule-Walker concept to solve for the 
autocorrelations of an AR(1) process, we use the following relationship:

pt = cj)1 for t = 0,1,2,...

The Yule-Walker equation is used to reinforce a very important distinction between 
autoregressive processes and moving average processes. Recall that moving average processes 
exhibit autocorrelation cutoff, which means the autocorrelations are essentially zero 
beyond the order of the process [an MA(1) process shows autocorrelation cutoff after time 
1]. The significance of the Yule-Walker equation is that for autoregressive processes, the 
autocorrelation decays vary gradually. Consider an AR(1) process that is specified using the 
following formula:

y t = 0.65yt_ !+ e t

The coefficient ((f)) is equal to 0.65, and using the concept derived from the Yule- 
Walker equation, the first-period autocorrelation is 0.65 (i.e., 0.651), the second-period 
autocorrelation is 0.4225 (i.e., 0.652), and so on for the remaining autocorrelations.

Professor’s Note: While au tocorrela tion  c u t o f f  is a hallmark o f  m ovin g average 
processes, a gra dua l d eca y in au tocorrela tion s is a sure sign  tha t a fo r e ca s te r  is 
d ea lin g  w ith  an autoregressive process.

© 2015 Kaplan, Inc. Page 229



It should also be noted that if the coefficient (cj>) were to be a negative number, perhaps 
-0.65, then the decay would still occur but the graph would oscillate between negative and 
positive numbers. This is true because -0 .653 = -0.2746, -0 .654 = 0.1785, and -0 .655 = 
-0.1160. You would still notice the absolute value decaying, but the actual autocorrelations 
would alternate between positive and negative numbers over time.

Topic 27
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AR(p) Process

LO 27.4: Describe the properties of a general p^ 1 order autoregressive (AR(p)) 
process.

Just as the MA(1) process was described as a subset of the much broader MA(q) process, so 
is the relationship between the AR(1) process and the AR(p) process. The AR(p) process 
expands the AR(1) process out to the y/1' observation as seen in the following formula:

Yt — 4>iyt-i +  § 2 Y t - 2  +  — +  4>pyt-p +  £t 

where:
y = the time series variable being estimated 
y , = one-period lagged observation of the variable being estimated 
yt_p = //'’-period lagged observation of the variable being estimated 
e = current random white noise shock
(|> = coefficients for the lagged observations of the variable being estimated

The AR(p) process is also covariance stationary if |c|)| < 1 and it exhibits the same decay in 
autocorrelations that was found in the AR(1) process. However, while an AR(1) process 
only evidences oscillation in its autocorrelations (switching from positive to negative) 
when the coefficient is negative, an AR(p) process will naturally oscillate as it has multiple 
coefficients interacting with each other.

Autoregressive M oving Average Process

LO 27.5: Define and describe the properties o f the autoregressive moving average 
(ARMA) process.

So far, we have examined moving average processes and autoregressive processes assuming 
they interact independently of each other. While this may be the case, it is possible 
for a time series to show signs of both processes and theoretically capture a still richer 
relationship. For example, stock prices might show evidence of being influenced by both 
unobserved shocks (the moving average component) and their own lagged behavior (the
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autoregressive component). This more complex relationship is called an autoregressive 
moving average (ARMA) process and is expressed by the following formula:

yt = + et + Q£t-i

Topic 27
Cross Reference to GARP Assigned Reading -  Diebold, Chapter 8

where:
y = the time series variable being estimated
(j) = coefficient for the lagged observations of the variable being estimated
y l = one-period lagged observation of the variable being estimated 
e = current random white noise shock 
0 = coefficient for the lagged random shocks
e l = one-period lagged random white noise shock

You can see that the ARMA formula merges the concepts of an AR process and an MA 
process. In order for the ARMA process to be covariance stationary, which is important for 
forecasting, we must still observe |0| < 1. Just as with the AR process, the autocorrelations in 
an ARMA process will also decay gradually for essentially the same reasons.

Consider an example regarding sales of an item (y ) and a random shock of advertising (et). 
We could attempt to forecast sales for this item as a function of the previous period’s sales 
(y l), the current level of advertising (et), and the one-period lagged level of advertising 
(e j). It makes intuitive sense that sales in the current period could be affected by both past 
sales and by random shocks, such as advertising. Another possible random shock for sales 
could be the seasonal effects of weather conditions.

Professor’s Note: Ju s t as m ov in g a v era ge m odels can be ex trapolated to th e c f h 
observa tion  a n d  au toregressive m odels can be taken ou t to thep*^ observation , 
ARMA m odels can be u sed  in th e fo rm a t  o f  an ARMA(p,q) model. For example, 
an ARMA(3,1) m od el m eans 3 la gg ed  operators in  the AR p o r tion  o f  the 
fo rm u la  a n d  1 la gged  opera tor on the MA portion . This flex ib ility  p ro v id es the 
h igh est p ossib le se t o f  com bina tion s f o r  tim e series fo r e ca s tin g  o f  th e th ree m odels 
discu ssed  in this topic.

A pplication of AR and ARMA Processes

LO 27.6: Describe the application of AR and ARMA processes.

A forecaster might begin by plotting the autocorrelations for a data series and find 
that the autocorrelations decay gradually rather than cut off abruptly. In this case, the 
forecaster should rule out using a moving average process. If the autocorrelations instead 
decay gradually, he should consider specifying either an autoregressive (AR) process or an 
autoregressive moving average (ARMA) process. The forecaster should especially consider 
these alternatives if he notices periodic spikes in the autocorrelations as they are gradually 
decaying. For example, if every 12th autocorrelation jumps upward, this observation 
indicates a possible seasonality effect in the data and would heavily point toward using 
either an AR or ARMA model.
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Another way of looking at model applications is to test various models using regression 
results. It is easiest to see the differences using data that follows some pattern of seasonality, 
such as employment data. In the real world, a moving average process would not specify a 
very robust model, and autocorrelations would decay gradually, so forecasters would be wise 
to consider both AR models and ARMA models for employment data.

We could begin with a base AR(2) model that adds in a constant value (p) if all other values 
are zero. This is shown in the following generic formula:

Topic 27
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yt — p + cthyt-i + 4 ^ - 2  + £t

Applying actual coefficients, our real AR(2) model might look something like:

y t = 101.2413 + 1.4388yt_! -  0.4765yt_2 + et

We could also try to forecast our seasonally impacted employment data with an ARMA(3,1) 
model, which might look like the following formula:

y t — p + 4>iyt_i + <t>2yt-2 + ̂ y t - 3  + 0£t-l + et

Applying actual coefficients our real ARMA(3,1) model might look something like:

y t =101.1378+ 0.5004yt_1 +0.8722yt_2 -0 .4 4 3 4 y t_3 + 0.9709et_! + et

In practice, researchers would attempt to determine whether the AR(2) model or the 
ARMA(3,1) model provides a better prediction for the seasonally impacted data series.
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Key Concepts

LO 27.1

The first-order moving average process enables forecasters to consider the likely current 
effect on a dependent variable of current and lagged white noise error terms. While this is 
a useful process, it is most useful when inverted as an autoregressive representation so that 
current observables can be explained in terms of past observables.

LO 27.2

While the first-order moving average process does provide useful information for 
forecasting, the gth-order moving average process allows for a richer analysis because it 
incorporates significantly more lagged error terms all the way out to the order of q.

LO 27.3

The first-order autoregressive process incorporates the benefits of an inverted MA(1) 
process. Specifically, the AR(1) process seeks to explain the dependent variable in terms 
of a lagged observation of itself and an error term. This is a better forecasting tool if the 
autocorrelations decay gradually rather than cut off immediately after the first observation 
with a first-order process.

LO 27.4

The yth-order autoregressive process adds additional lagged observations of the dependent 
variable and enhances the informational value relative to an AR(1) process in much the 
same way that an MA(q) process adds a richer explanation to the MA(1) process.

LO 27.5

The autoregressive moving average (ARMA) process has the potential to capture more 
robust relationships. The ARMA process incorporates the lagged error elements of the 
moving average process and the lagged observations of the dependent variable from the 
autoregressive process.

LO 27.6

Both autoregressive (AR) and autoregressive moving average (ARMA) processes can be 
applied to time series data that show signs of seasonality. Seasonality is most apparent when 
the autocorrelations for a data series do not abruptly cut off, but rather decay gradually with 
periodic spikes.
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Concept Checkers

1. In practice, the moving average representation of a first-order moving average 
[MA(1)] process presents a problem. Which of the following statements represents 
that problem and how can it be resolved? The problem is that a moving average 
representation of an MA(1) process:
A. does not incorporate observable shocks, so the solution is to use a moving 

average representation.
B. incorporates only observable shocks, so the solution is to use a moving average 

representation.
C. does not incorporate observable shocks, so the solution is to use an 

autoregressive representation.
D. incorporates only observable shocks, so the solution is to use an autoregressive 

representation.

2. Which of the following statements is a key differentiator between a moving average 
(MA) representation and an autoregressive (AR) process?
A. A moving average representation shows evidence of autocorrelation cutoff.
B. An autoregressive process shows evidence of autocorrelation cutoff.
C. An unadjusted moving average process shows evidence of gradual 

autocorrelation decay.
D. An autoregressive process is never covariance stationary.

3. The purpose of a t̂h-order moving average process is to:
A. add exactly two additional lagged variables to the original specification.
B. add a second error term to an MA(1) process.
C. invert the moving average process to make the formula more useful.
D. add as many additional lagged variables as needed to more robustly estimate the 

data series.

4. Which of the following statements about an autoregressive moving average (ARMA) 
process is correct?

I. It involves autocorrelations that decay gradually.
II. It combines the lagged unobservable random shock of the MA process with the 

observed lagged time series of the AR process.
A. I only.
B. II only.
C. Both I and II.
D. Neither I nor II.

5. Which of the following statements is correct regarding the usefulness of an 
autoregressive (AR) process and an autoregressive moving average (ARMA) process 
when modeling seasonal data?

I. They both include lagged terms and, therefore, can better capture a relationship 
in motion.

II. They both specialize in capturing only the random movements in time series 
data.

A. I only
B. II only.
C. Both I and II.
D. Neither I nor II.

Page 234 ©2015 Kaplan, Inc.



Topic 27
Cross Reference to GARP Assigned Reading — Diebold, Chapter 8

Concept Checker Answers

1. C The problem with a moving average representation of an MA(1) process is that it attempts
to estimate a variable in terms of unobservable white noise random shocks. If the formula is 
inverted into an autoregressive representation, then it becomes more useful for estimation 
because an observable item is now being used.

2. A A key difference between a moving average (MA) representation and an autoregressive (AR)
process is that the MA process shows autocorrelation cutoff while an AR process shows a 
gradual decay in autocorrelations.

3. D The whole point o f using more independent variables in a ^-order moving average process
is to capture a better estimation of the dependent variable. More lagged operators often 
provide a more robust estimation.

4. C The autoregressive moving average (ARMA) process is important because its autocorrelations
decay gradually and because it captures a more robust picture of a variable being estimated 
by including both lagged random shocks and lagged observations of the variable being 
estimated. The ARMA model merges the lagged random shocks from the MA process and 
the lagged time series variables from the AR process.

5. A Both autoregressive (AR) models and autoregressive moving average (ARMA) models are
good at forecasting with seasonal patterns because they both involve lagged observable 
variables, which are best for capturing a relationship in motion. It is the moving average 
representation that is best at capturing only random movements.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Estimating Volatilities and 
C orrelations for Risk  Management

Topic 28

Ex a m  F o c u s

Traditionally, volatility has been synonymous with risk, and low correlation has been 
synonymous with risk reduction through diversification. The accurate estimation of volatility 
and correlation is crucial to understanding potential risk exposure. This topic pertains to 
methods that employ historical data when generating estimates of volatility and correlation. 
The more simplistic models tend to generate estimates assuming variance and correlation 
remain constant over short time periods. Conversely, the more sophisticated models account 
for variations over time.

E s t im a t in g  V o l a t il it y

LO 28.1: Explain how various weighting schemes can be used in estimating 
volatility.

The traditional measure of volatility requires first a measure of change in asset value from 
period to period. The calculation of a continuously compounded return over successive days 
is:

U; = In

where:
S; = asset price at time i

The mean return of these individual returns is calculated as:

1
u = — 

m

m
Z X - i
i=l

where:
m = number of observations leading up to the present period

If we assume that the mean return is zero, which would be true when the mean is small 
compared to the variability, we obtain the maximum likelihood estimator of variance:

i 1112 1 2 2 
CTn =  — Z ^ un-i  

m i=l
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In simplest terms, historical data is used to generate returns in an asset-pricing series. This 
historical return information is then used to generate a volatility parameter, which can 
be used to infer expected realizations of risk. However, the straightforward approaches 
just presented weight each observation equally in that more distant past returns have the 
same influence on estimated volatility as observations that are more recent. If the goal is 
to estimate the current level of volatility, we may want to weight recent data more heavily. 
There are various weighting schemes, which can all essentially be represented as:

m
CTn = £ « iU n - i  

i=l

where:
oq = weight on the return i days ago

The weights (the a ’s) must sum to one, and if the objective is to generate a greater influence 
on recent observations, then the a ’s will decline in value for older observations.

One extension to this weighting scheme is to assume a long-run variance level in addition 
to the weighted squared return observations. The most frequently used model is an 
autoregressive conditional heteroskedasticity model, ARCH(m), which can be represented 
by:

m
a n = + 5 ^ a iun-i with 1 + = 1 so that

i=l
m

CTn =W + ^ “ iUn-i 
i=l

where:
u) = qVL (long-run variance weighted by the parameter y)

Therefore, the volatility estimate is a function of a long-run variance level and a series of 
squared return observations, whose influence declines the older the observation is in the 
time series of the data.

Th e  Ex p o n e n t ia l l y  W e ig h t e d  M o v in g  A v e r a g e  M o d e l

LO 28.2: Apply the exponentially weighted moving average (EWMA) model to 
estimate volatility.

LO 28.4: Explain the weights in the EWMA and GARCH(1,1) models.

The exponentially weighted moving average (EWMA) model is a specific case of the 
general weighting model presented in the previous section. The main difference is that the 
weights are assumed to decline exponentially back through time. This assumption results in 
a specific relationship for variance in the model:

CTn = ^CTn-l + (1 -  
where:
X = weight on previous volatility estimate (X between zero and one)
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The simplest interpretation of the EWMA model is that the day-« volatility estimate is 
calculated as a function of the volatility calculated as of day n — 1 and the most recent 
squared return. Depending on the weighting term X, which ranges between zero and one, 
the previous volatility and most recent squared returns will have differential impacts. High 
values of X will minimize the effect of daily percentage returns, whereas low values of A will 
tend to increase the effect of daily percentage returns on the current volatility estimate.

Example: EWMA model

The decay factor in an exponentially weighted moving average model is estimated to be 
0.94 for daily data. Daily volatility is estimated to be 1%, and today’s stock market return 
is 2%. What is the new estimate of volatility using the EWMA model?

Answer:

a 2 = 0.94 x0.012 + ( l - 0.94) xO.022 =0.000118 

<rn = V0.000118 = 1.086%

One benefit of the EWMA is that it requires few data points. Specifically, all we need to 
calculate the variance is the current estimate of the variance and the most recent squared 
return. The current estimate of variance will then feed into the next period’s estimate, as 
will this period’s squared return. Technically, the only “new” piece of information for the 
volatility calculation will be that attributed to the squared return.

Th e  GARCH(1,1) M o d e l

LO 28.3: Describe the generalized auto regressive conditional heteroskedasticity 
(GARCH(p,q)) model for estimating volatility and its properties:
• Calculate volatility using the GARCH (1,1) model
• Explain mean reversion and how it is captured in the GARCH (1,1) model

One of the most popular methods of estimating volatility is the generalized autoregressive 
conditional heteroskedastic (GARCH) (1,1) model. A GARCH (1,1) model not only 
incorporates the most recent estimates of variance and squared return, but also a variable 
that accounts for a long-run average level of variance.

© P rofessor’s Note: In th e GARCH(p,q) notation , th e p  stands f o r  the num ber o f  
la gged  term s on h is to r ica l returns squared, a n d  th e q stands f o r  th e num ber o f  
la gged  term s on h isto r ica l volatility.
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The best way to describe a GARCH(1,1) model is to take a look at the formula representing 
its determination of variance, which can be shown as:

a l  = 'a J  +  (-Yu2_, +  3 ° ‘n - l

where:
a  = weighting on the previous period’s return
(3 = weighting on the previous volatility estimate
in = weighted long-run variance =

Vl = long-run average variance = -----------
1 — a  — (3

a. +  (3 +  ^ =  1
a, + (3 < 1 for stability so that is not negative

The EWMA is nothing other than a special case of a GARCH(1,1) volatility process, with 
lo = 0, a, = 1 -  X, and [3 = X. Similar to the EWMA model, (3 represents the exponential decay 
rate of information. The GARCH(1,1) model adds to the information generated by the 
EWMA model in that it also assigns a weighting to the average long-run variance estimate. An 
additional characteristic of a GARCH(1,1) estimate is the implicit assumption that variance 
tends to revert to a long-term average level. Recognition of a mean-reverting characteristic in 
volatility is an important feature when pricing derivative securities such as options.

Topic 28
Cross Reference to GARP Assigned Reading — Hull, Chapter 23

Example: GARCH(1,1) model

The parameters of a generalized autoregressive conditional heteroskedastic (GARCH)(1,1) 
model are lo = 0.000003, a  = 0.04, and 3 = 0.92. If daily volatility is estimated to be 1%, 
and today’s stock market return is 2%, what is the new estimate of volatility using the 
GARCH(1,1) model, and what is the implied long-run volatility level?

Answer:

a 2n =0.000003 + 0.04 xO.022 + 0.92 x 0.012 = 0.000111 

crn = VO.000111 = 1.054%

, . lo 0.000003long-run average variance = ------------- = ----------------------= 0.0000/5
(1 — a  — 3) (1 -0 .0 4 -0 .9 2 )

d = Vo.000075 = 0.866% = long-run volatility

Mean Reversion

Empirical data indicates that volatility exhibits a mean-reverting characteristic. Given that 
stylized fact, a GARCH model tends to display a better theoretical justification than the 
EWMA model. The method for estimating the GARCH parameters (or weights), however, 
often generates outcomes that are not consistent with the model’s assumptions. Specifically,
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the sum of the weights of ot and (3 are sometimes greater than one, which causes instability 
in the volatility estimation. In this case, the analyst must resort to using an EWMA model.

The sum a  + (3 is called the persistence, and if the model is to be stationary over time (with 
reversion to the mean), the sum must be less than one. The persistence describes the rate 
at which the volatility will revert to its long-term value following a large movement. The 
higher the persistence (given that it is less than one), the longer it will take to revert to the 
mean following a shock or large movement. A persistence of one means that there is no 
reversion, and with each change in volatility, a new level is attained.

Topic 28
Cross Reference to GARP Assigned Reading — Hull, Chapter 23

E s t im a t io n  a n d  P e r f o r m a n c e  o f  G A R C H  M o d e l s

As was previously mentioned, one way to estimate volatility (e.g., variance) is to use a 
maximum likelihood estimator. Maximum likelihood estimators select values of model 
parameters that maximize the likelihood that the observed data will occur in a sample. Any 
variable of interest can be estimated via the maximum likelihood method, which requires 
formulating an expression or function for the underlying probability distribution of the data 
and then searching for the parameters that maximize the value generated by the expression. 
One important consideration relates to which distribution is chosen when calculating 
probability. The most popular is the normal distribution, but normally distributed data are 
not often found in financial markets.

GARCH models are estimated using maximum likelihood techniques. The estimation 
process begins with a guess of the model’s parameters. Then a calculation of the likelihood 
function based on those parameter estimates is made. The parameters are then slighdy 
adjusted until the likelihood function fails to increase, at which time the estimation process 
assumes it has maximized the function and stops. The values of the parameters at the point 
of maximum value in the likelihood function are then used to estimate GARCH model 
volatility.

LO 28.5: Explain how GARCH models perform in volatility forecasting.

LO 28.6: Describe the volatility term structure and the impact o f volatility 
changes.

One of the useful features of GARCH models is that they do a very good job at modeling 
volatility clustering when periods of high volatility tend to be followed by other periods 
of high volatility and periods of low volatility tend to be followed by subsequent periods 
of low volatility. Thus, there is autocorrelation in u 2. If GARCH models do a good job 
of explaining volatility changes, there should be very little autocorrelation in u 2 / cr;2. 
GARCH models appear to do a very good job of explaining volatility.

The question then arises, if GARCH models do a good job at explaining past volatility, 
how well do they forecast future volatility? The simple answer to this question is that 
GARCH models do a fine job at forecasting volatility from a volatility term structure 
perspective (e.g., estimates of volatility given time to expiration for options). Even though 
the actual volatility term structure figures are somewhat different from those forecasted 
by GARCH models, GARCH-generated volatility data does an excellent job in predicting
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how the volatility term structure responds to changes in volatility. This modeling tool is 
quite frequently used by financial institutions when estimating exposure to various option 
positions.

E s t im a t in g  C o r r e l a t io n s

LO 28.7: Describe how correlations and covariances are calculated, and explain the 
consistency condition for covariances.

So far, our discussion has focused on estimation of volatility. Generating accurate 
correlation estimates is also important in formulating portfolio risk exposures.

Correlation is a standardized measure of the covariance between two asset returns. The 
particular standardization is done with each asset’s volatility estimates, which are subject to 
all the estimation issues previously discussed. The formula for calculating the correlation of 
returns between Asset X and Asset Y is:

cov(x,y)

Covariance can be calculated by the following formula:

1 m
covn = — X X - i y n- i  

m i=l

where:
xn_j = Asset X return in period n — i 
y n_i = Asset Y return in period n — i
m = number of observations leading up to the present period

Just like the straightforward estimation of variance, this covariance estimator assumes 
that past observations receive the same weighting. One alternative is to apply differential 
weightings to the past observations and create EWMA-type and GARCH-type models 
to take into account the time variability of covariance. The main factor to consider when 
calculating covariance, however, is to maintain consistency in the calculation process. 
That is, if one uses a particular weighting scheme (e.g., EWMA or GARCH) for variance 
calculations, one should use the same weighting scheme and procedure for the covariance 
calculations. Otherwise, the estimates are inconsistent with each other.
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Key Concepts

LO 28.1

Historical price data is used to generate return estimates, which are then used to estimate 
volatility. Traditional volatility estimation methods weight past information equally across 
time. Weighting schemes can be used to weight recent information more heavily than 
distant data.

LO 28.2

The EWMA model generates volatility estimates based on weightings of the last estimate 
of volatility and the latest current price change information. The objective is to account for 
previous volatility estimates, as well as to account for the latest return information.

CTn =  ^ CTn—L +  (1 “  ^ )U n —L 

where:
\ = weight on previous volatility estimate (\ between zero and one)

LO 28.3

GARCH(1,1) models not only incorporate the most recent estimates of volatility and 
return, but also incorporate a long-run average level of variance.

o2n = u + aujU+(fon-l

where:
a  = weighting on the previous period’s return
[3 = weighting on the previous volatility estimate
uj = weighted long-run variance = yVL

Vp = long-run average variance = ---- —----
1 —a  —3

01 + 3 + 7  = i
a  + 3 < 1 for stability so that 7  is not negative

GARCH(1,1) estimates of volatility have a better theoretical justification than the EWMA 
model. In the event that model parameter estimates indicate instability, however, EWMA 
volatility estimates may be used.

LO 28.4

The EWMA is nothing other than a special case of a GARCH(1,1) volatility process, with 
uj = 0, a. = 1 — X, and 3 = X. Similar to the EWMA model, 3 in the GARCH(1,1) equation 
represents the exponential decay rate of information. The GARCH(1,1) model adds to 
the information generated by the EWMA model in that it also assigns a weighting to the 
average long-run variance estimate.

Page 242 ©2015 Kaplan, Inc.



Topic 28
Cross Reference to GARP Assigned Reading -  Hull, Chapter 23

LO 28.5

GARCH models do a very good job at modeling volatility clustering when periods of high 
volatility tend to be followed by other periods of high volatility and periods of low volatility 
tend to be followed by subsequent periods of low volatility.

LO 28.6

When forecasting future volatility, GARCH-generated volatility data does an excellent 
job in predicting the volatility term structure (i.e., differing volatilities for options given 
differing maturities). This modeling tool is quite frequently used by financial institutions 
when estimating exposure to various option positions.

LO 28.7

Correlation and covariance estimates provide additional information when formulating 
portfolio risk exposures. To maintain consistency in the estimation process, covariance 
parameters should be estimated in the same manner as that used to estimate volatility.
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Concept Checkers

1. The parameters of a generalized autoregressive conditional heteroskedastic 
(GARCH)(1,1) model are to = 0.00003, a  = 0.04, and [3 = 0.92. If daily volatility 
is estimated to be 1.5%, and todays stock market return is 0.8%, what is the new 
estimate of the standard deviation?
A. 1.68%.
B. 1.55%.
C. 1.45%.
D. 2.74%.

2. The \ of an exponentially weighted moving average (EWMA) model is estimated to 
be 0.9. Daily standard deviation is estimated to be 1.5%, and todays stock market 
return is 0.8%. What is the new estimate of the standard deviation?
A. 1.68%.
B. 1.55%.
C. 1.45%.
D. 2.74%.

3. The parameters of a GARCH(1,1) model are to = 0.00003, a  = 0.04, and (3 = 0.92. 
These figures imply a long-run daily standard deviation of:
A. 1.68%.
B. 1.55%.
C. 1.45%.
D. 2.74%.

4. GARCH(1,1) models can only be used to estimate volatility in the case where:
A. a  + P > 0.
B. a  + (3 < 1.
C. a  > p.
D. a  < p.

5. If the volatilities of two variables are estimated using a GARCH(1,1) model, which 
of the following models used to estimate covariance will generate a consistent 
correlation estimate between the two variables?
A. GARCH(1,1) model.
B. EWMA model.
C. Unweighted historical volatility model.
D. Geometrically weighted historical volatility model.
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Concept Checker Answers

1. B  CTn2 =  0 .00003 + (0 .008)2 X 0 .04  + (0 .015)2 x 0 .92  =  0 .00023956

(Tn = Vo.00023956 = 0.0155 = 1.55%

2. C o n2 =  0.9 x  (0 .015)2 + (1 -  0.9) x  (0 .008)2 = 0 .0002089

o n =  V o.0002089  =  0.0145 =  1.45%

3. D T h e  long-run  variance rate can be estim ated by  dividing the to o f  a G A R C H (1,1) m odel by
1 -  a  -  (3. T h is  yields 0 .00003 /  (1 -  0 .04  -  0.92) =  0 .00075; long-run  standard  deviation =
Vo.00075 =  0 .0274  =  2 .74% .

4. B  Stable G A R C H (1,1) m odels require a  + (3 < 1; otherw ise the  m odel is unstable.

5. A  To m ain tain  consistency, covariance should  be estim ated using the same m eth o d  as th a t used
for the volatility estim ation. Since the  volatility o f  each variable was estim ated using the 
G A R C H (1,1) m odel, the covariance estim ate should also use the same technique.
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The following is a review of the Quantitative Analysis principles designed to address the learning objectives set 
forth by GARP®. This topic is also covered in:

Simulation M odeling

Topic 29

Ex a m  F o c u s

This topic discusses how probability distributions are chosen for simulation models and how 
to interpret simulation results. Techniques for generating random numbers are also discussed, 
including the use of the inverse transform method, pseudorandom number generators, 
and stratified sampling. For the exam, be able to construct confidence intervals for output 
variables from a simulation (e.g., Monte Carlo simulation). Also, understand the advantages 
of simulation modeling, and know how simulations can incorporate correlations and how to 
improve the accuracy of simulation results.

C h o o s in g  P r o b a b i l i t y  D i s t r ib u t io n s

LO 29.1: Describe different ways o f choosing probability distributions in creating 
simulation models.

Simulation models generate random inputs that are assumed to follow a probability 
distribution. With these inputs, the simulation model then generates scenarios or trials 
based on probabilities associated with probability distributions. The last step in the 
simulation process is to analyze the characteristics of the probability distributions of the 
output variables. Therefore, a well-defined simulation model requires generating variables 
that follow appropriate probability distributions.

For example, suppose we wish to estimate the ending capital amount after one year, Cp 
if we invest $100 today in the market, approximated by the Standard & Poor’s 500 index 
(S&P 500). Thus, the initial capital investment, CQ, is $100. The return on investment, f0ji , 
is a random variable that depends on how the market performs over the next year.

© P rofessor’s Note: The tilde sym bol (~) in the variable rg j indicates that the return 
variable, r, is a random number, and  the subscript (0,1) indicates that the return is 
f o r  one tim e p er iod  starting at tim e 0, today, and  end ing in one year.

If we assume that the investment return over the next year is equal to a historical mean 
return, we can calculate one point estimate of the ending capital amount based on the 
following equation: Cj = CQ(1 + r). However, the actual return over the next period, ?o,l > 
will be a random variable, so a simulation model will generate multiple scenarios to represent 
future returns by using a specified probability distribution. The output variable from that 
distribution, C ] , will also be a random variable. Therefore, a simulation model will allow us 
to visualize output and analyze the probability distribution of ending capital amounts.
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There are four ways of choosing a probability distribution for a simulation model,
including:

1. Bootstrapping technique: examines probability distributions of historical returns and 
assumes future returns will follow the same distribution. Future ending scenarios are 
simulated by randomly drawing from historical scenarios of past returns.

2. Parameter estimate technique: uses parameters to define the shape of a specific 
probability distribution for future input variables. Historical data is used to estimate 
parameters required for the future distribution. For example, the mean (fi) and standard 
deviation (cr) are parameters for a normal probability distribution, A is the parameter 
for a Poisson distribution, and a  and (5 are parameters for a beta distribution.

3. Best fit technique: finds a probability distribution that best fits  historical data. The chi- 
square, Kolmogorov-Smirnov, and Anderson-Darling tests are used to measure goodness 
of fit.

4. Subjective guess technique: constructs a future probability distribution based on a 
subjective guess of how an input variable will behave in the future. This method is not 
based on historical data. For example, if you have a pessimistic view of future returns, 
you might use the beta distribution with a probability distribution mass that is skewed 
more to the left than the normal distribution.

P rofessor’s Note: The p o in t  o f  u sing a sim u la tion  m od e l is to m od e l uncertainty. 
Thus, non e o f  these approaches w il l  b e 100% co rr ect f o r  a g iv en  scenario.

M o n t e  C a r l o  S im u l a t io n

LO 29.2: Understand and interpret the results generated by Monte Carlo 
simulation.

Continuing with the previous example, assume we invest $100 today in the S&P 500 
index for one year. Also assume that the return over the next year, r0 j , follows a normal 
distribution. In this case, we could use historical data to estimate the mean and standard 
deviation for the normal distribution. These parameter estimates will fluctuate depending 
on the chosen time period. Let’s assume that the historical mean return of the S&P 500 is 
10%, and the standard deviation is 15%.

To estimate capital at the end of year one, C j, we can run a simulation drawing 100 
random returns from a normal distribution with a mean of 10% and a standard deviation 
of 15%. The simulation output generates 100 ending capital amounts based on the formula 
Cj = C0(l + r). If next year’s return follows historical returns, then, on average, you would 
expect to have an ending capital amount of $110.

Figure 1 shows a histogram and summary results of running a Monte Carlo simulation 
model with 100 iterations. The model results show that the mean ending capital for this 
simulation run was $110,009, and the standard deviation was $14,798. Notice that these
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results are very close to the expected ending value of $110 using a historical mean of 
10%. The simulation also suggests there is a 5% probability of earning less than $85.25 
in one year (the 5th percentile of the output probability distribution), and there is a 5% 
probability of earning more than $133.63 in one year (the 95th percentile of the output 
probability distribution). As expected for a normal distribution, the skewness was very close 
to 0, and the kurtosis was 2.8.

The minimum and maximum values are very sensitive to the number of simulated values, 
and their accuracy depends on how well the assumed distribution resembles the actual tails 
of the distribution. Theoretically, the normal distribution has a minimum and maximum 
value of negative infinity and positive infinity. For this simulation run, the minimum and 
maximum values are $75.08 and $146.61, respectively.

Topic 29
Cross Reference to GARP Assigned Reading — Pachamanova and Fabozzi, Chapter 4

Figure 1: FFistogram of Ending Capital from a Monte Carlo Simulation

A confidence interval shows the probability that a true parameter will fall within a 
prespecified range. For example, suppose we wish to know the 95% confidence interval 
for a parameter. This confidence interval will require finding the 2.5th percentile and 
97.5th percentile. For a ^-distribution (with 100 sample observations), the r-value for the 
97.5th percentile is approximately 1.98. Therefore, the expression for calculating the 95% 
confidence interval is as follows:

\
X + 1 .98x—

Vn J
X —1.98x—fL ,

Vn

Example: Constructing a confidence interval

What is the 95% confidence interval for the ending capital amount from a simulation 
run where the number of simulations is 100 (N = 100), the mean ending capital, ( X ), is 
$110.009, and the standard deviation, s, is $14,798?
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Answer:

The 95% confidence interval is ($107,079, $112.939), which is computed as follows:

$110 .009-1 .98x
$14.798

VlOO
„ $14,798)$ 110.009 +1.98 x —7==— 

VlOO
($107,079, $112,939)

This result suggests that, assuming the 100 simulations were independently generated, 
we are 95% confident the true average capital in one year is between $107,079 and 
$112.939. Also, simulating 100 scenarios of ending capital will result in an estimated 
average ending capital that is outside of this confidence interval 5% of the time.

Advantages of Simulation M odeling

LO 29.3: Describe the advantages of simulation modeling when multiple input 
variables and compounding distributions are involved.

The four major advantages of simulation modeling when multiple input variables and 
compounding distributions are involved are as follows:

1. Simulation models simplify complex jun ction s because the probability distribution of 
the output variable does not need to be identified. When more complex functions 
are involved, it is very difficult to derive the probability distribution of the output 
variable based on the probability distributions of the input variables. For example, the 
ending capital output is normally distributed for a one-period model assuming the 
input returns are normally distributed. However, with multiple periods, the output 
distribution is not known.

2. Simulation models create visible output probability distributions that can be analyzed 
when compounding probability distributions result from multiple input variables.

3. Simulation models allow  fo r  correlations between input variables.

4. Simulation models can easily examine effects on output variables when changing strategies 
or scenarios.

To illustrate the advantages of using simulation models when multiple input variables and 
compounding distributions are involved, consider the total return for 30 annual periods,
4) 3 0 . The calculation of the total return is the product of several random annual returns as 
shown in the following equation:

4)30 =  ( !  + +  fl,2 )•■•(!+  f2 93o )_ l

Even though the annual returns for each year follow a normal distribution, the total return, 
which involves multiplying one plus each random annual return, will not follow a normal 
distribution. In this case, a lognormal distribution would be better suited to model the total 
return because the return calculation involves multiplying random variables. Simulation
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models that find the product of input variables that follow either a normal or lognormal 
distribution will result in an output variable that most likely follows the lognormal 
distribution. This is one of the reasons lognormal distributions are frequently applied in 
financial modeling.

Example: Incorporating multiple input variables into simulations

Suppose that we invest $100 in the S&P 500 index for 30 years instead of just one year. 
We assume the annual returns over the next 30 years follow a normal distribution with 
a mean of 10% and a standard deviation of 15%. Will the probability distribution of 
capital at the end of 30 years be normally distributed?

Answer:

Because the ending capital calculation involves the product of random variables, the 
output variable will likely not be normally distributed. Figure 2 shows the output 
probability distribution of ending capital when beginning capital is $100 and the annual 
returns follow a random distribution with a mean of 10% and a standard deviation of 
15% with a simulation run of 5,000 scenarios. Clearly the probability distribution of 
ending capital is not symmetrical or normally distributed. In this figure, the output 
probability distribution is positively skewed with a skewness of 2.5 and kurtosis of 14.7.

Figure 2: Ending Capital for S&P 500 in 30 Years
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Incorporating Correlations into Simulation M odeling

LO 29.4: Illustrate how correlations can be incorporated into simulation modeling.

Simulation models do not require complex mathematics to control for correlations between 
input variables. There are two common approaches for incorporating correlations: (1) 
correlations of input variables are implicitly included in a simulation model by generating 
joint scenarios of input variables, and (2) samples of historical data are used to define the 
correlation between input variables in the model.

Alternatively, correlations of input variables can be defined in a simulation model by 
specifying a correlation matrix as an input to the simulation model. The specific correlation 
of each input variable with other input variables is easily incorporated into the model with 
this correlation matrix. Regardless of the method used, including correlations significantly 
increases the accuracy of model outputs.

Example: Incorporating correlation into simulations

Suppose we invest $50 in the S&P 500 index and $50 in Treasury bonds for 30 years 
with no rebalancing. For the S&P 500 index, we assume annual returns over the next 30 
years follow a normal distribution with a mean of 10% and a standard deviation of 15%. 
Treasury bonds are assumed to follow a normal distribution with a mean of 4% and a 
standard deviation of 7%.

Based on historical relationships, the S&P 500 index and Treasury bond index have a 
correlation of-0.2. We assume this correlation will continue into the future. Thus, the 
returns of the S&P 500 index and Treasury bond index follow a multivariate normal 
distribution with a correlation coefficient of -0 .2 . How would ending capital in 30 years 
compare to the previous example?
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Answer:

Figure 3 shows the output probability distribution of ending capital in 30 years for a 
simulation of 5,000 scenarios using an input correlation matrix specifying a correlation 
of -0 .2  for the S&P 500 index and Treasury bond index. Notice that the shape of the 
output distribution is similar to the previous example where $100 was invested in the 
S&P 500 for 30 years; however, in this case, variability is much lower. This result is 
expected because the mean return and standard deviation for the two-asset portfolio are 
significantly smaller than a single-asset portfolio solely invested in the S&P 500 index.

Figure 3: Ending Capital for S&P 500 and T-bonds in 30 Years

$350 $2,441

■ Ending Capital 
Minimum $134.39 
Maximum $10,338.05 
Mean $1,043.65 
StdDev $771.15  
Values 5,000

O o O O O o
o o o O O o o
•e/5- © o © © © ©

CN KO 00 © <N
■bO- V5- V5- •bO- ■bo- -G9-

Relationship between Accuracy and Number of Scenarios

LO 29.5: Describe the relationship between the accuracy of a simulation model 
and the number of scenarios run in the simulation.

The standard error of a true expected value is computed as s/ Vn  , where s is the standard 
deviation of the output variable and A  is the number of scenarios in the simulation.

Suppose that the 95% confidence interval of an output variable is ($107,079, $112.939) 
for a simulation run where the number of simulations is 100 (N = 100), the mean ending 
capital, X , is $110.009, and the standard deviation, s, is $14,798. How can we double the 
accuracy of this confidence interval, and what is the updated 95% confidence interval?

The accuracy of simulations depends on the number of scenarios run. With four times 
the number of scenarios (4 x N, or 400, in this example) the range of the 95% confidence 
interval will be cut in half. This improvement occurs because the interval is determined by 
dividing the standard deviation by the square root of the number of scenarios, s / Vn  .
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Suppose we run a simulation of 400 scenarios, which results in the same mean ending 
capital of $110,009, and a standard deviation of $14,798. In this case, the 95% confidence 
interval would be reduced to ($108,551, $111,467). The updated confidence interval, 
using a critical r-value of 1.97 for 400 observations at the 97.5th percentile, is computed as 
follows:

$110,009 — 1.97 X
$14.798

V400
$110,009 + 1.97 x $14.798 

V400 ,
($108,551, $111,467)

This suggests that, assuming the 400 simulations were independently generated, we 
are 95% confident that the true average capital in one year is between $108,551 and 
$111.467. Thus, with a simulation of 400 scenarios, we are $ 1.458 away from the mean of 
$110,009. This distance is about half the $2.93 distance from the mean when we ran 100 
simulations. Thus, quadrupling the number of scenarios improves the accuracy twofold. 
However, increasing the number of generated scenarios can become costly for more complex 
multiperiod simulations.

The question of how many scenarios are required to generate a good representation of the 
output distribution is not easily answered. For example, a portfolio manager is interested 
in percentiles of the distribution outputs to evaluate best and worst case scenarios. The 
accuracy of percentiles and other sample statistics based on simulations is not easily 
ascertained. Results from probability theory are not always applicable to practical scenario 
generating methods that do not simulate “pure” random samples of observations. Smarter 
simulation methods are often incorporated in practice to help reduce cost and provide the 
ability to reproduce prior simulations for further analysis.

E s t im a t o r  B ia s

LO 29.6: Interpret discretization error bias and describe how to identify an 
efficient estimator.

When applying simulations, it is important to consider the potential for estimator bias. An 
estimator bias occurs when the number of simulations is increased and the average (or some 
other statistical measurement) does not approach the “true” average.

For example, suppose we invest $100 today and want to estimate the ending amount of 
capital in 30 years. How does this create an estimator bias? If we assume returns are realized 
annually in our simulation model, we introduce what is known as discretization error 
bias. This estimator bias occurs because the simulation model calculates changes in wealth 
level over a fixed-length time interval (in this case annually) instead of continuously. A 
discretization error bias of the total return is introduced by discretizing the sample space by 
assuming specific time intervals of evaluation of the returns.

In simulation models, time is often discretized by assuming fixed intervals of returns over 
time. We can reduce the time interval length to reduce the estimator bias (e.g., use monthly 
returns as inputs instead of annual returns). However, this action increases the number of 
steps required to generate a random path of returns in the simulation model and increases 
the cost of the computation.
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Identifying the Most Efficient Estimator

Measuring the most efficient estimator for simulation models is challenging. Suppose we 
have two unbiased estimators of a mean that were calculated based on determining the 
average of independent simulations. The standard deviations of the simulation scenarios 
are Sj and s2 for the two simulation runs with Nj and N2 as the number of scenarios, 
respectively. The standard errors for these two means are calculated as sj / y]Nj and 
s2 ! yjN2 . How can we identify the most efficient estimator? If a simulation takes a longer 
time to generate scenarios, the estimator may not be preferred when the length of time 
is considered. Thus, when deciding between two estimators from simulations, the best 
estimator is the one with the smaller time-adjusted standard errors calculated as s1^ fy  and
s2\l^2-

Statistically speaking, we normally prefer the estimator with the smaller standard deviation 
and assume it is more accurate. However, this is not always true when running simulations. 
An important factor to examine when evaluating estimators is the number of scenarios 
required to accurately recreate an input distribution through sampling. Accurate results for 
output distributions depend on estimates of input distributions. An “inefficient” estimation 
technique requires more scenarios and longer simulation runtimes to approximate input 
distributions.

P rofessor’s Note: The rem a in in g lea rn in g ob jectiv es fo cu s  on d iffe r en t  
techn iqu es f o r  g en era tin g  random  numbers. These p rocesses a re often  re fe rred  
to as sam p lin g because va lues a re random ly drawn fr om  in pu t p robab ility  
distributions. Random num bers are rep etitiv ely  g en era ted  in a sim ula tion

© m odel w ith  one sam ple drawn f o r  ev ery  scenario fr om  ea ch  in pu t p robab ility  
distribution . With th e sam p ling process, a la rge num ber o f  scenarios are 
requ ired  to crea te a  p robab ility  d istribu tion  that is d istr ibu ted  sim ilarly to 
th e known in pu t p rob a b ility  distribution . The p ro cess is then  tested  u sing the 
statistics o f  th e sam p led  d istribu tion  (i.e., m ean, standard  d evia tion , a n d  
h igh er mom ents). In the end, th e graph  o f  th e sam p led  d istribu tion  sh ou ld  look 
like the graph  o f  th e tru e in pu t distribution .

Inverse Transform Method

LO 29.7: Describe the inverse transform method and its implementation in 
discrete and continuous distributions.

A cumulative probability is the probability that a specific value or any value below it will 
occur. Because the total probability distribution is always equal to one, the cumulative 
probability for any random value of the distribution must always be between 0 and 1. 
Based on this principle, the inverse transform method converts a random number u that 
is between 0 and 1 to a number from the inverse of the cumulative probability distribution 
[i.e., a continuous uniform distribution denoted as F-1 (u) ].

The shape of the cumulative probability distribution function (CDF) is based on a given 
probability distribution (i.e., the CDF shape for a normal distribution will be different 
than the CDF of a chi-squared distribution). If a specific value of the distribution occurs 
with a high probability, the random number generated at that value on the x-axis of the
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distribution graph will have a long vertical segment (e.g., for the normal distribution, 
the mean is the most likely random value to occur, so the highest vertical segment of the 
probability distribution graph is at the mean). Because there is a higher probability of a 
uniform random number generated from 0 to 1 of falling on the longer vertical segment, 
the values with the longest vertical segments occur with greater frequency.

Inverse Transform Method for Discrete Distributions

Topic 29
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Suppose we want to simulate values from a discrete cumulative probability distribution. 
How can we use a random number generator between 0 and 1 that takes the value of 5 with 
a probability of 40%, the value of 20 with a probability of 35%, and the value of 40 with a 
probability of 25% to create a CDF? Figure 4 illustrates the CDF for this example.

In Figure 4, notice that the longest vertical line occurs at 5 because it has the highest 
probability of occurring. The unit interval [0,1] on the y-axis representing the CDF is 
split into three segments based on the cumulative probabilities of 40%, 75%, and 100%, 
corresponding to the values of 5, 20, and 40, respectively. These three intervals are denoted 
as [0, 0.4], (0.4, 0.75], and (0.75, 1.0].

A random number is drawn from the uniform distribution [0, 1], and 40% of the time 
it will occur in the interval [0, 0.4]. The process of “inverting” the CDF means that if a 
random number is generated within the interval [0, 0.4], the trial takes on a value of 5. In 
addition, if a random number is generated between the interval of (0.4, 0.75], the trial takes 
on a value of 20. Finally, if a random number is generated between the last interval of (0.75, 
1.0], the trial takes on a value of 40. If a large number of simulated trials are generated, the 
values of 5, 20, and 40 will occur with a probability of 40%, 35%, and 25%, respectively.

Professor’s Note: The paren th eses or brackets in d ica te  w h eth er a num ber is 
in c lu d ed  in th e in terva l. For example [0,1] in cludes 0 a n d  1 as a possib ility  
w h ile (0,1) ind ica tes th e num ber w i l l  be g r ea ter  than 0 a n d  less than 1.
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Figure 4: CDF for a Discrete Distribution
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Inverse Transform Method for Continuous Distributions
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The exponential distribution is an example of a probability distribution that has a closed- 
form expression for its inverse cumulative distribution (i.e., can be expressed in terms of a 
finite number). Note that the exponential distribution is often used to model waiting times 
such as how long it takes an employee to serve a customer or the time it takes a company to 
default. The probability distribution function for the exponential distribution is denoted as:

f (x) = \e ^ , x > 0

In this function, the “rate” parameter, A, measures the rate at which it will take an event to 
occur. In the context of waiting for a company to default, the rate parameter is known as 
the hazard rate and indicates the rate at which default will arrive.

The CDF of the exponential distribution is shown as follows:

F(x) = l - e - Xx

Thus, the inverse function is computed by expressing x in terms of the CDF F{x) as follows:

e_Xx = 1 -F (x )
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With this expression, we can generate a random number x that corresponds to a random 
number between 0 and 1 generated from the exponential function F{x) as follows:

x = — ~ ln [l — F(x)]
A

In this sense, the inverse transform method for continuous distributions can be seen as 
selecting random percentiles from a defined distribution. As an example, suppose we wish 
to generate a random number from a normal distribution with mean f i  and standard 
deviation a. To interpret a randomly generated number of 0.95, we find the corresponding 
value on the x-axis of the normal distribution with a mean p and standard deviation a  
where 95% of the mass is to the left of that value. Notice that the normal distribution 
can only approximate the value from the cumulative normal distribution function for any 
random number. In contrast, the exponential distribution can calculate the exact percentile 
with a closed-form mathematical expression.

Pseudorandom Number Generators
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LO 29.8: Describe standards for an effective pseudorandom number generator and 
explain midsquare technique and congruential pseudorandom number generators. * •

A good random number generator has the ability to reproduce a random sequence and 
analyze characteristics of random numbers. Simulation software programs are able to 
reproduce the same sequence of iterations by starting sequences with a seed  random number. 
The algorithms used to generate these random sequences are referred to as pseudorandom 
number generators. These number generators are advantageous because risk managers can 
improve models by reducing the variance of an estimate if the same sequence of random 
numbers is reproduced when programming the model.

Characteristics of good pseudorandom number generators include:

• The ability to generate random number sequences uniformly distributed between 0 and 
1. (Chi-square and Kolmogorov-Smirnov tests are able to determine if sequences are 
uniformly distributed.)

• The random number sequences have long cycles that require numerous iterations before 
they are repeated.

• The generated numbers are not autocorrelated with each other in the sequence. (The 
Durbin-Watson test is a common test for autocorrelation in time series data.)

The midsquare technique was one of the first pseudorandom number generators. The 
sequence from this technique is created by squaring the first random number (i.e., the seed) 
and using the set of middle digits for the next random number.

Example: Applying the midsquare technique

What are the next two random numbers in a sequence of random numbers between 0 and 
1 that is created using the midsquare technique with a seed number of 3691 ?
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Answer:

The first random number is determined by squaring the seed and taking the middle four 
digits. 36912 = 13623481; thus, the first random number is 0.6234.

The second random number is determined by squaring the first generated number, 6234, 
and taking the middle four digits. 62342 = 38862756; thus, the second random number 
is 0.8627.

This random number sequence continues using the same midsquare technique. 
Eventually, the middle digits become a small number such as 1 or 0, and the sequence 
converges and generates the same numbers over and over again. Therefore, this technique 
can result in a very short cycle of random numbers.

The congruential pseudorandom number generator is a more effective technique that 
avoids the short cycle problem of the midsquare technique. This technique generates a 
sequence of numbers using the following equation:

xn = A(xn_j) mod m

where m is known as modulus m. In other words, A(x j) mod m is the remainder after 
dividing A(xn l ) by m.

With a linear congruential pseudorandom generator, if A represents an integer, then A(xn l ) 
is a linear function of x j. Thus, the following equation can be used for generating a 
congruential pseudorandom number * .

xn = A U n ^ - m A (x n—1) 
m

The lower brackets notation, |_ J , stands for the largest integer less than or equal to 

A (x n - l )

Example: Applying the congruential pseudorandom generator

Suppose we wish to use the congruential pseudorandom number generator using a linear 
function where A = 2, m =10, and the seed, xQ = 1198. What are the first two random 
numbers generated?
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Answer:

X1 2x1198-10 2x1198
10

2396 -  10[239.6j = 2396 -1 0  x 239 = 6

Based on the congruential pseudorandom number generator, the first random number 
will be 0.6. Recall that the random numbers are generated between 0 and 1. The second 
random number is generated using the seed of 6.

X2 = 2 x 6  — 10
2x6

10
= 12 —10[l.2j = 12 —10x1 = 2

Thus, the second random number is 0.2. The next random number will be generated 
using the seed of 2, and the sequence will continue to build in this fashion.

Quasirandom Sequences

LO 29.9: Describe quasi-random (low-discrepancy) sequences and explain how 
they work in simulations. * 1 2

Observations of a true random number generator often cluster together. This requires more 
scenario runs to create an output distribution that is accurate. Quasirandom sequences, 
also known as low-discrepancy sequences, do not generate random numbers. Instead, 
quasirandom numbers are based on abstract algebra and real analysis rather than simulations 
or probability theory. The term low-discrepancy sequence is a more descriptive term for 
these sequences because they are not really random number generators. However, the terms 
quasirandom  and low-discrepancy are used interchangeably and mean the same thing.

Quasirandom (low-discrepancy) sequences are created using a technique developed by Van 
der Corput. The Van der Corput sequence of base 2 is an example of this type of sequence. 
The actual method for generating the sequence is very technical. However, the underlying 
methodology is somewhat intuitive as random numbers are generated with a repeating 
pattern on opposite sides of 14. For example, the first random numbers in the Van der 
Corput sequence of base 2 are as follows:

1 1 3  1 5  3 7
_  3 , 3 , 3 3 > > 3 •••
2 4 4 8 8 8 8

Notice that the second number is 14, and the third number of 3A is on the opposite side 
of 14. As the number of generated values increases, the sequence uniformly covers the unit 
interval from 0 to 1.

Quasirandom sequences are used in financial analysis and simulation modeling as random 
numbers that are “inverted” to create a probability distribution. The Faure and Sobol 
sequences are two common types of Van der Corput sequences that are used to generate 
random numbers for derivative prices. Specific types of Van der Corput sequences are more 
useful for analysis of specific financial instruments.
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Stratified Sampling M ethod

LO 29.10: Explain the mechanics and characteristics of the stratified sampling 
method and describe the Latin Hypercube Sampling method.

Stratified sampling is a statistical method of generating random numbers by dividing data 
into groups (or strata) of similar characteristics and then collecting information for each 
group. Stratified sampling eliminates the problem of data clustering and ensures that all 
groups are well represented in the final distribution. The numbers generated by stratified 
sampling are random and well distributed across the distribution. This characteristic makes 
the simulations more accurate because outlier or tail observations are included in the 
analysis.

Stratified sampling divides the [0,1] interval into a smaller fixed number of intervals, k,

that all have equal length as follows
°-c

I  ^
k ’ k

k - 1
: ,1 . Random numbers are then

sequentially generated from each smaller interval or “stratification” of the input distribution.

For example, the stratified sampling technique could be used to generate random numbers 
from [0,1] by dividing this interval into 10 smaller intervals of equal length. In this 
example, k equals 10, and the [0,1] interval is divided into ten intervals as follows: [0,0.1], 
(0.1,0.2], ■■■, (0.9,1]. Next, random numbers are drawn from each of these smaller intervals 
sequentially. This process ensures that all segments of the distribution are well represented, 
including extreme tail values.

The stratified sampling method can also be used with more than one variable or dimension. 
For example, the Latin Hypercube Sampling method is a ̂ -dimensional model instead of 
a linear interval from [0,1]. With this technique, random numbers are generated from each 
smaller hypercube instead of each smaller line segment. The number of smaller cubes is 
denoted as For example, with 5 intervals and 2 dimensions, the number of smaller cubes 
would be 52 = 25. In general, with Latin Hypercube Sampling, the samples more accurately 
reflect the distribution of values in the input probability distribution.

Example: The Latin Hypercube Sampling method

Describe how Latin Hypercube Sampling is used to generate two random variables (p = 2) 
for each hypercube if there are 10 strata, or intervals, for each variable.
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The first dimension of random numbers generated is expressed as: xP ,...,X jk ,̂ where 
k = 10, and the second dimension of random variables generated is expressed as: 
x5p,...,x?>, where k = 10.

For this example, the number of smaller cubes is 100 (calculated as 102). Figure 5 
represents a 10 x 10 hypercube that contains 100 smaller cubes.

Next, random pairs of numbers are generated for a vector or diagonal of pairs. The 
diagonal of the large square is represented by the following pairs of numbers:

(4 1,.4 ,,).(42,.4 2>).... (4 10)>4,0 ))

A software program then permutes the coordinates of this diagonal for the hypercube 
where each smaller cube of the diagonal contains generated observations. After the 
permutation, the first and second coordinates generated for the diagonal are still the same. 
However, now the order of random numbers is different, and the pairs are different. An 
example of the permuted pairs for the hypercube two-dimensional model is shown as 
follows:

( x | 1 0 ) , 4 3 ) ) , ( x l 2 ) , 4 1 ) ) , . . . , ( x i 7 ) , x ^ 2 ) )

Figure 5: Latin Hypercube Sampling Example
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T h e  a d v a n ta g e  o f  th e  L a tin  H y p e rc u b e  S a m p lin g  m e th o d  o v e r M o n te  C a r lo  te c h n iq u e s  is 
th a t  it  s ig n if ic a n tly  red u ces  th e  n u m b e r  o f  t im e s  o b se rv a tio n s  a re  g e n e ra te d . A t th e  sam e 
t im e , th e  te c h n iq u e  e n su res  th a t  all s tra ta  a re  w e ll re p re se n te d .
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P rofessor’s Note: The h ypercube creates w hat is re ferred  to in m athem atics as a

© gen era liz ed  p erm u ta tion  matrix. In a gen era liz ed  p erm u ta tion  matrix, th ere is 
exactly one nonzero en try in ea ch  row  and  ea ch  colum n. Note tha t in  F igure 5  
th ere is exactly on e random  num ber betw een  (0,1) f o r  ea ch  strata or in te rva l o f  
ev ery  row  a n d  ev ery  colum n.
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Key Concepts

LO 29.1

Four common techniques of choosing probability distributions for simulations are (1) 
bootstrapping, (2) parameter estimate, (3) best fit, and (4) subjective guess.

LO 29.2

With a critical r-value and 100 observations, the 95% confidence interval computes the 
2.5th percentile and 97.5th percentile as follows:

X -1 .9 8  x - jL ,X  +1.98 x - j L
Vn  Vn

LO 29.3

When multiple input variables and compounding distributions are involved, simulation 
models are advantageous because they:

• Simplify complex functions.
• Create visible output probability distributions that can be analyzed when compounding 

probability distributions result from multiple input variables.
• Allow for correlations between input variables.
• Can easily examine effects on output variables when changing strategies or scenarios.

LO 29.4

Correlations of input variables are included in a simulation model by generating joint 
scenarios of input variables or by specifying a correlation matrix as an input for the 
simulation model.

LO 29.5

The accuracy of simulations depends on the number of scenarios run. With four times the 
number of scenarios, the range of the 95% confidence interval can be cut in half.

LO 29.6

The most efficient estimator for a simulation is the one with the smallest time-adjusted 
standard errors.
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LO 29.7

The inverse transform method converts a random number between 0 and 1 to a number 
from the inverse of a cumulative probability distribution. For discrete distributions, the 
unit interval [0,1] on the y-axis representing the CDF is split into segments based on the 
cumulative probabilities of the discrete variables. For continuous distributions, an example 
of generating a random number x that corresponds to a random number between 0 and 1 
generated from an exponential function uses the following expression:

x =  — ~ ln [ l  — F(x)]
A

LO 29.8

Characteristics of good pseudorandom number generators include the ability to generate 
random number sequences that are uniformly distributed between 0 and 1, have long 
cycles, and are not autocorrelated.

LO 29.9

Quasirandom numbers have roots that are based on abstract algebra and real analysis rather 
than simulations or probability theory.

LO 29.10

Stratified sampling divides data into groups or strata of similar characteristics and then 
collects information for each strata. Latin Hypercube Sampling is a ̂ -dimensional model 
that generates random numbers for smaller hypercubes.
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Concept Checkers

1. An analyst is running a Monte Carlo simulation to estimate the ending amount of 
capital in 20 years based on monthly returns for three investments. Two of these 
investments are highly correlated, and one has a correlation close to zero with the 
other two investments. In order to properly analyze Monte Carlo simulation output 
for this problem, the analyst:
A. must carefully determine the probability distribution of the output ending 

capital.
B. can easily examine effects on output variables when changing scenarios.
C. must assume that the probability distribution for the output ending capital 

is normally distributed if the monthly returns are assumed to be normally 
distributed.

D. cannot control for correlations between the three investments.

2. The 95% confidence interval for the output of ending capital is calculated to be 
($117.03, $122.97) for a simulation run with 100 scenarios. In addition, the 
simulation resulted in a mean ending capital amount of $120 with a standard 
deviation of $15. Suppose we want to improve the accuracy of this confidence 
interval by running a simulation of 400 scenarios. What is the new 95% confidence 
interval with a simulation of 400 scenarios using the same mean and standard 
deviations from the model with 100 scenarios?
A. ($117.23, $122.95).
B. ($118.52, $121.48).
C. ($119.02, $121.99).
D. ($119.71, $122.27).

3. Suppose you run a simulation to estimate the output of ending wealth for an 
investment of $100,000 today over a 30-year time period using random monthly 
returns that are assumed to be normally distributed. How does this action create a 
discretization error bias?
A. The true probability of the input random returns is unknown and creates the 

bias.
B. The true probability of the output ending wealth is unknown and creates the 

bias.
C. The assumption that returns are random creates the bias.
D. The assumption that returns occur on a monthly basis in the model instead of 

continuously creates the bias.

4. What is the first random number in a sequence of random numbers between 0 and 
1 that is created using the midsquare technique with a seed number of 4931 ?
A. 0.3147.
B. 0.4852.
C. 0.6931.
D. 0.9246.
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5. An advantage of the Latin Hypercube Sampling technique over a traditional Monte 
Carlo simulation is that:
A. few er scen ario s a re  re q u ire d .
B. c lu s te re d  o b se rv a tio n s  are m o re  easily  o b ta in e d .
C. strata do not need to be well represented.
D. assumptions of input probability distributions are not required.
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Concept Checker Answers

1. B  Sim ulation m odels can easily exam ine effects on  o u tp u t variables w hen changing strategies
or scenarios. S im ulation m odels allow for correlations betw een in p u t variables and  sim plify 
com plex functions because the probability  d is tribu tion  o f  the o u tp u t variable does n o t 
need to be identified. T h e  end ing  capital o u tp u t probability  d is tribu tion  is unknow n for a 
m ultiperiod  m odel w hen assum ing the in p u t returns are norm ally d istributed.

2. B  W h en  four tim es the n u m ber o f  scenarios are generated, the range o f  the 95%  confidence
interval will be cu t in  half. T hus, a quick  calculation is to  ju st divide the $2 .97  distance 
from  the m ean from  the 100 scenario ru n  by tw o and  add and  subtract this distance from  
the m ean o f  $120. Alternatively, the follow ing tw o form ulas show  how  the o ld  and  new  
confidence intervals (C l) are determ ined:

O ld  95%  C l:

515 515$ 120 -1.98 x , $ 120 +1.98 x ̂ = =
VlOO V 100

$ 120 ±  2 .97  =  ($ 117.03, $ 122.97)

N ew  95%  C l:

$120 —1.97 x - ^ L , $  1 2 0 +  1.97 x - ^
V 4 0 0 ’ ' V 400 ,

$120 ± 1 .4 7 8  =  ($118.52, $121.48)

3. D  I f  we assume returns are realized m o n th ly  in  o u r sim ulation  m odel, we in troduce  a
discretization error bias.

4. A  T h e  first random  n u m b er is de term ined  by squaring  the seed o f  4931 and  taking the m iddle
four digits. 4 9 3 12 = 24314761 ; thus, the first random  num ber is 0 .3147.

5. A  T h e  advantage o f  the  L atin  H ypercube Sam pling m ethod  over M onte  C arlo techniques is
th a t it significantly reduces the n um ber o f  tim es observations are generated.
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Self-Test: Q uantitative A nalysis

10 Questions: 24 Minutes

1. Given the following probability data for the return on the market and the return on 
Best Oil, calculate the covariance of returns between Best Oil and the market.

P ro b ab ility  M a tr ix

RBeSt = 20% RBest = 10% RBest = 5%

RMkt = !5 % 40% 0 0

RMkt=io% 0 20% 0

RMkt = °% 0 0 40%

A. 44.0.
B. 12.0.
C. 2.8.
D. 22.5.

2. Rob Conniff has encountered a difficult section on a multiple-choice exam. There 
are five questions in this section and each question has three equally likely answer 
choices. Which of the following amounts is closest to the probability that he will get 
three or more questions correct by randomly guessing?
A. 4.5%.
B. 16.5%.
C. 21.0%.
D. 79.0%.

3. You are forecasting the sales of a building materials supplier by assessing
the expansion plans of its largest customer, a homebuilder. You estimate the 
probability that the customer will increase its orders for building materials to 
25%. If the customer does increase its orders, you estimate the probability that 
the homebuilder will start a new development at 70%. If the customer does not 
increase its orders from this supplier, you estimate only a 20% chance that it will 
start the new development. Later, you find out that the homebuilder will start the 
new development. In light of this new information, what is your new (updated) 
probability that the builder will increase its orders from this supplier?
A. 17.50%.
B. 32.55%.
C. 53.85%.
D. 60.00%.
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Self-Test: Quantitative Analysis

4. In performing hypothesis testing as a quantitative analyst, you have recently
encountered some unsatisfactory results. You consult your boss and he suggests that 
you consider increasing the significance level in your testing activities. Which of the 
following outcomes would most likely occur with such an increase?
A. Increased probability of making a Type I error.
B. Increased probability of making a Type I or II error.
C. Decreased probability of making a Type I error.
D. Decreased probability of making a Type I or II error.

Use the following information to answer Question 5.

An analyst is given the data in the following table for a regression of the annual sales for 
Company XYZ, a maker of paper products, on paper product industry sales.

Parameters Coefficient o f  the Coefficient
Intercept -94.88 32.97

Slope (industry sales) 0.2796 0.0363

The correlation between company and industry sales is 0.9757. The regression was based on 
five observations.

5. Which of the following is closest to the value and reports the most likely
interpretation of the R2 for this regression? The R2 is:
A. 0.048, indicating that the variability of industry sales explains about 4.8% of the 

variability of company sales.
B. 0.048, indicating that the variability of company sales explains about 4.8% of 

the variability of industry sales.
C. 0.952, indicating that the variability of industry sales explains about 95.2% of 

the variability of company sales.
D. 0.952, indicating that the variability of company sales explains about 95.2% of 

the variability of industry sales.

Use the following information to answer Questions 6 through 8.

Theresa Miller is attempting to forecast sales for Alton Industries based on a multiple 
regression model. The model Miller estimates is:

sales = bQ + (tq x DOL) + (b2 x IP) + (b3 x GDP) + st 

where:
sales = change in sales adjusted for inflation
DOL = change in the real value of the $ (rates measured in €/$)
IP = change in industrial production adjusted for inflation (millions of $) 
GDP = change in inflation-adjusted GDP (millions of $)
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All changes in variables are in percentage terms.

Miller runs the regression using monthly data for the prior 180 months. The model 
estimates (with coefficient standard errors in parentheses) are:

sales = 10.2 + (5.6 x DOL) + (6.3 x IP) + (9.2 x GDP)
(5.4) (3.5) (4.2) (5.3)

Book 2
Self-Test: Quantitative Analysis

The sum of squared residuals (SSR) is 145.6 and the total sum of squares (TSS) is 357-2.

Figure 1: Partial Student’s /-distribution (one-tailed probabilities)

df p = 0.10 p =0.05 p = 0.025 p = 0.01 p = 0.005
170 1.287 1.654 1.974 2.348 2.605
176 1.286 1.654 1.974 2.348 2.604
180 1.286 1.653 1.973 2.347 2.603

Figure 2: Partial A-Table critical values for right-hand tail area equal to 0.05

d fl = 1 d fl =3 dfl = 5
df 2 = 170 3.90 2.66 2.27
df2 = 176 3.89 2.66 2.27
df 2 = 180 3.89 2.65 2.26

Figure 3: Partial F-Table critical values for right-hand tail area equal to 0.025

d fl = 1 d fl =3 dfl = 5
df 2 = 170 5.11 3.19 2.64

df 2 = 176 5.11 3.19 2.64
df 2 = 180 5.11 3.19 2.64

6. The unadjusted R2 and the standard error of the regression (SER) are closest to:
R2 SER

A. 59.2% 1.425
B. 59.2% 0.910
C. 40.8% 0.910
D. 40.8% 1.425
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The appropriate decision with regard to the A-statistic for testing the null hypothesis 
that all of the independent variables are simultaneously equal to zero at the 5% 
significance level is to:
A. reject the null hypothesis because the A-statistic is larger than the critical A-value 

of 3.19.
B. fail to reject the null hypothesis because the A-statistic is smaller than the critical 

A-value of 3.19.
C. reject the null hypothesis because the A-statistic is larger than the critical A-value 

of 2.66.
D. fail to reject the null hypothesis because the A-statistic is smaller than the critical 

A-value of 2.66.

What is the width of the 99% confidence interval for GDP, and is zero in that 99% 
confidence interval?

Width of 99% Cl Zero in interval
A. 13.8 Yes
B. 3.8 No
C. 27.6 Yes
D. 27.6 No

The GTEC Corporation uses an exponentially weighted moving average (EWMA) 
model with a decay factor of 0.75 to model the daily volatility of a stock. The 
current estimate of daily volatility 1.8%. The closing price of the stock was $38 
yesterday and $35 today. Using continuously compounded returns, what is the 
updated estimate of volatility?
A. 5.39%.
B. 4.39%.
C. 3.39%.
D. 2.39%.

A risk manager estimates the daily variance using a GARCH(1,1) model on daily 
returns (rt):

ht = a 0 + a ir2t_! + P V i

The model parameter values are: 
a 0= 0.0000008
(Xj = 0.050
P =0.93

Using the model, what is the long-run annualized volatility estimate (assuming 252 
trading days in a year and that volatility increases by the square root of time)?
A. 0.52%.
B. 0.63%.
C. 9.89%.
D. 10.04%.
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Self-Test A nswers: 
Q uantitative A nalysis

1. A E(RBJ  = 0.4(20%)+ 0.2(10%)+ 0.4(5%) =12%

E(RMkt) = 0.4(15%) + 0.2(10%) + 0.4(0%) = 8%

Cov(RBeSt, RMkt)= 0.4(20% -  12%)(15% -  8%)

+ 0.2 (10% -  12% )(10% -  8%)

+ 0.4(5% -  12%)(0% -  8%)

= 0.4(8)(7) + 0.2 (-2) (2) + 0.4(-7)(-8) = 44

The units of covariance (like variance) are percent squared here. We used whole number 
percents in the calculations and got 44; if we had used decimals, we would have gotten 
0.0044.

(See Topic 16)

2 C The number of questions correct would follow a binomial distribution. Probability of success 
is 1/3 and the number of trials is 5. The probability o f getting three or more questions 
correct is the sum of the following:

P(3) = 10 x (1/3)3 x (2/3)2 = 0.1646

P(4) = 5 x (1/3)4 x (2/3)1 = 0.0412

P(5) = 1 x (1/3)5 x (2/3)° = 0.0041

0.1646 + 0.0412 + 0.0041 = 21.0%

(See Topic 17)

3. C The prior probability that the builder will increase its orders is 25%.

P(increase) = 0.25

P(no increase) = 0.75

There are four possible outcomes:
• Builder increases its orders and starts new development.
• Builder increases its orders and does not start new development.
• Builder does not increase its orders and starts new development.
• Builder does not increase its orders and does not start new development.

The probabilities o f each outcome are as follows:
• P(increase and development) = (0.25)(0.70) = 0.175.
• P(increase and no development) = (0.25)(0.30) = 0.075.
• P(no increase and development) = (0.75)(0.20) = 0.15.
• P(no increase and no development) = (0.75)(0.80) = 0.60.
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We want to update the probability of an increase in orders, given the new information that 
the builder is starting the development. We can apply Bayes’ formula:

P(development | increase) xP (increase)
P(increase | development) = ----------------- —---- ----------- ----------------

P (development]
From our assumptions, P(development | increase) = 0.70, and P(increase) = 0.25, so the 
numerator is (0.70)(0.25) = 0.175.

P(development) is the sum of P(development and increase) and P(development and no 
increase).

P (development) = 0.175 + 0.15 = 0.325

Thus, P(increase | development) 

(See Topic 18)

(0.7) x (0.25) 0.175
0.175 + 0.15 ~~ 0.325

= 0.5385, or 53.85%

4. A An increase in the significance level (from 1% to 5%, for example) means that a researcher 
is more likely to reject the null hypothesis since the critical value will be lower. Therefore, 
there is a greater probability of making a Type I error (rejecting the null hypothesis when it is 
actually true).

(See Topic 19)

5. C The R2 is computed as the correlation squared: (0.9757)2 = 0.952.

The interpretation of this R2 is that 95.2% of the variation in Company XYZ’s sales 
is explained by the variation in industry sales. Answer D is incorrect because it is the 
independent variable (industry sales) that explains the variation in the dependent variable 
(company sales). This interpretation is based on the economic reasoning used in constructing 
the regression model.

(See Topic 21)

6. B SER = J — = 0 910
V180 — 3 — 1

,. , n2 3 5 7 .2 -14 5 .6  n CfV1unad usted Rz = ------------------=  0.592
357.2

(See Topic 23)

7. C ESS = 357.2 -  145.6 = 211.6, / -̂statistic = (211.6 / 3) / (145.6 / 176) = 85.3. The critical 
value for a one-tailed 5% T-test with 3 and 176 degrees of freedom is 2.66. Because the 
T-statistic is greater than the critical -F-value, the null hypothesis that all o f the independent 
variables are simultaneously equal to zero should be rejected.

(See Topic 24)

8. C The confidence interval is 9.2 +/— (5.3 x 2.604), where 2.604 is the two-tailed 1% t-statistic 
with 176 degrees of freedom (which is the same as a one-tailed 0.5% t-statistic with 176 
degrees of freedom). The interval is -4 .6  to 23.0, which has a width of 27.6 and zero is in 
that interval.

(See Topic 24)
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9. B Updated volatility estimate = [A, x (volatility^)2 + (1 — A,) x (current return)2]0'5

Current return = ln(price today / price yesterday) 

ln(35/38) = -8.223%

Updated volatility estimate = [0.75 x (0.018)2 + 0.25 x (—0.08223)2]0'5 

= [0.000243 + 0.001690443]05 

= 4.39%

(See Topic 28)

10. D Remember that when questions ask for volatility, they are referring to the standard deviation.

We first calculate the daily variance, which then needs to be adjusted to an annualized 
variance and finally we can take the square root to find the annualized volatility (standard 
deviation).

Long-run daily variance = a Q / (1 -  a.j -  (3)

= 0.0000008 / (1 -  0.05 -  0.93) = 0.00004

Long-run daily standard deviation = Vvariance = Voi00004 = 0.6325%

Book 2
Self-Test Answers: Quantitative Analysis

Annualized standard deviation = daily standard deviation x Vtime 

= 0.6325% x V252~=10.04%

(See Topic 28)
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Formulas

Quantitative Analysis

Topic 15

joint probability: P(AB) = P(A | B) x P(B)

P(AB)conditional probability: P(A | B) =
P(B)

independent events: P(A | B) = P(A)

Topic 16

expected value: E(X) = SP(x;)x; 

variance: Var(X) = E[(X — (i)2]

covariance: CovCRpRj) = E{[R; -  E(Rj)][Rj -  E(R-)]}

. ( \ Cov(Ri,Rj)
correlation: Corr R ; ,R ; = ---------- 7— f

1 11 ^ M Ri )

portfolio variance: Var(Rp) = wA2cr2(RA) + wB2cr2(RB) + 2wawbct(Ra)ct(Rb)p(Ra ,Rb)

e [(r - p )31
skewness =

kurtosis =

a

E | (R - ^

Topic 17

\ xe^^Poisson distribution: P(X = x) = --------
x!

binomial probability function: (number of ways to choose x from n) px (1 -  p)n_
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expected value of a binomial random variable: E(X) = np

variance of a binomial random variable: np(l -  p) = npq

uniform distribution range: P(xj < X < x2) = (x2 -  Xj)/(b -  a)

a + bmean of uniform distribution: E(x) =

variance of uniform distribution: Var(x) = (b~ a)2
12

Topic 18

Bayes’ theorem: P(A | B) = P(B | A)xP(A) 
P(B)

Topic 19
N

E x i
population mean: (i = i=l

N

_  E x i
sample mean: X = -—-----

n

N
E ( X i - B ) 2

population variance: cr2 = -------------
V N

population standard deviation: cr = ^

E ( X i - X ) 2

N
E ( X - B ) 2
i=l

N

sample variance: sz =2 _  i=l
n —1

sample standard deviation: s =
E < x i - E
i=l______________

n —1
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sample covariance: covariance =
" ( X i - x ) ^

sample correlation coefficient:
_  Cov(X, Y) 

(sx )(sy )

observation — population mean x — |x 
standard deviation cr

sampling error of the mean = sample mean -  population mean = x -  p

standard error of the sample mean: cry — —j=
V n

2 _  (n — l)s2
chi-squared test statistic: Xn-1 7

CT0

p S1 F -test = —
s2

. . sample statistic — hypothesized valuetest statistic = ---------------------------------------- 7——
standard error of the sample statistic

confidence interval:

sample critical standard population
< <

sample 
. . +

critical standard!
statistic value error / parameter statistic value error /j

r-statistic: tn_j = x-M-0 
s / V n

^-statistic = x-M-0 
cr / V n
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Topic 20

exponentially weighted moving average (EWMA) model (covariance):

covn = X c o v ^ T  (1 -  \)Xn_1Yn_ 1 

where:
\ = the weight for the most recent covariance on day n — 1
Xn l = the percentage change for variable X on day n -  1 
Y j = the percentage change for variable Yon day n -  1

GARCH(1,1) model (covariance): covn = co + <xXn_1Yn_ 1 + 3covn_j

2 2 2covariance consistency condition: P12 +P13 + P23 — 2p12Pi3P23 < 1

Book 2
Formulas

factor model: Uj = oqF + y]l — a ,2 Z;

Topic 21
sample regression function: Y; = bQ + hq x X; + e;

residual: e- = Y. -  (bn + b, x X.)1 1 v u 1 1 n
£ ( X ; - X ) ( Y i- Y )

regression slope coefficient: fq = — -----------------------

E < X ; - » 2
i=l

Cov(X, Y) 
Var(X)

regression intercept: b0 = Y —hqX 

where:
Y = mean of Y 
X = mean of X

sum of squared residuals (SSR) = — ^ ](Y i -  Yj)2

total sum of squares = explained sum of squares + sum of squared residuals

= + E C f i - Y ) 2E ^ i - Y ) 2

TSS = ESS + SSR
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coefficient of determination:

r 2 es s  E ^ - y )2
TSS ^ (Y ;- Y )2

R 2 . 1 - S S R . 1
TSS ^ (Y j- Y )2

Topic 23

standard error of the regression: SER =
v n — k —

^-statistic = (ESS / df) / (SSR / df)

adjusted R2 = 1 - ( 1 - R 2) x -----------
n - k  —1

Topic 25
T

E«?
mean squared error (MSE): MSE = -C-l—

unbiased mean squared error (s2): s2

w K
Akaike information criterion (AIC): AIC = e T —

T

Schwarz information criterion (SIC): SIC = T^t ' —
T

Topic 26

first-difference operator: Ayt = (1 -  L)yt = y — yt l

T
T - k J

D?
t= l

T
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Topic 27

first-order moving average [MA(1)] process:

Yt = et + Q£t-1 

where:
y = the time series variable being estimated 
e = current random white noise shock 
e j = one-period lagged random white noise shock 
0 = coefficient for the lagged random shock

MA(q) process:

yt = et + 0l£t-l + — + 0qet-q

where:
y = the time series variable being estimated 
e = current random white noise shock 
E j = one-period lagged random white noise shock 
£ = ^-period lagged random white noise shock
0 = coefficients for the lagged random shocks

first-order autoregressive [AR(1)] process:

yt =<K-i +et
where:
y = the time series variable being estimated
y j = one-period lagged observation of the variable being estimated 
e = current random white noise shock
4> = coefficient for the lagged observation of the variable being estimated

Yule-Walker equation: pt = 4)t for t = 0,1,2,...

AR(p) process:

yt = <hyt- i  + §2Yt- 2  + —+ ^pyt-p + et

where:
y = the time series variable being estimated
y j = one-period lagged observation of the variable being estimated 
y = ̂ >th-period lagged observation of the variable being estimated 
e = current random white noise shock
4> = coefficients for the lagged observations of the variable being estimated
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autoregressive moving average (ARMA) process:

y t  =  «t>yt-i +  £t + 0 £t - i

where:
y = the time series variable being estimated
4> = coefficient for the lagged observations of the variable being estimated
y j = one-period lagged observation of the variable being estimated 
e = current random white noise shock 
0 = coefficient for the lagged random shocks
e j = one-period lagged random white noise shock

Topic 28

continuously compounded return: uj= In

exponentially weighted moving average (EWMA) model (volatility):

CTn =  Xa^_i +  ( l - \ ) u 2n_1 

where:
X = weight on previous volatility estimate (X between zero and one)

GARCH(1,1) model (volatility):

= tJ +  a U n - 1 + (3 (T n -1

where:
O i = weighting on the previous period’s return
(3 = weighting on the previous volatility estimate
lj = weighted long-run variance =

Vl = long-run average variance = ------------
1 — a  —  (3

a  +  (3 +  ^ =  1
ot + (3 < 1 for stability so that is not negative
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Using the C umulative Z-Table

Probability Example

Assume that the annual earnings per share (EPS) for a large sample of firms is normally 
distributed with a mean of $5-00 and a standard deviation of $1.50. What is the 
approximate probability of an observed EPS value falling between $3.00 and $7.25?

If EPS = x = $7.25, then z = ( x -  p)/a = ($7.25 -  $5.00)/$ 1.50 = +1.50

If EPS = x = $3.00, then z = ( x -  p)/a = ($3.00 -  $5.00)/$1.50 = -1.33

Forz-value o f  1.50: Use the row headed 1.5 and the column headed 0 to find the value 
0.9332. This represents the area under the curve to the left of the critical value 1.50.

Forz-value o f -1 .33 : Use the row headed 1.3 and the column headed 3 to find the value 
0.9082. This represents the area under the curve to the left of the critical value +1.33. The 
area to the left of-1.33 is 1 -  0.9082 = 0.0918.

The area between these critical values is 0.9332 — 0.0918 = 0.8414, or 84.14%.

Hypothesis Testing—One-Tailed Test Example

A sample of a stock’s returns on 36 non-consecutive days results in a mean return of 2.0%. 
Assume the population standard deviation is 20.0%. Can we say with 95% confidence that 
the mean return is greater than 0%?

Hq: p < 0.0%, Ha : p > 0.0%. The test statistic = ^-statistic = 
= (2.0 -  0.0) / (20.0 / 6) = 0.60.

x - p o

The significance level = 1.0 -  0.95 = 0.05, or 5%.

Since this is a one-tailed test with an alpha of 0.05, we need to find the value 0.95 in the 
cumulative z-table. The closest value is 0.9505, with a corresponding critical z-value of 
1.65. Since the test statistic is less than the critical value, we fail to reject HQ.

Hypothesis Testing—Two-Tailed Test Example

Using the same assumptions as before, suppose that the analyst now wants to determine if 
he can say with 99% confidence that the stock’s return is not equal to 0.0%.

Hq: p = 0.0%, Ha : p ^  0.0%. The test statistic (z-value) = (2.0 — 0.0) / (20.0 / 6) = 0.60. 
The significance level = 1.0 — 0.99 = 0.01, or 1%.

Since this is a two-tailed test with an alpha of 0.01, there is a 0.005 rejection region in both 
tails. Thus, we need to find the value 0.995 (1.0 -  0.005) in the table. The closest value is 
0.9951, which corresponds to a critical .z-value of 2.58. Since the test statistic is less than 
the critical value, we fail to reject HQ and conclude that the stock’s return equals 0.0%.
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C umulative Z - Table
P(Z < z) = N(z) for z > 0 
P(Z < -z) = 1 -  N(z)

z 0 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

0 0.5000 0.5040 0.5080 0.5120 0.5160 0.5199 0.5239 0.5279 0.5319 0.5359

0.1 0.5398 0.5438 0.5478 0.5517 0.5557 0.5596 0.5636 0.5675 0.5714 0.5753

0.2 0.5793 0.5832 0.5871 0.5910 0.5948 0.5987 0.6026 0.6064 0.6103 0.6141

0.3 0.6179 0.6217 0.6255 0.6293 0.6331 0.6368 0.6406 0.6443 0.6480 0.6517

0.4 0.6554 0.6591 0.6628 0.6664 0.6700 0.6736 0.6772 0.6808 0.6844 0.6879

0.5 0.6915 0.6950 0.6985 0.7019 0.7054 0.7088 0.7123 0.7157 0.7190 0.7224

0.6 0.7257 0.7291 0.7324 0.7357 0.7389 0.7422 0.7454 0.7486 0.7517 0.7549

0.7 0.7580 0.7611 0.7642 0.7673 0.7704 0.7734 0.7764 0.7794 0.7823 0.7852

0.8 0.7881 0.7910 0.7939 0.7967 0.7995 0.8023 0.8051 0.8078 0.8106 0.8133

0.9 0.8159 0.8186 0.8212 0.8238 0.8264 0.8289 0.8315 0.8340 0.8365 0.8389

1 0.8413 0.8438 0.8461 0.8485 0.8508 0.8531 0.8554 0.8577 0.8599 0.8621

1.1 0.8643 0.8665 0.8686 0.8708 0.8729 0.8749 0.8770 0.8790 0.8810 0.8830

1.2 0.8849 0.8869 0.8888 0.8907 0.8925 0.8944 0.8962 0.8980 0.8997 0.9015

1.3 0.9032 0.9049 0.9066 0.9082 0.9099 0.9115 0.9131 0.9147 0.9162 0.9177

1.4 0.9192 0.9207 0.9222 0.9236 0.9251 0.9265 0.9279 0.9292 0.9306 0.9319

1.5 0.9332 0.9345 0.9357 0.937 0.9382 0.9394 0.9406 0.9418 0.9429 0.9441

1.6 0.9452 0.9463 0.9474 0.9484 0.9495 0.9505 0.9515 0.9525 0.9535 0.9545

1.7 0.9554 0.9564 0.9573 0.9582 0.9591 0.9599 0.9608 0.9616 0.9625 0.9633

1.8 0.9641 0.9649 0.9656 0.9664 0.9671 0.9678 0.9686 0.9693 0.9699 0.9706

1.9 0.9713 0.9719 0.9726 0.9732 0.9738 0.9744 0.9750 0.9756 0.9761 0.9767

2 0.9772 0.9778 0.9783 0.9788 0.9793 0.9798 0.9803 0.9808 0.9812 0.9817

2.1 0.9821 0.9826 0.983 0.9834 0.9838 0.9842 0.9846 0.985 0.9854 0.9857

2.2 0.9861 0.9864 0.9868 0.9871 0.9875 0.9878 0.9881 0.9884 0.9887 0.989

2.3 0.9893 0.9896 0.9898 0.9901 0.9904 0.9906 0.9909 0.9911 0.9913 0.9916

2.4 0.9918 0.9920 0.9922 0.9925 0.9927 0.9929 0.9931 0.9932 0.9934 0.9936

2.5 0.9938 0.994 0.9941 0.9943 0.9945 0.9946 0.9948 0.9949 0.9951 0.9952

2.6 0.9953 0.9955 0.9956 0.9957 0.9959 0.9960 0.9961 0.9962 0.9963 0.9964

2.7 0.9965 0.9966 0.9967 0.9968 0.9969 0.9970 0.9971 0.9972 0.9973 0.9974

2.8 0.9974 0.9975 0.9976 0.9977 0.9977 0.9978 0.9979 0.9979 0.9980 0.9981

2.9 0.9981 0.9982 0.9982 0.9983 0.9984 0.9984 0.9985 0.9985 0.9986 0.9986

3 0.9987 0.9987 0.9987 0.9988 0.9988 0.9989 0.9989 0.9989 0.9990 0.9990
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A lternative Z - Table
P(Z < z) = N(z) for z > 0 
P(Z < -z) = 1 -  N(z)

z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

0.0 0.0000 0.0040 0.0080 0.0120 0.0160 0.0199 0.0239 0.0279 0.0319 0.0359

0.1 0.0398 0.0438 0.0478 0.0517 0.0557 0.0596 0.0636 0.0675 0.0714 0.0753

0.2 0.0793 0.0832 0.0871 0.0910 0.0948 0.0987 0.1026 0.1064 0.1103 0.1141

0.3 0.1179 0.1217 0.1255 0.1293 0.1331 0.1368 0.1406 0.1443 0.1480 0.1517

0.4 0.1554 0.1591 0.1628 0.1664 0.1700 0.1736 0.1772 0.1808 0.1844 0.1879

0.5 0.1915 0.1950 0.1985 0.2019 0.2054 0.2088 0.2123 0.2157 0.2190 0.2224

0.6 0.2257 0.2291 0.2324 0.2357 0.2389 0.2422 0.2454 0.2486 0.2517 0.2549

0.7 0.2580 0.2611 0.2642 0.2673 0.2704 0.2734 0.2764 0.2794 0.2823 0.2852

0.8 0.2881 0.2910 0.2939 0.2967 0.2995 0.3023 0.3051 0.3078 0.3106 0.3133

0.9 0.3159 0.3186 0.3212 0.3238 0.3264 0.3289 0.3315 0.3340 0.3356 0.3389

1.0 0.3413 0.3438 0.3461 0.3485 0.3508 0.3531 0.3554 0.3577 0.3599 0.3621

1.1 0.3643 0.3665 0.3686 0.3708 0.3729 0.3749 0.3770 0.3790 0.3810 0.3830

1.2 0.3849 0.3869 0.3888 0.3907 0.3925 0.3944 0.3962 0.3980 0.3997 0.4015

1.3 0.4032 0.4049 0.4066 0.4082 0.4099 0.4115 0.4131 0.4147 0.4162 0.4177

1.4 0.4192 0.4207 0.4222 0.4236 0.4251 0.4265 0.4279 0.4292 0.4306 0.4319

1.5 0.4332 0.4345 0.4357 0.4370 0.4382 0.4394 0.4406 0.4418 0.4429 0.4441

1.6 0.4452 0.4463 0.4474 0.4484 0.4495 0.4505 0.4515 0.4525 0.4535 0.4545

1.7 0.4554 0.4564 0.4573 0.4582 0.4591 0.4599 0.4608 0.4616 0.4625 0.4633

1.8 0.4641 0.4649 0.4656 0.4664 0.4671 0.4678 0.4686 0.4693 0.4699 0.4706

1.9 0.4713 0.4719 0.4726 0.4732 0.4738 0.4744 0.4750 0.4756 0.4761 0.4767

2.0 0.4772 0.4778 0.4783 0.4788 0.4793 0.4798 0.4803 0.4808 0.4812 0.4817

2.1 0.4821 0.4826 0.4830 0.4834 0.4838 0.4842 0.4846 0.4850 0.4854 0.4857

2.2 0.4861 0.4864 0.4868 0.4871 0.4875 0.4878 0.4881 0.4884 0.4887 0.4890

2.3 0.4893 0.4896 0.4898 0.4901 0.4904 0.4906 0.4909 0.4911 0.4913 0.4916

2.4 0.4918 0.4920 0.4922 0.4925 0.4927 0.4929 0.4931 0.4932 0.4934 0.4936

2.5 0.4939 0.4940 0.4941 0.4943 0.4945 0.4946 0.4948 0.4949 0.4951 0.4952

2.6 0.4953 0.4955 0.4956 0.4957 0.4959 0.4960 0.4961 0.4962 0.4963 0.4964

2.7 0.4965 0.4966 0.4967 0.4968 0.4969 0.4970 0.4971 0.4972 0.4973 0.4974

2.8 0.4974 0.4975 0.4976 0.4977 0.4977 0.4978 0.4979 0.4979 0.4980 0.4981

2.9 0.4981 0.4982 0.4982 0.4983 0.4984 0.4984 0.4985 0.4985 0.4986 0.4986

3.0 0.4987 0.4987 0.4987 0.4988 0.4988 0.4989 0.4989 0.4989 0.4990 0.4990
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Student’s T-Distribution

Level of Significance for One-Tailed Test

df 0.100 0.050 0.025 0.01 0.005 0.0005

Level of Significance for Two-Tailed Test

df 0.20 0.10 0.05 0.02 0.01 0.001

1 3.078 6.314 12.706 31.821 63.657 636.619

2 1.886 2.920 4.303 6.965 9.925 31.599

3 1.638 2.353 3.182 4.541 5.841 12.294

4 1.533 2.132 2.776 3.747 4.604 8.610

5 1.476 2.015 2.571 3.365 4.032 6.869

6 1.440 1.943 2.447 3.143 3.707 5.959

7 1.415 1.895 2.365 2.998 3.499 5.408

8 1.397 1.860 2.306 2.896 3.355 5.041

9 1.383 1.833 2.262 2.821 3.250 4.781

10 1.372 1.812 2.228 2.764 3.169 4.587

11 1.363 1.796 2.201 2.718 3.106 4.437

12 1.356 1.782 2.179 2.681 3.055 4.318

13 1.350 1.771 2.160 2.650 3.012 4.221

14 1.345 1.761 2.145 2.624 2.977 4.140

15 1.341 1.753 2.131 2.602 2.947 4.073

16 1.337 1.746 2.120 2.583 2.921 4.015

17 1.333 1.740 2.110 2.567 2.898 3.965

18 1.330 1.734 2.101 2.552 2.878 3.922

19 1.328 1.729 2.093 2.539 2.861 3.883

20 1.325 1.725 2.086 2.528 2.845 3.850

21 1.323 1.721 2.080 2.518 2.831 3.819

22 1.321 1.717 2.074 2.508 2.819 3.792

23 1.319 1.714 2.069 2.500 2.807 3.768

24 1.318 1.711 2.064 2.492 2.797 3.745

25 1.316 1.708 2.060 2.485 2.787 3.725

26 1.315 1.706 2.056 2.479 2.779 3.707

27 1.314 1.703 2.052 2.473 2.771 3.690

28 1.313 1.701 2.048 2.467 2.763 3.674

29 1.311 1.699 2.045 2.462 2.756 3.659

30 1.310 1.697 2.042 2.457 2.750 3.646

40 1.303 1.684 2.021 2.423 2.704 3.551

60 1.296 1.671 2.000 2.390 2.660 3.460

120 1.289 1.658 1.980 2.358 2.617 3.373

OO 1.282 1.645 1.960 2.326 2.576 3.291
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F-Table at 5%

Critical values of the ^-distribution at a 5% level of significance

Degrees of freedom for the numerator along top row 
Degrees of freedom for the denominator along side row

1 2 3 4 5 6 7 8 9 10 12 15 2 0 24 30 4 0
1 161 200 216 225 230 234 237 239 241 242 244 246 248 249 250 251
2 18.5 19.0 19.2 19.2 19.3 19.3 19.4 19.4 19.4 19.4 19.4 19.4 19.4 19.5 19.5 19.5
3 10.1 9.55 9.28 9.12 9.01 8.94 8.89 8.85 8.81 8.79 8.74 8.70 8.66 8.64 8.62 8.59
4 7.71 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00 5.96 5.91 5.86 5.80 5.77 5.75 5.72
5 6.61 5.79 5.41 5.19 5.05 4.95 4.88 4.82 4.77 4.74 4.68 4.62 4.56 4.53 4.50 4.46

6 5.99 5.14 4.76 4.53 4.39 4.28 4.21 4.15 4 .10 4.06 4.00 3.94 3.87 3.84 3.81 3.77
7 5.59 4.74 4.35 4.12 3.97 3.87 3.79 3.73 3.68 3.64 3.57 3.51 3.44 3.41 3.38 3.34
8 5.32 4.46 4.07 3.84 3.69 3.58 3.50 3.44 3.39 3.35 3.28 3.22 3.15 3.12 3.08 3.04
9 5.12 4.26 3.86 3.63 3.48 3.37 3.29 3.23 3.18 3 .14 3.07 6.01 2.94 2.90 2.86 2.83

10 4.96 4.10 3.71 3.48 3.33 3.22 3.14 3.07 3.02 2.98 2.91 2.85 2.77 2.74 2.70 2.66

11 4.84 3.98 3.59 3.36 3.20 3.09 3.01 2.95 2.90 2.85 2.79 2.72 2.65 2.61 2.57 2.53
12 4.75 3.89 3.49 .3.26 .3.11 .3.00 2.91 2.85 2.80 2.75 2.69 2.62 2.54 2.51 2.47 2.43
13 4.67 3.81 3.41 3.18 .3.03 2.92 2.83 2.77 2.71 2.67 2.60 2.53 2.46 2.42 2.38 2.34
14 4.60 3.74 3.34 3.11 2.96 2.85 2.76 2.70 2.65 2.60 2.53 2.46 2.39 2.35 2.31 2.27
15 4.54 3.68 3.29 3.06 2.90 2.79 2.71 2.64 2.59 2.54 2.48 2.40 2.33 2.29 2.25 2.20

16 4.49 3.63 3.24 3.01 2.85 2.74 2.66 2.59 2.54 2.49 2.42 2.35 2.28 2.24 2.19 2.15
17 4.45 3.59 3.20 2.96 2.81 2.70 2.61 2.55 2.49 2.45 2.38 2.31 2.23 2.19 2.15 2 .10
18 4.41 3.55 3.16 2.93 2.77 2.66 2.58 2.51 2.46 2.41 2.34 2.27 2.19 2.15 2 .11 2.06
19 4.38 3.52 .3.13 2.90 2.74 2.63 2.54 2.48 2.42 2.38 2.31 2.23 2.16 2 .11 2.07 2.03
2 0 4.35 3.49 3.10 2.87 2.71 2.60 2.51 2.45 2.39 2.35 2.28 2.20 2.12 2.08 2.04 1.99

21 4.32 3.47 3.07 2.84 2.68 2.57 2.49 2.42 2.37 2.32 2.25 2.18 2 .10 2.05 2.01 1.96
2 2 4.30 3.44 3.05 2.82 2.66 2.55 2.46 2.40 2.34 2.30 2.23 2.15 2.07 2.03 1.98 1.94
23 4.28 3.42 3.03 2.80 2.64 2.53 2.44 2.37 2.32 2.27 2.20 2.13 2.05 2.01 1.96 1.91
2 4 4.26 3.40 3.01 2.78 2.62 2.51 2.42 2.36 2.30 2.25 2.18 2 .11 2.03 1.98 1.94 1.89
25 4.24 3.39 2.99 2.76 2.60 2.49 2.40 2.34 2.28 2.24 2.16 2.09 2.01 1.96 1.92 1.87

3 0 4.17 3.32 2.92 2.69 2.5.3 2.42 2.33 2.27 2.21 2 .16 2.09 2.01 1.93 1.89 1.84 1.79
4 0 4.08 3.23 2.84 2.61 2.45 2.34 2.25 2.18 2 .12 2.08 2.00 1.92 1.84 1.79 1.74 1.69
60 4.00 3.15 2.76 2.53 2.37 2.25 2.17 2 .10 2.04 1.99 1.92 1.84 1.75 1.70 1.65 1.59
120 3.92 3.07 2.68 2.45 2.29 2.18 2.09 2.02 1.96 1.91 1.83 1.75 1.66 1.61 1.55 1.50
00 3.84 3.00 2.60 2.37 2.21 2.10 2.01 1.94 1.88 1.83 1.75 1.67 1.57 1.52 1.46 1.39
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F-Table at 2 .5%

Critical values of the /^-distribution at a 2.5% level of significance

Degrees of freedom for the numerator along top row 
Degrees of freedom for the denominator along side row

1 2 3 4 5 6 7 8 9 10 12 15 20 24 30 40
1 648 799 864 900 922 937 948 957 963 969 977 985 993 997 1001 1006
2 38.51 39.00 39.17 39.25 39 .30 39 .33 39 .36 39 .37 39 .39 39 .40 39.41 39 .43 39.45 3 9 .4 6 3 9 .46 39 .47
3 17.44 16.04 15.44 15.10 14.88 14.73 14.62 14.54 14.47 14.42 14.34 14.25 14.17 14.12 14.08 14.04
4 12.22 10.65 9.98 9.60 9.36 9.20 9.07 8.98 8.90 8.84 8.75 8.66 8.56 8.51 8.46 8.41
5 10.01 8.43 7.76 7.39 7.15 6.98 6.85 6.76 6.68 6.62 6.52 6.43 6.33 6 .28 6.23 6 .18

6 8.81 7.26 6.60 6.23 5.99 5.82 5.70 5.60 5.52 5.46 5.37 5.27 5.17 5.12 5.07 5.01
7 8 .07 6.54 5.89 5.52 5.29 5.12 4 .99 4 .90 4 .82 4 .76 4 .6 7 4 .5 7 4 .47 4.41 4 .36 4.31
8 7.57 6.06 5.42 5.05 4 .82 4 .65 4 .53 4 .43 4 .36 4 .30 4 .20 4 .10 4 .00 3.95 3.89 3.84
9 7.21 5.71 5.08 4.72 4.48 4 .3 2 4 .20 4 .10 4 .03 3.96 3 .87 3 .77 3 .67 3.61 3.56 3.51
10 6.94 5.46 4.83 4.47 4.24 4.07 3.95 3.85 3.78 3.72 3.62 3.52 3.42 3 .37 3.31 3 .26

11 6.72 5.26 4.63 4.28 4.04 3.88 3.76 3.66 3.59 3.53 3.43 3.33 3.23 3 .17 3.12 3 .06
12 6.55 5.10 4.47 4.12 3.89 3.73 3.61 3.51 3.44 3.37 3.28 3.18 3 .07 3 .02 2.96 2.91
13 6.41 4.97 4.35 4.00 3.77 3.60 3.48 3.39 3.31 3.25 3.15 3.05 2.95 2.89 2.84 2.78
14 6 .30 4 .86 4 .24 3.89 3 .66 3.50 3.38 3.29 3.21 3.15 3.05 2.95 2 .84 2 .79 2 .73 2 .67
15 6.20 4 .77 4.15 3.80 3.58 3.41 3.29 3.20 3 .12 3 .06 2 .96 2 .8 6 2 .76 2 .70 2 .64 2 .59

16 6.12 4.69 4.08 3.73 3.50 3 .3 4 3.22 3.12 3.05 2.99 2.89 2 .79 2.68 2 .63 2 .57 2.51
17 6.04 4.62 4.01 3.66 3.44 3.28 3.16 3.06 2.98 2.92 2.82 2 .72 2 .62 2 .56 2 .50 2 .44
18 5.98 4.56 3.95 3.61 3.38 3.22 3.10 3.01 2.93 2 .87 2 .77 2 .67 2 .56 2 .50 2 .44 2 .38
19 5.92 4.51 3.90 3.56 3.33 3.17 3.05 2.96 2.88 2.82 2.72 2.62 2.51 2.45 2 .39 2 .33
20 5.87 4.46 3.86 3.51 3.29 3.13 3.01 2.91 2.84 2.77 2.68 2.57 2.46 2.41 2.35 2 .29

21 5.83 4 .42 3.82 3.48 3.25 3.09 2 .97 2 .87 2 .80 2 .73 2.64 2 .5 3 2 .42 2 .3 7 2.31 2.25
22 5.79 4.38 3.78 3.44 3.22 3.05 2 .93 2 .84 2 .76 2 .70 2.60 2 .5 0 2 .39 2 .33 2 .27 2.21
23 5.75 4.35 3.75 3.41 3.18 3 .02 2.90 2.81 2 .73 2 .67 2 .57 2 .47 2 .36 2 .30 2 .24 2.18
24 5.72 4.32 3.72 3.38 3.15 2.99 2 .87 2.78 2.70 2 .64 2 .54 2 .44 2.33 2 .27 2.21 2.15
25 5.69 4.29 3.69 3.35 3.13 2.97 2.85 2.75 2.68 2.61 2.51 2.41 2.30 2 .24 2.18 2 .12

30 5.57 4.18 3.59 3.25 3.03 2.87 2.75 2.65 2.57 2.51 2.41 2.31 2 .20 2 .14 2 .0 7 2.01
40 5.42 4.05 3.46 3.13 2.90 2.74 2.62 2.53 2.45 2.39 2.29 2.18 2.07 2.01 1.94 1.88
60 5.29 3.93 3.34 3.01 2 .79 2.63 2.51 2.41 2 .33 2 .2 7 2 .17 2 .06 1.94 1.88 1.82 1.74
120 5.15 3.80 3.23 2 .89 2 .67 2 .52 2.39 2.30 2.22 2 .16 2.05 1.94 1.82 1.76 1.69 1.61
GO 5 .02 3.69 3 .12 2.79 2 .57 2.41 2.29 2.19 2.11 2.05 1.94 1.83 1.71 1.64 1.57 1.48
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C hi-Squared Table

Values of %2 (Degrees of Freedom, Level of Significance)
Probability in Right Tail

Degrees
o f

Freedom
0.99 0.975 0.95 0.9 0.1 0.05 0.025 0.01 0.005

1 0.000157 0.000982 0.003932 0.0158 2.706 3.841 5.024 6.635 7.879
2 0.020100 0.050636 0.102586 0.2107 4.605 5.991 7.378 9.210 10.597
3 0.1148 0.2158 0.3518 0.5844 6.251 7.815 9.348 11.345 12.838
4 0.297 0.484 0.711 1.064 7.779 9.488 11 .143 13.277 14.860
5 0.554 0.831 1.145 1.610 9.236 11.070 12.832 15.086 16.750

6 0.872 1.237 1.635 2.204 10.645 12.592 14.449 16.812 18.548
7 1.239 1.690 2.167 2.833 12.017 14.067 16.013 18.475 20.278
8 1.647 2.180 2.733 3.490 13.362 15.507 17.535 20.090 21.955
9 2.088 2.700 3.325 4.168 14.684 16.919 19.023 21.666 23.589
10 2.558 3.247 3.940 4.865 15.987 18.307 20.483 23.209 25.188

11 3.053 3.816 4.575 5.578 17.275 19.675 21.920 24.725 26.757
12 3.571 4.404 5.226 6.304 18.549 21.026 23.337 26.217 28.300
13 4.107 5.009 5.892 7.041 19.812 22.362 24.736 27.688 29.819
14 4.660 5.629 6.571 7.790 21.064 23.685 2 6 .119 29.141 31.319
15 5.229 6.262 7.261 8.547 22.307 24.996 27.488 30.578 32.801

16 5.812 6.908 7.962 9.312 23.542 26.296 28.845 32.000 34.267
17 6.408 7.564 8.672 10.085 24.769 27.587 30.191 33.409 35.718
18 7.015 8.231 9.390 10.865 25.989 28.869 31.526 34.805 37.156
19 7.633 8.907 10.117 11.651 27.204 30.144 32.852 36.191 38.582
20 8.260 9.591 10.851 12.443 28.412 31.410 34.170 37.566 39.997

21 8.897 10.283 11.591 13.240 29.615 32.671 35.479 38.932 41.401
22 9.542 10.982 12.338 14.041 30.813 33.924 36.781 40.289 42.796
23 10.196 11.689 13.091 14.848 32.007 35.172 38.076 41.638 44.181
24 10.856 12.401 13.848 15.659 33.196 36.415 39.364 42.980 45.558
25 11.524 13.120 14.611 16.473 34.382 37.652 40.646 44.314 46.928

2 6 12.198 13.844 15.379 17.292 35.563 38.885 41.923 45.642 48.290
2 7 12.878 14.573 16.151 18 .114 36.741 40 .113 43.195 46.963 49.645
28 13.565 15.308 16.928 18.939 37.916 41.337 44.461 48.278 50.994
29 14.256 16.047 17.708 19.768 39.087 42.557 45.722 49.588 52.335
30 14.953 16.791 18.493 20.599 40.256 43.773 46.979 50.892 53.672

50 29.707 32.357 34.764 37.689 63.167 67.505 71.420 76.154 79.490
60 37.485 40.482 43.188 46.459 74.397 79.082 83.298 88.379 91.952
80 53.540 57.153 60.391 64.278 96.578 101.879 106.629 112 .329 116 .321
100 70.065 74.222 77.929 82.358 118 .498 124.342 129.561 135.807 140.170
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Index

A
addition rule 20 
adjusted R2 181, 201 
Aka ike information criterion 210  
alternative hypothesis 101 
annuity 5 
ANOVA table 198 
arithmetic means 30 
asymptotic efficiency 211 
autocorrelation function 218 
autocovariance function 217  
autoregression 217  
autoregressive (AR) model 217  
autoregressive conditional heteroskedasticity 

model 237
autoregressive moving average process 230 
autoregressive representation 227

B
backtesting 121 
Bayes’ theorem 75 
Bernoulli distribution 55 
best fit technique 247
best linear unbiased estimator (BLUE) 48, 169 
binomial distribution 55 
binomial random variable 55 
bootstrapping technique 247 
Box-Pierce Q-statistic 221

c

central limit theorem 66, 153 
central moments 43 
central tendency 29 
Chebyshev’s inequality 120 
chi-squared distribution 68 
chi-squared test 114  
coefficient of determination 154 ,180  
coefficient of multiple correlation 199 
cokurtosis 46 
compounding 2 
compound interest 1 
conditional heteroskedasticity 166 
conditional probability 18 ,75  
confidence interval 60, 96, 164, 248 

regression coefficient 161, 194 
congruential pseudorandom number generator 

258

consistency 211 
consistent estimator 48, 153 
continuous random variable 14 
continuous uniform distribution 53 
copula 136 
copula correlation 136 
correlation 40, 128, 156 ,241  
coskewness 46 
cost of capital 4 
covariance 38, 128, 241 
covariance stationary 217  
critical value 101
cumulative distribution function 15

D
data-generating process 211 
data mining 209 
decision rule 103 
default risk 3
degrees of freedom 190, 194 
dependent events 19 
dependent variable 147 

predicting 195 
descriptive statistics 29 
discount factor 4 
discounting 2 
discount rates 3 
discrete probability function 16 
discrete random variable 13 
discrete uniform random variable 16 
discretization error bias 253 
distributed lag 219  
dummy variables 166

E
economic significance 109 
efficient estimator 48 
error term 149 
estimator 48 
estimator bias 253 
event 13
EWMA model 131 
exceedance 121 
exception 121 
excess kurtosis 44, 46 
exhaustive events 13 
expectations 34 
expected value 34
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Index

explained sum of squares 154 ,198  
explained variable 147 
explanatory variable 147 
exponentially weighted moving average

237
130,

level o f significance 96 
liquidity risk 3 
Ljung-Box Q-statistic 221 
lognormal distribution 65 
low-discrepancy sequences 259

F M

factor model 135 
^-distribution 69
first-order autoregressive process 228 
frequentist approach 80 
^-statistic 196 
F-tcst 117  
future value 1

G

GARCH model 132, 238 
Gaussian copula 138 
Gauss-Markov theorem 169 
general linear process 220 
geometric mean 33

H
hazard rate 256 
heteroskedasticity 166, 179 
homoskedasticity 166, 179 
hypothesis 100 
hypothesis testing 162

I

imperfect multicollinearity 183 
independent and identically distributed (i.i.d.)

random variables 66 
independent events 19 
independent variable 147 
independent white noise 219  
inferential statistics 29 
innovations 220 
intercept 149, 178
inverse cumulative distribution function 16 
inverse transform method 254

J
joint probability 18 ,21

K

kurtosis 43, 45

L

marginal distributions 136 
maturity risk 3
maximum likelihood estimator 240 
mean 42
mean reversion 239 
mean squared error 208 
measures of fit 179 
median 31
mesokurtic distributions 45 
midsquare technique 257 
mixture distributions 70 
mode 32
Monte Carlo simulation 247 
moving average process 226 
moving average representation 227 
multicollinearity 182 
multiple regression 177 

analysis 177 
formulation 178 
interpretation 178 

multiplication rule 18 
multivariate copula 139 
mutually exclusive events 13 ,20

N

negative skew 44 
noise component 149 
nominal risk-free rate 3 
nonparametric distributions 53 
normal distribution 59 
normal white noise 219  
null hypothesis 101

o
OLS estimators 177 
omitted variable bias 176 
one-factor copula 139 
one-tailed test 102 ,194  
opportunity cost 3, 4 
ordinary least squares 151 
outcome 13 
outliers 44

lag operator 219
Latin Hypercube Sampling method 260 
leptokurtic distributions 45
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	SchweserNotes™ for the FRM® Exam

	Using a Financial Calculator

	Time Lines

	Present Value of a Single Sum

	Annuities

	Present Value of a Perpetuity

	PV and FV of Uneven Cash Flow Series

	Solving TVM Problems When Compounding Periods are Other Than Annual

	Concept Checkers

	Concept Checker Answers

	LO 15.1: Describe and distinguish between continuous and discrete random variables. * •

	LO 15.2: Define and distinguish between the probability density function, the cumulative distribution function, and the inverse cumulative distribution function.

	Discrete Probability Function

	LO 15.3: Calculate the probability of an event given a discrete probability function.

	LO 15.6: Define and calculate a conditional probability, and distinguish between conditional and unconditional probabilities.

	LO 15.4: Distinguish between independent and mutually exclusive events.

	Calculating the Probability That at Least One of Two Events Will Occur

	Calculating a Joint Probability of Any Number of Independent Events

	LO 15.5: Define joint probability, describe a probability matrix, and calculate joint probabilities using probability matrices.

	Probability Matrix


	Key Concepts

	Concept Checkers

	Concept Checker Answers

	G = Jj/Xj xX2 x...xXn = (Xj xX2 x...xXn)1/n

	LO 16.1: Interpret and apply the mean, standard deviation, and variance of a random variable.

	LO 16.2: Calculate the mean, standard deviation, and variance of a discrete random variable.

	LO 16.4: Calculate the mean and variance of sums of variables.

	LO 16.3: Calculate and interpret the covariance and correlation between two random variables.

	Interpreting a Scatter Plot

	LO 16.5: Describe the four central moments of a statistical variable or distribution: mean, variance, skewness and kurtosis.


	i=l

	LO 16.6: Interpret the skewness and kurtosis of a statistical distribution, and interpret the concepts of coskewness and cokurtosis. * •

	Coskewness and Cokurtosis

	LO 16.7: Describe and interpret the best linear unbiased estimator.



	Key Concepts

	LO 16.1

	LO 16.2

	LO 16.3

	Cov(A,B) = 5]Pi(Ai— A)(B;-B)

	LO 16.4


	Concept Checkers

	Concept Checker Answers

	Cov(RA,RB)

	12

	2! 3!

	(5 —3)!3!

	Expected Value and Variance of a Binomial Random Variable

	The Standard Normal Distribution

	Calculating Probabilities Using z- Values


	2

	LO 17.2: Apply the Central Limit Theorem.

	LO 17-3: Describe the properties of independent and identically distributed (i.i.d.) random variables.

	LO 17.4: Describe a mixture distribution and explain the creation and characteristics of mixture distributions.



	Key Concepts

	r(x,<x<x2)-Lpid

	(b-a)

	P(x) = P(X = x) = — —— - px (l — p)n_X (n — x)!x!

	LO 17.2

	LO 17.3

	LO 17.4


	Concept Checkers

	Concept Checker Answers

	(o.isjV0-15

	LO 18.1: Describe Bayes’ theorem and apply this theorem in the calculation of conditional probabilities.


	12%

	P(O) = P(0 | E) x P(E) + P(0 | A) x P(A)

	LO 18.2: Compare the Bayesian approach to the frequentist approach.

	LO 18.3: Apply Bayes’ theorem to scenarios with more than two possible outcomes.


	0.81 O) = I P — 0'8)xP(p — 0.8) = 0454x0.15 =

	r = 0 5, r(gjp_= 0.5)xP(p = 0.5) = 0.25X0.55 =

	F '	P(O)	0.2455

	p =	= P(0|P = 0.2)XP(P = 0.2) = 0.04X0.3 =
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	= 0 75,0) = P(O|p = Q.75)xP(p = 0.75) = 0.5625X0.1 =

	PfO)	0.225

	E(Xi + X2) — Px+M-X—2Fx

	Fx

	LO 19.1: Calculate and interpret the sample mean and sample variance.


	E(xi-x)2

	CT

	20%

	V200

	LO 19.2: Construct and interpret a confidence interval.

	Confidence Intervals for a Population Mean: Normal With Unknown Variance


	20%

	Confidence Interval for a Population Mean: Nonnormal With Unknown Variance

	LO 19.3: Construct an appropriate null and alternative hypothesis, and calculate an appropriate test statistic.

	LO 19.4: Differentiate between a one-tailed and a two-tailed test and identify when to use each test.


	V250

	0.001

	0.001

	x-p,0

	LO 19.5: Interpret the results of hypothesis tests with a specific level of confidence.


	x-po

	LO 19.6: Demonstrate the process of backtesting VaR by calculating the number of exceedances.
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	LO 20.1: Define correlation and covariance, differentiate between correlation and dependence.

	LO 20.2: Calculate covariance using the EWMA and GARCH(1,1) models.

	EWMA Model

	CTX,	n = X°x,n—1 +(1- X)X2_t

	CTx,n = 0.9 x 0.0152 + 0.1 x0.022 = 0.0002025 + 0.00004 = 0.0002425

	CTY,	n = 0.9 x 0.022 + 0.1 x 0.012 = 0.00036 + 0.00001 = 0.00037

	LO 20.3: Apply the consistency condition to covariance.

	LO 20.4: Describe the procedure of generating samples from a bivariate normal distribution.

	LO 20.5: Describe properties of correlations between normally distributed variables when using a one-factor model. * •

	LO 20.6: Define copula, describe the key properties of copula and copula correlation.

	LO 20.8: Describe Gaussian copula, Student t-copula, multivariate copula and one factor copula.

	LO 20.7: Explain one tail dependence.
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	LO 20.2

	LO 20.3

	LO 20.4

	LO 20.5

	LO 20.6

	LO 20.7

	LO 20.8
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	LO 21.1: Explain how regression analysis in econometrics measures the relationship between dependent and independent variables.

	LO 21.2: Interpret a population regression function, regression coefficients, parameters, slope, intercept, and the error term.

	The Error Term

	ei = Yi-E(Y;|Xi)

	LO 21.3: Interpret a sample regression function, regression coefficients, parameters, slope, intercept, and the error term.

	LO 21.4: Describe the key properties of a linear regression.


	E(Yi|Xi) = B0 + (l/B1)x(Xi)

	LO 21.5: Define an ordinary least squares (OLS) regression and calculate the intercept and slope of the regression.

	Assumptions Underlying Linear Regression

	LO 21.6: Describe the method and three key assumptions of OLS for estimation of parameters.

	Properties of OLS Estimators

	LO 21.7: Summarize the benefits of using OLS estimators.

	LO 21.8: Describe the properties of OLS estimators and their sampling distributions, and explain the properties of consistent estimators in general.

	LO 21.9: Interpret the explained sum of squares, the total sum of squares, the residual sum of squares, the standard error of the regression, and the regression R2.

	LO 21.10: Interpret the results of an OLS regression.


	J55

	b0 = 16-2x7.5 = 1

	The Coefficient of Determination


	^(Yi-Y)2	=	J](Y-Y)2	+ ^(Y;-Y)2

	TSS ^(Y|-Y)2

	TSS ^(Yi-Y)2

	The Standard Error of the Regression
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	LO 22.1: Calculate, and interpret confidence intervals for regression coefficients.

	tg —Bj 0.64-0 sbi	0.26

	LO 22.2: Interpret the p-value.


	Y±(tc x sf) => [Y — (tc x sp) < Y < Y + (tc x Sf)]

	(X-X)2

	LO 22.4: Evaluate the implications of homoskedasticity and heteroskedasticity.

	Effect of Heteroskedasticity on Regression Analysis

	Detecting Heteroskedasticity

	Correcting Heteroskedasticity

	LO 22.5: Determine the conditions under which the OLS is the best linear conditionally unbiased estimator.

	LO 22.6: Explain the Gauss-Markov Theorem and its limitations, and alternatives to the OLS.

	LO 22.7: Apply and interpret the t-statistic when the sample size is small.
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	LO 23.1: Define and interpret omitted variable bias, and describe the methods for addressing this bias.

	LO 23.2: Distinguish between single and multiple regression.

	LO 23-5: Describe the OLS estimator in a multiple regression.

	Yi — B0 + b>ixii + b2X2i +... + b^Xy

	LO 23.3: Interpret the slope coefficient in a multiple regression.

	Formulating the Multiple Regression Equation

	Interpreting the Multiple Regression Results

	LO 23.4: Describe homoskedasticity and heteroskedasticity in a multiple regression.

	LO 23.6: Calculate and interpret measures of fit in multiple regression.


	R2 = 1 —

	Example: Calculating R2 and adjusted R2

	Answer:

	460-170

	460

	0.630

	63.0%

	60-1

	.60-5-1,

	x (1-0.63)

	0.596 = 59.6%

	Effect of Multicollinearity on Regression Analysis

	Detecting Multicollinearity

	Correcting Multicollinearity
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	LO 24.1: Construct, apply, and interpret hypothesis tests and confidence intervals for a single coefficient in a multiple regression.

	Hypothesis Testing of Regression Coefficients

	Determining Statistical Significance

	Intercept —11.6%

	0.25

	Other Tests of the Regression Coefficients

	Confidence Intervals for a Regression Coefficient

	LO 24.2: Construct, apply, and interpret hypothesis tests and confidence intervals for multiple coefficients in a multiple regression.

	LO 24.3: Interpret the F-statistic.

	LO 24.5: Interpret confidence sets for multiple coefficients.


	Y; = -4.451 + 2.057 x Xi; + 2.008 x X2i

	-0.391 <B2< 4.407

	LO 24.7: Interpret the R2 and adjusted-R2 in a multiple regression.

	LO 24.4: Interpret tests of single restrictions involving multiple coefficients.

	LO 24.6: Identify examples of omitted variable bias in multiple regressions.
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	LO 25.1: Define mean squared error (MSE) and explain the implications of MSE in model selection.

	Reducing MSE Bias

	LO 25.2: Explain how to reduce the bias associated with MSE and similar measures.

	LO 25.3: Compare and evaluate model selection criteria, including s2, the Akaike information criterion (AIC), and the Schwarz information criterion (SIC).

	LO 25.4: Explain the necessary conditions for a model selection criteria to demonstrate consistency. * •
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	LO 26.1: Define covariance stationary, autocovariance function, autocorrelation function, partial autocorrelation function and autoregression. * •

	LO 26.2: Describe the requirements for a series to be covariance stationary.

	LO 26.3: Explain the implications of working with models that are not covariance stationary.

	LO 26.4: Define white noise, describe independent white noise and normal (Gaussian) white noise.

	LO 26.5: Explain the characteristics of the dynamic structure of white noise.

	LO 26.6: Explain how a lag operator works.

	Ayt = (l-L)yt = yt —yt_j

	LO 26.7: Describe Wold’s theorem.

	LO 26.8: Define a general linear process.

	LO 26.9: Relate rational distributed lags to Wold’s theorem.

	LO 26.10: Calculate the sample mean and sample autocorrelation and describe the Box-Pierce Q-statistic and the Ljung-Box Q-statistic.

	LO 26.11: Describe sample partial autocorrelation.
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	LO 27.2: Describe the properties of a general finite-order process of order q (MA(q)) process.

	LO 27.3: Describe the properties of the first-order autoregressive (AR(1)) process, and define and explain the Yule-Walker equation.

	LO 27.4: Describe the properties of a general p^1 order autoregressive (AR(p)) process.

	LO 27.5: Define and describe the properties of the autoregressive moving average (ARMA) process.

	LO 27.6: Describe the application of AR and ARMA processes.
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	LO 27.4

	LO 27.5
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	LO 28.1: Explain how various weighting schemes can be used in estimating volatility.

	LO 28.2: Apply the exponentially weighted moving average (EWMA) model to estimate volatility.

	LO 28.4: Explain the weights in the EWMA and GARCH(1,1) models.

	LO 28.3: Describe the generalized auto regressive conditional heteroskedasticity (GARCH(p,q)) model for estimating volatility and its properties:

	Mean Reversion

	LO 28.5: Explain how GARCH models perform in volatility forecasting.

	LO 28.6: Describe the volatility term structure and the impact of volatility changes.

	LO 28.7: Describe how correlations and covariances are calculated, and explain the consistency condition for covariances.

	1 m


	Key Concepts

	LO 28.1

	LO 28.2

	LO 28.3

	o2n = u + aujU+(fon-l

	LO 28.4
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	LO 29.1: Describe different ways of choosing probability distributions in creating simulation models.

	LO 29.2: Understand and interpret the results generated by Monte Carlo simulation.

	X + 1.98x—

	VlOO

	LO 29.3: Describe the advantages of simulation modeling when multiple input variables and compounding distributions are involved.


	2.0

	LO 29.4: Illustrate how correlations can be incorporated into simulation modeling.

	LO 29.5: Describe the relationship between the accuracy of a simulation model and the number of scenarios run in the simulation.

	LO 29.6: Interpret discretization error bias and describe how to identify an efficient estimator.

	LO 29.7: Describe the inverse transform method and its implementation in discrete and continuous distributions.

	Inverse Transform Method for Discrete Distributions

	Inverse Transform Method for Continuous Distributions

	LO 29.8: Describe standards for an effective pseudorandom number generator and explain midsquare technique and congruential pseudorandom number generators. * •

	LO 29.9: Describe quasi-random (low-discrepancy) sequences and explain how they work in simulations. * 1 2

	LO 29.10: Explain the mechanics and characteristics of the stratified sampling method and describe the Latin Hypercube Sampling method.
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	.	(	\ Cov(Ri,Rj)

	12

	£(X;-X)(Yi-Y)

	TSS ^(Y;-Y)2

	TSS ^(Yj-Y)2

	Probability Example

	Hypothesis Testing—One-Tailed Test Example


	x-po

	Hypothesis Testing—Two-Tailed Test Example


	A

	B

	F

	M

	G

	H

	I

	K

	L




